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Abstract

This dissertation reviews and presents a computational framework for robust spacecraft

trajectory optimization under uncertainty, advancing beyond deterministic methods to ensure

mission reliability in low-thrust interplanetary flights. At the core of the framework are two iter-

ative Covariance Steering (iCS) algorithms that convexify the stochastic optimal control prob-

lem through complementary approaches: a factorized-covariance formulation that jointly opti-

mizes feedforward and feedback policies, and a computationally efficient covariance-variable

formulation that directly manipulates state statistics via linear matrix inequalities resulting in

semi-definite programs. Both methods handle nonlinear dynamics through successive lineariza-

tion and convex programming while explicitly enforcing probabilistic constraints.

The considered solution formulations are validated through high-fidelity numerical sim-

ulations, progressing from linear verification to complex interplanetary transfers. A double-

integrator case demonstrates precise uncertainty regulation and constraint satisfaction. Subse-

quent planar and three-dimensional (3D) Earth-Mars rendezvous maneuvers are considered to

showcase scalability to nonlinear orbital dynamics, with the covariance-variable method solv-

ing 7-state problems in under 12 iterations. Crucially, the 3D analysis provides the first quan-

titative demonstration that neglecting propellant mass uncertainty leads to significant perfor-

mance miscalculation, underestimating trajectory dispersion by up to 35% and required control

authority by 6%, thereby quantifying a critical source of mission risk.

This research provides practical, scalable tools for robust trajectory optimization of as-

trodynamics problems, successfully transitioning covariance steering from theory to imple-

mentable strategy. By enabling autonomous systems to guarantee performance under uncer-

tainty while satisfying safety constraints, the work advances robust trajectory optimization and

guidance capabilities for next-generation deep-space exploration missions.
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Chapter 1

Introduction

1.1 Motivation

The pursuit of increasingly ambitious space missions, from low-altitude and cislunar maneu-

vers to long-duration interplanetary exploration, has established low-thrust electric propulsion

as a critical enabling technology. The superior fuel efficiency of electric propulsion systems

enables payload-rich missions and complex orbital maneuvers that are infeasible with conven-

tional chemical propulsion. However, this advantage is coupled with a significant challenge:

the extended duration of low-thrust arcs (and the existence of potentially many switches in the

operation of thrusters) renders low-thrust trajectories highly susceptible to the accumulation of

uncertainties. These include navigation errors, stochastic dynamical disturbances, maneuver-

execution errors and unmodeled dynamics, which can drive a spacecraft away from its nominal

(planned) path and potentially violate critical safety constraints.

Several methods exist to overcome a number of the abovementioned challenges. Tra-

ditional robust control methods, such as robust model predictive control, address uncertainty

by designing for worst-case scenarios, leading to overly conservative solutions that sacrifice

performance for robustness. Conversely, deterministic trajectory optimization, while compu-

tationally efficient, ignores uncertainty entirely, producing nominally optimal trajectories that

may be infeasible or unsafe under realistic stochastic conditions. This creates a critical gap

in the mission design toolkit, i.e., a need for methods that provide probabilistic guarantees on

constraint satisfaction without excessive conservatism, thereby offering an avenue for balanc-

ing performance with reliability.
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The recent developments that have taken place in the covariance steering theory offers

a promising path forward. This framework explicitly controls the statistical properties of the

state, enabling direct shaping of the uncertainty distribution throughout the trajectory. While

theoretically elegant, its application to nonlinear systems with non-convex constraints remains

computationally challenging. This motivates the development of iterative, convex optimization-

based algorithms that can tractably solve the nonlinear covariance steering problem, bridging

the gap between rigorous stochastic control theory and the practical demands of high-fidelity

astrodynamics. The integration of these methods into a unified framework for robust trajectory

design is the primary impetus for this research.

1.2 Objectives

The principal aim of this thesis is to develop a unified and computationally tractable framework

for robust closed-loop trajectory optimization of spacecraft under uncertainty. This overarching

goal is pursued through the following three core objectives:

1. To establish a comprehensive theoretical and computational framework for robust

closed-loop optimization through covariance steering. This objective entails the de-

velopment of two complementary convex programming formulations for finite-horizon

covariance steering problems. The first is a factorized-covariance approach that em-

ploys a global change of variables to convexify the stochastic optimal control problem,

while the second is a covariance-variable formulation that directly optimizes over mean

and covariance trajectories using semidefinite programming. Both frameworks will in-

corporate chance constraints on state and control variables and be embedded within a

successive convexification architecture to handle inherent system nonlinearities.

2. To demonstrate the scalability and performance of the proposed frameworks through

numerical validation. The objective is to validate the algorithms across a spectrum of

problems, from linear models to complex, nonlinear low-thrust interplanetary trajecto-

ries. This includes demonstrating the capability to meet stringent terminal covariance
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constraints and quantifying the performance advantage of the closed-loop policies over

traditional open-loop strategies.

3. To quantify the impact of coupled dynamical uncertainties, with a specific focus on

propellant mass uncertainty. A key objective is to rigorously analyze often-overlooked

stochastic couplings, particularly between control execution errors and mass consump-

tion in low-thrust systems. The goal is to provide a quantitative assessment of the perfor-

mance penalty incurred when neglecting these effects, thereby highlighting their critical

importance in high-fidelity mission design.

By fulfilling these objectives, this research seeks to provide a practical and powerful toolkit

for designing autonomous spacecraft guidance systems that are not only fuel-efficient but also

provably robust to the uncertainties inherent in spaceflight.

1.3 Introduction to trajectory optimization and literature review

Optimization is a broad field of study, which plays an integral role in efficient operation of

many real-world engineering systems [1]. It is a branch of pure mathematics with applications

in every major branch of science and engineering such as robotics [2], automotive industry [3],

space mission and trajectory design [4, 5, 6] and atmospheric flight mechanics [7, 8]. Efficient

operation of dynamical systems and vehicles, with respect to a prescribed task (or objective),

is usually achieved by solving a constrained optimal control problem (OCP) [9, 10]. To solve

complicated OCPs, particularly from the aerospace domain, two major optimization methods

are used extensively, i.e., direct [11, 12, 13] and indirect [14] methods.

Direct optimization methods (a.k.a. “discretize then optimize” solution methods) tran-

scribe continuous-time OCPs into parametric optimization problems [11]. The resulting para-

metric optimization problems are typically characterized as a sub-class of general nonlinear

programming (NLP) problems. Different transcription approaches have been developed over

the years. Indirect methods, however, convert the task of finding solutions to OCPs into sat-

isfying a set of necessary (and/or sufficient) conditions. Indirect optimal control transforms

problems into boundary-value problems (BVPs) using Pontryagin’s Minimum Principle (PMP)
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[15], offering high-accuracy trajectories but struggling with sensitivity and constraints, lead-

ing to recent advances in numerical continuation methods, regularization techniques, e.g.,

quadratic, logarithmic and extended logarithmic [16], hyperbolic tangent smoothing (HTS)

[17], L2-norm based [18, 19] and composite smooth control (CSC) [20, 21], with applica-

tions to various challenging optimal control problems such as spacecraft trajectory design

[22, 23, 24, 25, 26, 27, 28, 29, 30, 31, 32], hypersonic and atmospheric flights [33, 34, 35], and

spacecraft trajectory design with multi-mode propulsion systems [36, 37, 38, 39] and rocket-

landing problems [40, 41, 42].

The majority of the above references formulate and solve a deterministic OCP (except

for [40] that formulates and solves a desensitized OCP, which is aimed at increasing solu-

tion robustness to parametric uncertainties). The study of OCPs under uncertainty, known as

stochastic optimal control problems (SOCP), has a long history, spanning robust and convex

optimization approaches. The early developments were grounded in OCPs solved through dy-

namic programming (DP), which provided a rigorous framework for sequential decision mak-

ing [43]. Although DP is exact in theory, its applicability to realistic high-dimensional systems,

such as spacecraft dynamics, is severely limited by the curse of dimensionality [44]. To address

these computational barriers, approximate methods such as differential dynamic programming

(DDP) were developed, which iteratively refine control laws using local quadratic approxima-

tions of the value function [45]. These methods significantly reduce computational complexity

but, as many other approaches to SOCPs, remain challenging to apply when nonlinear dynam-

ics, nonconvex constraints, or non-Gaussian uncertainties are present in the problem [46].

To explicitly account for uncertainty in modern control settings, researchers turned toward

Robust Optimal Control (ROC) and Robust Model Predictive Control (RMPC) formulations.

Robust MPC has been developed, allowing for optimization over a finite horizon while en-

forcing robustness in a receding-horizon manner [47]. ROC and RMPC approaches guaran-

tee performance under bounded disturbances but tend to be overly conservative, as they must

hedge against the worst-case realization of uncertainty [48]. Recently, tube-based MPC has

emerged as an effective approach to overcome the limitations of conventional Robust MPC.

In this method, uncertainty is incorporated directly into the control formulation. The resulting
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control policy is time-varying and piecewise affine, ensuring that all predicted system trajec-

tories remain within a bounded region—known as a tube—despite the presence of bounded

disturbances or modeling errors [49].

In many engineering systems, uncertainties cannot be accurately described by bounded or

compact sets. More recently, Stochastic MPC (SMPC) emerged as an extension that models

disturbances probabilistically, striking a balance between robustness and performance by allow-

ing constraints to be enforced in probability. Within this framework, chance constraints and

chance-constrained optimal control problems (CC-OCPs) have become an important tool, as

they allow the explicit specification of reliability levels for constraint satisfaction, thus avoiding

unnecessary conservatism while maintaining rigorous probabilistic guarantees [50].

Complementary to these advances, the covariance control or covariance steering problem

has gained attention in the control theory community. This problem is concerned not only with

characterizing the mean of the system state, but also with steering or constraining its covari-

ance evolution [51]. For linear time-varying stochastic systems with additive Gaussian noise,

it has been shown that covariance steering is fully controllable if the underlying system is con-

trollable [52]. This line of work connects naturally to classical stochastic Linear Quadratic

Regulator (LQR) control but extends it by explicitly embedding covariance dynamics and con-

straints into the optimization problem. For unconstrained linear stochastic systems, analytical

results demonstrate that the state mean and covariance evolve independently. The mean trajec-

tory is governed by the open-loop/feedforward control inputs, while the covariance dynamics

is shaped by the choice of state feedback gain. This decoupling property underlies the obser-

vation that solutions to covariance steering problems with quadratic costs are closely related to

LQR-based formulations, where feedback laws naturally regulate state dispersion [53, 54, 55].

Despite these advantages, purely LQR-based approaches may encounter significant limi-

tations when applied to nonlinear dynamics or, more importantly, when constraints on state and

control must be imposed. Indeed, the independence between mean and covariance no longer

holds once constraints are present, and thus the mean and covariance dynamics become tightly

coupled. As a result, standard LQR methods are not sufficient to address the complexity of

5



practical problems. Alternative approaches have sought to integrate LQR with stochastic opti-

mization. One such strategy consists of designing a priori a feedback gain using LQR and then

optimizing only the feedforward control component within a stochastic framework [56]. This

allows a decoupling between deterministic control synthesis and stochastic optimization, but it

inherently limits the ability of the framework to adapt the feedback structure to uncertainty and

chance constraints.

Iterative methods such as DDP and iterative linear quadratic Gaussian (iLQG) [57] have

provided inspiration for solving nonlinear stochastic control problems, known as iterative co-

variance steering (iCS) framework. Unlike these approaches, which both are based on back-

wards propagating of an approximation of the value function to compute feedback control, the

iCS framework relies on convex programming at each step, enabling the direct enforcement of

probabilistic constraints while maintaining convergence guarantees [58].

On the other hand, in the aerospace trajectory optimization literature, convex optimization

has become a powerful tool to handle the inherent nonlinearities and constraints of low-thrust

propulsion systems. The development of lossless convexification techniques demonstrated that

certain nonconvex constraints, such as thrust magnitude bounds, can be exactly reformulated

into convex constraints without any loss of optimality [59]. This breakthrough enabled efficient

and globally optimal solutions to otherwise intractable trajectory design problems. However,

most applications of convex optimization in this domain have been deterministic, with uncer-

tainty either neglected or conservatively bounded. Approaches such as belief-space trajectory

planning and sequential convex methods have been proposed in this regard, though each faces

challenges in scalability and conservatism. The iCS and sequential convex programming co-

variance steering approach treat the feedback gain itself as an optimization variable, enabling

joint design of the feedforward and feedback control inputs to better handle nonlinearities and

probabilistic requirements [59, 60, 61].

Altogether, the progression from DP and DDP to LQR, ROC, MPC, and CC-OCP, and fi-

nally to convex covariance steering, reflects the gradual refinement of tools capable of handling
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the dual demands of uncertainty management and computational efficiency. These develop-

ments provide the foundation upon which the present research seeks to advance the state of the

art in stochastic trajectory optimization of spacecraft equipped with electric thrusters [20].

1.4 Current Research

Building upon the foundations laid in the previous sections, this thesis makes distinct contri-

butions to the field of robust spacecraft trajectory optimization. The current research focuses

on advancing the theory and application of iterative covariance steering to address the critical

challenges of nonlinear dynamics, chance constraints, and computational tractability in high-

fidelity astrodynamical problems.

The primary contribution of this work is the development and detailed analysis of two

complementary formulations for robust closed-loop optimization. The first is a factorized-

covariance approach that leverages a global change of variables to convexify the problem,

providing an elegant solution for systems where constraint satisfaction and policy structure are

paramount. The second is a covariance-variable formulation that directly optimizes over the

state mean and covariance matrices, offering superior computational scalability and numerical

conditioning for long-horizon, high-dimensional problems. Both frameworks are rigorously

derived within a successive convex programming (SCP) loop, enabling them to handle the

inherent nonlinearities of orbital dynamics while explicitly enforcing probabilistic state and

control constraints using a chance-constraint formalism.

A significant and often-overlooked aspect of robust low-thrust trajectory design is the

treatment of mass uncertainty. This research provides a rigorous quantitative analysis of the

stochastic coupling between propellant consumption and translational dynamics. By model-

ing mass as a stochastic state driven by uncertain control execution, this work demonstrates

that neglecting this coupling leads to a substantial underestimation of trajectory dispersion and

required control authority, a finding with critical implications for mission reliability.

The numerical investigations presented in this thesis validate the proposed frameworks

across a spectrum of problems, from canonical linear models to three-dimensional nonlinear

7



low-thrust interplanetary trajectories. The results demonstrate the ability to precisely steer ter-

minal covariance under uncertainty, quantify the performance advantage of the unified closed-

loop policies, and establish the proposed methods as practical tools for the next generation of

autonomous guidance systems.
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Chapter 2

Stochastic Optimal Control Problem

Modern aerospace guidance and trajectory design frequently employ optimal control formula-

tions that balance performance objectives and operational constraints over a finite horizon. In

this context, the stochastic optimal control problem (SOCP) provides a rigorous mathematical

framework for designing control laws that explicitly account for uncertainties, including uncer-

tainties in system dynamics, measurements, and external disturbances. This chapter presents

and reviews the theoretical foundation of the SOCP, which serves as the cornerstone for the

covariance-steering framework, a specialized subclass of SOCP focused on shaping uncer-

tainty through probabilistic constraints. The covariance-steering framework is developed in

Chapter 3.

The chapter is organized as follows. Section 2.1 introduces the deterministic OCP, formu-

lating the nominal system dynamics, control and state constraints, and performance index as

building blocks of any optimization problem. Section 2.2 then extends this formulation to the

stochastic setting, where uncertainties are explicitly represented within the system model and

performance criteria.

Before proceeding to the mathematical development, it is helpful to summarize the nota-

tion conventions adopted throughout this thesis. Scalars use regular Roman letters (e.g., a or

N ), and vectors are represented by bold lowercase (e.g., x). The Euclidean norm is denoted

by ∥x∥, and unless otherwise stated, all vectors are assumed to be column vectors. Matrix

transposition is indicated by the superscript (·)⊤.
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2.1 The Optimal Control Problem

Optimal control theory provides a systematic framework for determining control inputs that

guide a dynamic system toward desired objectives while satisfying physical and operational

constraints. The deterministic formulation of the OCP defines this baseline setting, where all

system parameters and external influences are assumed to be known exactly. The deterministic

formulation serves as the conceptual and mathematical foundation upon which the stochastic

extensions developed in later sections are built, enabling the explicit treatment of uncertainties

at all levels of system dynamics, constraints, and performance metrics.

2.1.1 System Dynamics and Constraints

The evolution of dynamical systems can be characterized by a finite collection of variables

whose change captures its essential behavior. Let x(t) ∈ Rnx denote the state vector, which

gathers all quantities necessary to uniquely describe the system configuration at time t (e.g.,

the position, velocity, attitude, or mass of a spacecraft). The evolution of this state over a

prescribed time horizon t ∈ [t0, tf ] is governed by the control input, u(t) ∈ Rnu , whose

components represent the actions available to influence the system (e.g., thrust acceleration or

torque commands of the spacecraft).

The deterministic dynamics are expressed through a system of first-order ordinary differ-

ential equations as,

ẋ(t) = f(x(t),u(t), t) , (2.1)

where the mapping f : Rnx × Rnu × R → Rnx encapsulates the governing physical laws.

Once the initial condition x(t0) and the control history u(t) are specified, Eq. (2.1) determines

a unique trajectory x(t) under certain conditions [62].

Constraints capture the physical, operational, and safety limitations that any feasible tra-

jectory must satisfy. They ensure that the system behavior remains realistic and safe while

optimizing a prescribed performance index. Depending on their scope, constraints can apply

only at specific time instants — such as at the beginning or end of the time horizon — or

continuously over the entire trajectory.
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The first type, referred to as boundary constraints, specifies a set of algebraic relations

that define admissible initial and terminal conditions in the form of equality equations

ψ(x(t0),x(tf ),u(t0),u(tf ), t0, tf ) = 0, (2.2)

where ψ ∈ RNψ groups all endpoint requirements. Typical boundary specifications include

fixed starting and arrival states, which can be written as,

x(t0) = xi, x(tf ) = xf , (2.3)

but can also involve free-final-time conditions (i.e., t0 and tf being free), continuity relations

between dynamic phases, or transversality constraints arising from integral quantities such as

total mass or angular momentum conservation.

In addition to endpoint requirements, practical systems are often restricted by conditions

that must remain valid throughout the motion. These are termed path constraints and are usu-

ally expressed in the form of inequality relations and can be written as,

Xt(x(t),u(t), t) ≤ 0, t ∈ [t0, tf ], (2.4)

where Xt ∈ RNX collects the set of continuous-time constraints. Such constraints can describe

physical boundaries – e.g., obstacle-avoidance regions or line-of-sight limits – or operational

restrictions such as actuator saturation, maximum velocity, allowable altitude bands, or distance

from planets. A particularly common example is the 2-norm control-effort constraint

∥u(t)∥ ≤ umax, t ∈ [t0, tf ], (2.5)

where umax denotes the maximum admissible actuation level. This relation bounds the instan-

taneous magnitude of the control vector, ensuring that the optimized solution remains feasible

under hardware and safety limitations.
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Together, Eqs. (2.1), (2.2), and (2.4) define a deterministic dynamic framework within

which the state trajectory is completely determined by the applied control sequence under the

given constraints. In this formulation, all quantities are presumed to be known exactly; uncer-

tainties in parameters, environmental effects, or control execution are not yet considered.

2.1.2 Objective Function

The evolution of the system described in Section 2.1.1 is evaluated using a performance index,

expressed through a scalar functional termed as the objective functional or cost functional. The

objective functional quantitatively measures the performance of a candidate trajectory by as-

signing a numerical value that reflects both the control effort and the resulting system behavior

over the mission duration. The goal of the OCP is to determine the admissible control history

u(t) that minimizes (or maximizes) this cost while satisfying the dynamics and constraints

introduced previously.

In its most general formulation, the cost functional is written as,

J = Φ
(
x(t0),x(tf ), t0, tf

)
+

∫ tf

t0

L
(
x(t),u(t), t

)
dt, (2.6)

where Φ (x(t0),x(tf ), t0, tf ) is referred to as the terminal cost (or Mayer term) and the func-

tion L(x(t),u(t), t) as the running cost (or Lagrange term) [63]. The integral component ac-

cumulates the performance measure along the trajectory, whereas the terminal term penalizes

deviation from the desired final conditions.

Depending on the control objective and application context, these contributions may ap-

pear separately or together. Their combination defines the Bolza form of the cost functional,

while the Lagrange and Mayer forms correspond to its two limiting cases:

Lagrange form: J =

∫ tf

t0

L (x(t),u(t), t) dt, (2.7a)

Mayer form: J = Φ (x(t0), t0,x(tf ), tf ), (2.7b)

Bolza form: J = Φ (x(t0), t0,x(tf ), tf ) +

∫ tf

t0

L (x(t),u(t), t) dt. (2.7c)
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The specific choice of cost functional depends on the control objective, mission type, and

performance metric to be optimized. These forms can also be converted to each other [63].

(a) Quadratic performance criterion

A classical choice in optimal control theory is the quadratic cost, which is written as,

J = 1
2
(x(tf )−xf )

⊤Qf (x(tf )−xf )+
1
2

∫ tf

t0

[
(x(t)−xr(t))

⊤Q (x(t)−xr(t))+u(t)
⊤Ru(t)

]
dt

(2.8)

where Q ∈ Snx
+ , R ∈ Snu

++, and Qf ∈ Snx
+ are weighting matrices. Here, Snx

+ denotes the set

of all positive semi-definite matrices of dimension nx, and Snu
++ the set of all positive definite

matrices of dimension nu. These matrices balance state tracking accuracy and control effort,

and xr(t) denotes a reference trajectory. This formulation leads to the well-known finite-time

horizon Linear Quadratic Regulator (LQR) problem in deterministic control.

(b) Fuel-optimal problems

In spacecraft applications, minimizing propellant usage can be achieved by formulating a

Mayer form or a Lagrange form objective.

Mayer form: for a fixed initial dry mass of spacecraft, minimizing propellant usage corre-

sponds to maximizing the final mass

min. J = −m(tf ), (2.9)

which indirectly minimizes the propellant usage, where m(t) ∈ R+ denotes the spacecraft mass

over time.

Lagrange form: promotes sparse thrusting (i.e., the so-called “bang–bang” control profile)

due to the linear dependence on the control norm,

J =

∫ tf

t0

∥u(t)∥ dt. (2.10)
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(c) Time-optimal problem

For missions where transfer time is critical, the objective is to minimize the total time of flight

J = tf − t0 = ∆t. (2.11)

This formulation is commonly applied to rapid-transfer or agile-response guidance prob-

lems, where tf is treated as a free decision variable.

(d) Multi-objective cost functions

Although OCPs are traditionally formulated with a single scalar cost functional, practical sce-

narios may require simultaneous optimization of multiple, potentially conflicting objectives

–for example, fuel efficiency versus travel time [64]. Such problems are addressed using multi-

objective optimization or scalarization techniques, in which several criteria are combined, typ-

ically through weighted sums, into a single composite performance index [65]. This scalariza-

tion enables the use of standard optimization tools, while preserving flexibility in weighting

tradeoffs between objectives.

In deterministic settings, the minimization of this cost functional yields the optimal control

law and the corresponding nominal trajectory. Overall, the deterministic continuous-time OCP

formulation can be summarized as follows

Problem 2.1 Continuous-Time Deterministic Optimization

min
x(t),u(t)

J = Φ
(
x(t0), t0,x(tf ), tf

)
+

∫ tf

t0

L
(
x(t),u(t), t

)
dt, (2.12a)

s.t. ẋ(t) = f(x(t),u(t), t) , t ∈ [t0, tf ], (2.12b)

ψ(x(t0),x(tf ),u(t0),u(tf ), t0, tf ) = 0, (2.12c)

Xt(x(t),u(t), t) ≤ 0, (2.12d)
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In the next section, the deterministic OCP formulation is generalized to a stochastic set-

ting, where the system dynamics, constraints, and performance index are explicitly influenced

by uncertainty.

2.2 Stochastic Representation

Although the deterministic formulation provides a clear baseline for control design, it does not

capture the randomness and uncertainty inherent in real-world systems. To ensure that control

strategies remain effective and robust in the presence of uncertainty, a stochastic representation

is required—one that models the state, inputs, and dynamics as probabilistic entities rather

than fixed quantities. This section generalizes the deterministic optimization framework into

a stochastic one by formally introducing uncertainty into the state dynamics, extending the

constraints to a probabilistic form, and reformulating the objective functional in the form of an

expectation over random trajectories.

In the stochastic setting, the system state, x(t), is represented as a multivariate random

process rather than a deterministic vector, capturing the statistical uncertainty of the system. For

many engineering applications, particularly in space guidance and navigation, these uncertain-

ties are modeled by a Gaussian distribution, providing a tractable and analytically convenient

description of the system behavior. Consequently, the statistical properties of the random state

are described at any time t ∈ [t0, tf ] by its mean (or expected value) and covariance matrix,

defined respectively as,

x̄(t) = E[x(t)] =
[
E[x1(t)], E[x2(t)], . . . , E[xnx(t)]

]⊤
, (2.13)

P (t) = E
[
(x(t)− x̄(t))(x(t)− x̄(t))⊤

]
= E [x̃(t) x̃(t)⊤], (2.14)

where E[·] denotes the mathematical expectation operator and x̃(t) = x(t)− x̄(t) is the zero-

mean state deviation. The mean trajectory, x̄(t) ∈ Rnx , represents the nominal or average

evolution of the system, whereas the covariance matrix, P (t) ∈ Snx
+ , quantifies the dispersion

of the state about its mean and thus provides a measure of uncertainty.
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Instead of describing a single deterministic trajectory, the stochastic representation consid-

ers a family of possible realizations of the state, each weighted by its likelihood of occurrence.

This probabilistic viewpoint provides a more realistic and comprehensive representation of

the system’s behavior under uncertain environments—particularly relevant in space missions,

where perfect knowledge of the spacecraft’s state is practically unattainable.

2.2.1 Stochastic Differential Equation

To account for uncertainty and to describe the statistical evolution of the system state, the

dynamics can be formulated as a stochastic differential equation (SDE). A common repre-

sentation, widely adopted in the literature, is based on Itô calculus [66], which extends the

deterministic model of Eq. (2.1) by adding a stochastic term that captures process noise and

unmodeled effects. This stochastic augmentation leads to in a system response that evolves as

a stochastic process governed by probabilistic laws, rather than a single deterministic trajectory.

Accordingly, the stochastic system dynamics are expressed as,

dx(t) = f(x(t),u(t), t) dt+ g(x(t),u(t), t) dw(t), (2.15)

where g : Rnx×Rnu×R→ Rnx×nw is the diffusion matrix, which maps instantaneous random

perturbations, dw(t), into the state space [66]. Through its coupling with the Wiener process,

it directly determines how uncertainty enters each state component and governs the rate at

which the state covariance evolves over time. Specifically, the structure and magnitude of g

determine how uncertainty is injected into each state component, shaping the propagation of

the covariance matrix over time.

And w(t) ∈ Rnw is the process noise vector composed of independent Wiener processes

(or standard Brownian motions). It can be written explicitly as,

w(t) = [w1(t), w2(t), . . . , wnw(t)]
⊤,
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A Wiener process represents the continuous-time integral of Gaussian white noise, of-

fering a rigorous and tractable framework for modeling stochastic disturbances in dynamical

systems. Unlike white noise—an idealized, distribution-valued process without a continuous

realization—the Wiener process has continuous trajectories and normally distributed incre-

ments, yet its sample paths are nowhere differentiable. It can be interpreted as a continuous but

irregular random walk, accumulating random fluctuations over time.

For any t ≥ 0, the continuous-time Wiener process vector, w(t), satisfies the following

properties:

1. Initial condition: The process starts from the origin with probability one, w(0) = 0.

2. Independent increments: The increments ofw(t) over non-overlapping time intervals are

statistically independent, implying that the future evolution of the process is independent

of its past given its current state. That is, for any 0 ≤ t1 < t2 < t3 < t4, the random

vectors [w(t2)−w(t1)] and [w(t4)−w(t3)] are independent.

3. Stationary increments: The distribution of each increment depends only on the duration

of the interval, not on its absolute position in time. Specifically, for any ∆t > 0,

[w(t+∆t)−w(t)] ≡ [w(∆t)−w(0)].

4. Gaussian increments: Each increment of the process is multivariate normally distributed

with zero mean and covariance proportional to the interval length

[w(t+∆t)−w(t)] ∼ N (0, ∆t Inw),

where Inw denotes the nw × nw identity matrix.

5. Cumulative behavior: The uncertainty of the process grows linearly with time as inde-

pendent random fluctuations accumulate. Consequently, the second moment of w(t)
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increases proportionally to the elapsed time,

E
[
w(t)w⊤(t)

]
= t Inw ,

while the expected value remains zero, E[w(t)] = 0, reflecting the absence of determin-

istic drift.

These stochastic perturbations are propagated into the system dynamics through the diffu-

sion matrix, g, driving the time evolution of both the mean and covariance of the state and thus

governing the overall uncertainty growth throughout the trajectory.

2.2.2 Stochastic Constraints

Based on the statistical representation of the system state, the constraints introduced earlier

can now be extended to their stochastic counterparts. The admissible region of the system in

the deterministic formulation, defined by Eqs. (2.2) and (2.4), was expressed through equality

and inequality relations on the state and control variables. When uncertainty is present, these

constraints cannot be guaranteed to hold exactly for all realizations of the random variables;

instead, they are enforced in a probabilistic sense to keep the likelihood of violation below a

prescribed acceptable threshold.

The stochastic counterpart of the path inequality constraints is therefore expressed in the

literature as,

P{Xt(x(t),u(t), t) ≤ 0} ≥ p,

or P{Xt(x(t),u(t), t) ≤ 0} ≥ 1− β, t ∈ [t0, tf ].

(2.16)

where p ∈ [0, 1) represents a high confidence level (typically p = 0.95 or p = 0.997), and

β = 1− p denotes the corresponding low violation probability or risk level. This probabilistic

formulation, known as a chance constraint, ensures that physical and operational limits—such

as actuator bounds, velocity restrictions, or safe approach regions—are satisfied with confi-

dence level at least p = 1−β, while allowing for small, infrequent violations due to uncertainty.
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For example, a stochastic counterpart of the deterministic control-effort constraint, Eq. (2.5),

can be written as,

P{∥u(t)∥2 ≤ umax} ≥ 1− βu, (2.17)

implying that the control magnitude exceeds its allowable limit only with a small probability of

βu. Similarly, state-related inequality constraints, such as position, velocity, or altitude limits

can be formulated as chance constraints using the same structure.

Rather than enforcing exact equalities at the endpoints, the boundary constraints are like-

wise required to lie within admissible sets with a high probability. In the most general form,

these stochastic boundary conditions can be written as,

P{ψ(x(t0),x(tf ),u(t0),u(tf ), t0, tf ) = 0} ≥ 1− β, (2.18)

where β ∈ [0, 1) is a small risk parameter that bounds the violation probability. This formula-

tion provides the flexibility to model coupled or nonlinear boundary conditions involving both

state and control variables.

To improve tractability, a common approach is to decompose the general constraint into

separate conditions on the initial and final states, which are written as,

P{x(t0) ∈ Xi} ≥ 1− βi, (2.19)

P{x(tf ) ∈ Xf} ≥ 1− βf , (2.20)

where Xi,Xf ⊂ Rnx are admissible sets centered around the desired initial and final states,

and βi, βf denote the acceptable violation probabilities for each endpoint. These sets can

represent various geometric shapes—such as ellipsoids, balls, or hyperrectangles—depending

on the application and available uncertainty models.
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In particular, if the initial and final state distributions are assumed to be Gaussian, the

random vectors can be characterized by their means and covariances as,

x(t0) ∼ N
(
x̄i, Pi

)
, (2.21a)

x(tf ) ∼ N
(
x̄f , Pf

)
, (2.21b)

where x̄i, x̄f ∈ Rnx are the prescribed initial and target mean states, and Pi, Pf ∈ Snx
+ are the

associated covariance matrices, defined as,

x̄i = E[x(t0)] , Pi = E
[(
x(t0)− x̄i

)(
x(t0)− x̄i

)⊤]
, (2.22a)

x̄f = E[x(tf )] , Pf = E
[(
x(tf )− x̄f

)(
x(tf )− x̄f

)⊤]
. (2.22b)

In this case, the sets Xi and Xf are typically defined as ellipsoidal confidence regions that are

consistent with the respective Gaussian distributions. This structure facilitates convex reformu-

lations of the chance constraints using tools such as second-order cone or LMI representations,

which will be explored in the following section.

In addition to probabilistic state and control constraints, limitations may also be imposed

directly on the uncertainty level of the system itself. A common example is to bound the maxi-

mum eigenvalue of the covariance matrix to ensure that uncertainty remains within acceptable

limits:

λmax

(
P (t)

)
≤ λ̄, t ∈ [t0, tf ], (2.23)

where λ̄ ∈ R+ specifies the maximum allowable spread of the state distribution. This constraint

effectively limits the largest principal axis of the covariance ellipsoid, ensuring that the overall

uncertainty in the state estimation remains within a prescribed bound.

Together, these probabilistic boundary and path constraints define the feasible domain of

an SOCP. They preserve the physical and operational meaning of the deterministic constraints

while embedding robustness against uncertainty, ensuring that the optimized solutions remain

feasible and reliable with high confidence.
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2.2.3 Stochastic Objective Function

In SOCP settings, the objective function must account for the random nature of the system

evolution and control actions. Since the actual trajectory and control realizations are not de-

terministic, the cost functional is itself a random variable. Accordingly, the stochastic cost is

generally expressed as,

J = F
(
Φ
(
x(t0), t0,x(tf ), tf

)
+

∫ tf

t0

L
(
x(t),u(t), t

)
dt

)
, (2.24)

where Φ and L denote the terminal and running cost functions, respectively, and F(·) repre-

sents a statistical operator that maps the random cost into a deterministic scalar objective. The

choice of F(·) determines how uncertainty is incorporated into the optimization problem. Two

common formulations in the literature are the expected-value and the quantile-based definitions

of the cost functional, which are explained next.

Expected-value definition:

The most common formulation defines the cost as the expected value of the performance index

over all possible realizations of the stochastic processes driving the system dynamics, rather

than evaluating performance along a single deterministic path,

J = E
[
Φ
(
x(t0), t0,x(tf ), tf

)
+

∫ tf

t0

L
(
x(t),u(t), t

)
dt

]
. (2.25)

This expected-value definition of the cost function evaluates the mean performance of the con-

trol policy. Minimizing J yields a policy that optimizes the average mission performance while

implicitly mitigating the effects of uncertainty in system dynamics and disturbances.

Quantile-based definition:

In many applications—especially when the consequences of rare adverse events are critical—designing

a control policy solely based on expected performance may not guarantee sufficient robustness.

To address this limitation, a more conservative formulation—known as the quantile-based or
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risk-sensitive definition—can be adopted. In this approach, the objective shifts from minimiz-

ing the expected cost to minimizing a high-confidence bound (quantile) of the cost distribution.

Let Φ represent the stochastic cost, which depends on the feedback-driven system trajectory.

The quantile-based definition seeks to find a threshold J such that the cost does not exceed J

with a high probability p, which is written as,

P{Φ ≤ J} ≥ p, (2.26)

which defines J as the p-quantile of Φ, denoted by Q(Φ, p). The optimization problem then

becomes

min Q(Φ, p) , (2.27)

where the objective penalizes high-cost outcomes with low probability, leading to control poli-

cies that are robust against extreme realizations.

Overall, both the expected-value and quantile-based definitions provide mathematically

rigorous methods to incorporate uncertainty into performance evaluation. In covariance-steering

formulations, the objective function may also include terms that directly penalize state uncer-

tainty — such as the trace or Frobenius norm of the covariance — in addition to traditional

performance metrics.

In summary, the stochastic dynamics, probabilistic constraints, and stochastic objective

functional define the general form of the SOCP, summarized as,

Problem 2.2 Continuous-Time Stochastic Optimization

min
x(t),u(t)

J = F
(
Φ
(
x(t0), t0,x(tf ), tf

)
+

∫ tf

t0

L
(
x(t),u(t), t

)
dt

)
, (2.28a)

s.t. dx(t) = f (x(t),u(t), t) dt+ g(x(t),u(t), t) dw(t), (2.28b)

P{ψ(x(t0),x(tf ),u(t0),u(tf ), t0, tf ) = 0} ≥ 1− β, (2.28c)

P {X (x(t),u(t), t) ≤ 0} ≥ 1− β, t ∈ [t0, tf ], (2.28d)
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where F(·) may represent either the expected value, a quantile, or any other suitable statistical

measure of the stochastic cost. This general probabilistic formulation provides the foundation

for advanced control framework such as chance-constrained and covariance-steering methods

developed in the following chapters.

23



Chapter 3

Covariance Steering Control

Building upon the SOCP framework established in Chapter 2, this chapter introduces covari-

ance steering (CS) as a powerful methodology for trajectory optimization under uncertainty.

While general SOCP provides a comprehensive theoretical foundation, its computational in-

tractability for nonlinear systems with chance constraints motivates the development of special-

ized approaches like covariance steering, which explicitly optimizes both feedforward control

inputs and feedback gains to shape the complete state distribution.

Covariance steering was originally developed for infinite-horizon linear systems [51],

but recent research has successfully extended it to finite-horizon formulations [53, 54], en-

abling practical implementation in a wide range of engineering domains. Applications span

autonomous vehicle navigation with obstacle avoidance [67], powered descent and precision

landing for space missions [68], planetary entry guidance [69], and low-thrust interplanetary

trajectory design [59], where system nonlinearities and stochastic disturbances necessitate ro-

bust planning strategies.

The principal advantage of covariance steering lies in its dual capability: it not only

guides the nominal (mean) trajectory but also directly steers the state covariance evolution.

This enables precise shaping of uncertainty propagation and guarantees robust satisfaction of

probabilistic constraints throughout the planning horizon. Under linear dynamics with Gaus-

sian disturbances, the finite-horizon covariance steering problem admits a convex reformula-

tion [70, 71]—typically as a second-order cone program or semidefinite program (SDP). This

convexity enables the efficient computation of globally optimal policies that satisfy chance

constraints and prescribed endpoint distributions.
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This chapter focuses on two recently-developed closed-loop covariance steering formula-

tions that are particularly suited for real-time applications requiring robust constraint satisfac-

tion. We present complementary mathematical frameworks for both the factorized-covariance

or Block Matrix approach (Section 3.3), which employs a clever change of variables to convex-

ify the optimization, and the covariance-variable approach (Section 3.4), which directly opti-

mizes over the covariance matrices themselves. Both methodologies are developed within an

iterative successive convexification framework that handles nonlinear system dynamics while

maintaining the computational advantages of convex optimization.

3.1 Continuous-Time Nonlinear Formulation

The dynamical evolution of the system is governed by the same continuous-time nonlinear

stochastic equations of motion introduced in Eq. (2.15),

dxt = f(xt,ut, t) dt + g(xt,ut, t) dwt, t ∈ [t0, tf ], (3.1)

where xt = x(t) ∈ Rnx denotes the system state, ut = u(t) ∈ Rnu is the control input. As

discussed in Chapter 2, this formulation models the state propagation under both deterministic

dynamics, f : Rnx × Rnu × R → Rnx , and stochastic disturbances, wt = w(t) ∈ Rnw ,

which is a standard Wiener process (Brownian motion) with independent increments satisfying

E[dwt] = 0nw and E[dwtdw
⊤
t ] = Inwdt. This real-valued continuous-time random process

induces a Gaussian probability distribution on the state trajectory whose influence is scaled by

the diffusion term g : Rnx × Rnu → Rnx×nw .

The initial condition for this system is probabilistic, specified as,

xt0 ∼ N (x̄i, Pi), (3.2)

i.e., the initial state is a Gaussian random vector with a known mean x̄i and covariance matrix

Pi ∈ Snx
+ . Furthermore, the terminal state distribution at time tf is explicitly constrained,
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requiring the final mean and covariance to reach a prescribed target,

xtf ∼ N (x̄f , Pf ). (3.3)

To ensure robust performance and feasibility in the presence of unbounded noise, both the

control and state are subject to probabilistic, or chance, constraints throughout the horizon. The

control input is constrained in probability to remain within a maximum magnitude umax,

P(ut ∈ Ut) ≥ pu, Ut = {ut ∈ Rnu : ∥ut∥ ≤ umax}, ∀t ∈ [t0, tf ], (3.4)

where the admissible set Ut is a convex Euclidean-norm ball and pu defines the minimum

required probability of constraint satisfaction. Similarly, the state trajectory is constrained to

remain within a safe convex polytopic region (figure 3.1) Xt, defined by the intersection of

half-spaces,

P(xt ∈ Xt) ≥ px, Xt =

NX⋂
j=1

{xt ∈ Rnx : a⊤
j xt ≤ bj}, ∀t ∈ [t0, tf ], (3.5)

with px representing the minimum allowed confidence level.

Figure 3.1: Schematic representation of a convex polytopic constraint region.
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Remark 3.1 The convexity of the constraint sets Ut andXt is essential, as it permits the de-

terministic reformulation of chance constraints into convex second-order cone constraints [72],

which will be detailed in the subsequent derivation of a convex optimization problem that ap-

proximates the original SOCP.

The goal of the covariance control problem is to steer the system from an initial probabilis-

tic condition to a final distribution while satisfying chance constraints on the state and control

over the time horizon, and minimizing a stochastic cost functional. To achieve this, a control

policy

ut = π(xt, t), (3.6)

is sought in a way that simultaneously regulates both the mean state trajectory and the co-

variance evolution. A particularly effective parameterization for this purpose is an affine state

feedback law, which decouples the control of the mean and covariance

ut = vt +Kt

(
xt − x̄t

)
, t ∈ [t0, tf ], (3.7)

where vt ∈ Rnu is a feedforward control component, and Kt ∈ Rnu×nx is a time-varying

feedback gain matrix. This structure explicitly facilitates the independent steering of the state

mean via the feedforward control component, vt, and the state covariance via the feedback

gain, Kt, forming the foundation of the covariance steering methodology. It is important to

note that under this policy, the control input, ut, itself becomes a random process, as it is a

function of the stochastic state xt.

The performance of the controlled system is evaluated through a cost functional. A preva-

lent choice is the Lagrange form,

J =

∫ tf

t0

∥ut∥ dt. (3.8)

However, this formulation is not directly tractable for a stochastic system, as the control ut

is now a random process, making the integral a random variable. To obtain a numerically

tractable and risk-sensitive objective, a common approach in the covariance steering literature
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is to optimize the p-quantile of the total control effort,

J = Q

(∫ tf

t0

∥ut∥ dt; p
)
, 0 < p < 1, (3.9)

where Q(·; p) denotes the p-quantile of the random variable. This formulation directly opti-

mizes a percentile (e.g., the 95th percentile) of the fuel consumption, providing a more robust

guarantee against extreme, high-fuel-usage scenarios.

Alternatively, another prevalent and effective performance index is a composite cost func-

tional that explicitly separates the nominal and dispersion costs, defined as,

J =

∫ tf

t0

∥ūt∥ dt+ E
(∫ tf

t0

(
x̃⊤
t Qt x̃t + ũ

⊤
t Rt ũt

)
dt

)
. (3.10)

This cost functional balances two critical objectives: the first term represents the nominal con-

trol effort, corresponding to the integral of the mean control magnitude, while the second term

is an expected quadratic cost that penalizes the deviations of the state and control from their

mean trajectories, x̃t and ũt, thereby regulating trajectory dispersion and control effort vari-

ability.

Notably, in both formulations, the final state error is managed via the terminal covariance

constraint (3.3) rather than being incorporated into the running cost.

3.2 Linearization and Discretization

The solution to the nonlinear SOCP is approached via successive convexification, which neces-

sitates a linear approximation of the dynamics about a reference trajectory, x̂t. This reference

is first established by propagating a provided reference control sequence, ût, through the deter-

ministic counterpart of the system dynamics,

˙̂xt = f(x̂t, ût, t), (3.11)

with the initial condition x̂t0 = x̄i. The resulting state trajectory, x̂t, serves as the nominal

path for linearization. The original nonlinear stochastic system, Eq. (3.1), is then approximated
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to first order along this reference trajectory, yielding a time-varying linear stochastic system of

the form

dxt = (A(t)xt +B(t)ut + c(t)) dt+G(t) dwt, ∀t ∈ [t0, tf ]. (3.12)

The matrices in this linearized model are the Jacobians of the dynamics evaluated along

the reference,

A(t) =
∂f

∂x
(x̂t, ût), B(t) =

∂f

∂u
(x̂t, ût), G(t) = g(x̂t, ût), (3.13)

where the argument list denotes the act of evaluating the resulting expressions, and the vector

c(t) ensures consistency with the reference trajectory, given by

c(t) = f(x̂t, ût, t)− A(t)x̂t −B(t)ût. (3.14)

To facilitate numerical implementation, the continuous-time linearized dynamics in

Eq. (3.12) are discretized over a planning horizon partitioned into N (typically) uniform inter-

vals, defined by the nodes t0 < t1 < · · · < tN = tf . Under the assumption of a zero-order-hold

control, such that ut = uk for t ∈ [tk, tk+1), the state at the subsequent time step is described

by the discrete-time linear stochastic difference equation

xk+1 = Akxk +Bkuk + ck +Gkwk, ∀ k = 0, . . . , N − 1, (3.15)

where xk = x(tk) and uk = u(tk) represent the state and control vectors at the discrete

time instants, respectively, whilewk constitutes a sequence of independent and identically dis-

tributed (i.i.d) standard Gaussian random vectors. This discrete-time noise sequence is related

to the increments of the continuous-time Wiener process, capturing the integrated effect of the

stochastic disturbance over each interval.

wk ∼ N (0, Inw). (3.16)
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The discrete-time matrices Ak, Bk, Gk and vector ck are derived from their continuous-

time counterparts in Eqs. (3.12)-(3.14) using the state transition matrix Φ(t, τ) associated with

A(t), which is the fundamental matrix solution to the homogeneous linear system ẋt = Atxt,

satisfying
∂

∂t
Φ(t, τ) = AtΦ(t, τ), Φ(τ, τ) = I. (3.17)

The discrete-time system matrices are then given by:

Ak = Φ(tk+1, tk), (3.18)

Bk =

∫ tk+1

tk

Φ(tk+1, τ)B(τ) dτ, (3.19)

ck =

∫ tk+1

tk

Φ(tk+1, τ) c(τ) dτ, (3.20)

Qk =

∫ tk+1

tk

Φ(tk+1, τ)G(τ)G(τ)⊤Φ(tk+1, τ)
⊤ dτ, (3.21)

where Gk is the discrete-time noise gain matrix, defined as any matrix square root satisfying

GkG
⊤
k = Qk and ensuring that Gkwk possesses the correct covariance. Here, Qk is the discrete-

time process noise covariance matrix, which propagates the effect of the continuous-time noise

over the interval [tk, tk+1). These relationships capture the system’s deterministic evolution and

stochastic noise propagation over the interval [tk, tk+1), providing an exact discretization of the

linearized continuous-time dynamics under the zero-order-hold control assumption.

The linearized and discretized dynamics, combined with the chance constraints and cost

functional, define the finite-dimensional approximation of the original SOCP that will be solved

iteratively.

Problem 3.1
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Discrete-Time Linear Chance-Constrained Covariance Steering Optimization

min
vk,Kk

J (3.22a)

s.t. xk+1 = Akxk +Bkuk + ck +Gkwk, ∀ k = 0, . . . , N − 1, (3.22b)

x0 ∼ N (x̄i, Pi), (3.22c)

xN ∼ N (x̄f , Pf ), (3.22d)

P(a⊤
j xk ≤ bj) ≥ px, ∀ k = 0, . . . , N, ∀ j = 1, . . . , NX , (3.22e)

P(∥uk∥ ≤ umax) ≥ pu, ∀ k = 0, . . . , N − 1, (3.22f)

uk = vk +Kk(xk − x̄k). (3.22g)

Depending on the specific context and application requirements, the cost functional, J ,

can be either the composite cost (3.10) or the quantile-based cost (3.9), and the problem may

include either or both types of chance constraints (state and/or control).

3.3 Factorized-Covariance Closed-Loop Method

This section details the factorized-covariance (or block matrix) formulation for covariance

steering. A key feature of this method is its compact representation of the entire state tra-

jectory’s evolution, achieved by aggregating the discrete-time dynamics into a single block

matrix equation. This formulation then leverages a strategic change of variables to convexify

the stochastic optimal control problem. The resulting convex framework facilitates the direct

optimization of the feedback policy while explicitly managing the propagation of uncertainty.

3.3.1 Block Matrix Formulation of System

The discrete-time linear stochastic dynamics from Eq. (3.15) govern the state evolution at each

time step. To derive the collective dynamics over the entire horizon, we begin by writing the
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state propagation recursively

k = 0 : x1 = A0x0 +B0u0 + c0 +G0w0,

k = 1 : x2 = A1x1 +B1u1 + c1 +G1w1

= A1A0 x0 + A1B0u0 +B1u1 + (A1c0 + c1) + (A1G0w0 +G1w1),

= (A1A0)x0 + [A1B0 B1]

u0

u1

+ [A1 I]

c0
c1

+ [A1G0 G1]

w0

w1

 ,

...

Continuing this recursive substitution for all k = 0, . . . , N − 1 reveals a structured pattern:

the state xk at any time step is an affine function of the initial state x0, the entire history

of control inputs {u0, . . . ,uk}, the affine terms {c0, . . . , ck}, and the disturbance sequence

{w0, . . . ,wk}, with coefficients given by products of the system matrices.

This structure is captured compactly by defining aggregated vectors for the entire state,

control, and disturbance sequences:

X =



x0

x1

...

xN


∈ R(N+1)nx , U =



u0

u1

...

uN−1


∈ RNnu , W =



w0

w1

...

wN−1


∈ RNnw . (3.23)

The recursive relationships for all time steps can then be expressed as a single linear matrix

equation

X = Ax0 +BU +C + GW . (3.24)
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where the block matrices are explicitly given by

A =



I

A0

A1A0

...

AN−1 · · ·A0


, B =



0 0 · · · 0

B0 0 · · · 0

A1B0 B1 · · · 0

...
... . . . ...

AN−1 · · ·A1B0 AN−1 · · ·A2B1 · · · BN−1


, (3.25)

C =



0

c0

A1c0 + c1
...∑N−1

i=0

(∏N−1
j=i+1Aj

)
ci


, G =



0 0 · · · 0

G0 0 · · · 0

A1G0 G1 · · · 0

...
... . . . ...

AN−1 · · ·A1G0 AN−1 · · ·A2G1 · · · GN−1


.

(3.26)

and their dimensions are according to the table 3.1

The strictly block lower-triangular structure of B and G reflects the causal nature of the

system dynamics, ensuring that future states depend only on past and present inputs and distur-

bances.

Table 3.1: Dimensions of block matrices in Eq. (3.24)

Matrix Dimension

A R(N+1)nx×nx

B R(N+1)nx×Nnu

C R(N+1)nx

G R(N+1)nx×Nnw

The statistical properties of the trajectory are described by defining the mean and deviation

sequences. Let

X̄ = E(X), X̃ =X − X̄, Ū = E(U), Ũ = U − Ū . (3.27)
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The original continuous-time cost functional from Eq. (3.10) is now approximated in this

discrete-time, block-matrix framework. The resulting cost function is given by

J =
tf − t0
N

(N−1∑
k=0

∥Eu
kŪ∥+ E(X̃⊤QX̃ + Ũ

⊤RŨ)

)
, (3.28)

where, Q = blkdiag(Q0, . . . , QN−1, 0) ⪰ 0 and R = blkdiag(R0, . . . , RN−1) ≻ 0 are block-

diagonal weighting matrices. The matrix Eu
k is a selector matrix defined such that Eu

kU =

uk, effectively extracting the k-th control block from the stacked vector U . A corresponding

selector matrixEx
k for the state is defined such thatEx

kX = xk. It is pertinent to note that while

the control cost terms in (3.28) are exact due to the piecewise-constant nature of the discretized

control (i.e., the zero-order hold control assumption), the state cost term is an approximation as

the state evolves continuously between the discrete planning instants.

3.3.2 Convex Reformulation

The parameterization of the control law is central to the convexification of the problem. The

feedback policy is expressed in block-matrix notation. Defining a block lower-triangular matrix

K that contains the feedback gains Kk,

K =



K0,0 0 · · · 0

K1,0 K1,1 · · · 0

...
... . . . ...

KN−1,0 KN−1,1 · · · 0


∈ RNnu×(N+1)nx , (3.29)

and stacking the feedforward controls (vk) into a vector V ∈ RNnu , the control sequence U is

given in a compact vector-matrix notation as,

U =KX̃ + V . (3.30)

From this formulation, it follows directly that the mean control is Ū = V and the control

deviation is Ũ =KX̃ .
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The propagation of the state statistics under this control law is derived by substituting

(3.30) into the block state equation (3.24). Taking the expectation yields the evolution of the

mean state

X̄ = Ax̄0 +BV +C. (3.31)

The dynamics of the state deviation are given by

X̃ = Ax̃0 +BKX̃ + GW . (3.32)

Solving for X̃ provides an explicit expression

X̃ = (I −BK)−1(Ax̃0 + GW ). (3.33)

The invertibility of (I − BK) is guaranteed because both B and K are block lower-

triangular, making (I − BK) a lower-triangular matrix with identity blocks on its diagonal.

While this formulation is exact, the resulting optimization problem over the parameters (K,V )

is nonconvex. The source of nonconvexity is the bilinear term BK, which leads to a quadratic

dependence of the covariance matrices PX and PU on the decision variableK.

A critical step towards convexity involves a change of variables. Following established

covariance steering techniques [59], we introduce a new decision variable L, defined as

L =K(I −BK)−1 ∈ RNnu×(N+1)nx . (3.34)

This matrix L is also block lower-triangular, ensuring that the control policy remains

causal. The relationship between L and the original gain matrix K is bijective, as evidenced

by the equality

I +BL = (I −BK)−1, (3.35)

which allows one to recoverK from L via

K = L(I +BL)−1. (3.36)
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This change of variable allows the state and control deviation sequences to be expressed

affinely in L. Substituting (3.35) into (3.33) and the expression for Ũ yields

X̃ = (I +BL)(Ax̃0 + GW ), (3.37)

Ũ = L(Ax̃0 + GW ). (3.38)

Since the initial state deviation x̃0 and the process noise W are independent, zero-mean

Gaussian processes, the combined vector Ax̃0 + GW is a Gaussian random vector with zero

mean and covariance

S = Cov(Ax̃0 + GW ) = AP0A⊤ + GG⊤. (3.39)

The state and control covariance matrices are therefore quadratic in the new variable L

PX = Cov(X) = (I +BL)S(I +BL)⊤, (3.40)

PU = Cov(U) = LSL⊤. (3.41)

The cost function can now be reformulated in terms of the new decision variablesL andV .

Starting from the discrete cost (3.28) and using the trace identity E(z⊤Mz) = tr(M Cov(z))

for a random vector z, the cost function becomes

J(L,V ) =
tf − t0
N

(N−1∑
k=0

∥Eu
kV ∥+ tr(QPX) + tr(RPU )

)
. (3.42)

Substituting the covariance expressions (3.40) and (3.41) into (3.42) and simplifying using

the cyclic property of the trace yields the final form of the cost function

J(L,V ) =
tf − t0
N

(N−1∑
k=0

∥Eu
kV ∥+ tr

[
(I +BL)⊤Q(I +BL) +L⊤RL

]
S
)
. (3.43)
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Given that Q is positive semi-definite and R is positive definite, the cost function (3.43)

is convex in the decision variables L and V . This convexity is the cornerstone of the proposed

iterative solution method, as it enables the use of efficient numerical conic problem solvers.

3.3.3 Convex Chance Constraints Reformulation

With the system dynamics and cost function now convex in the decision variables (L,V ),

the constraints must be translated into a form compatible with this convex framework. This in-

volves reformulating the terminal constraints on the mean and covariance, the state path chance

constraints, and the control chance constraints.

The terminal constraint on the mean state, given originally by (3.3), is straightforward

to express. Using the mean state propagation equation (3.31), X̄ = Ax̄0 + BV + C, and

the selector matrix Ex
N which extracts the final state xN from the stacked vector X such that

Ex
NX = xN , the constraint that the final mean state must equal the target x̄f becomes a simple

linear equality in V

x̄N = Ex
N(Ax̄0 +BV +C) = x̄f . (3.44)

The terminal constraint on the covariance, given by (3.3), is more involved. The final state

covariance is given by Cov(xN) = Ex
NPXE

x
N

⊤. Substituting the expression for PX from

(3.40) yields

Cov(xN) = E
x
N(I +BL)S(I +BL)⊤Ex

N
⊤ ⪯ Pf . (3.45)

This is a nonlinear matrix inequality in L. To make it convex, a standard Schur comple-

ment lemma is applied. The inequality Pf −Ex
N(I +BL)S(I +BL)⊤Ex

N
⊤ ⪰ 0 is equivalent

to the following Linear Matrix Inequality (LMI)

 Pf Ex
N(I +BL)S1/2

S1/2(I +BL)⊤Ex
N

⊤ I

 ⪰ 0, (3.46)

where S1/2 is a matrix square root satisfying (S1/2)⊤S1/2 = S. An equivalent, and often

more computationally efficient, reformulation expresses this constraint as a second-order cone
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constraint as,

∥S1/2(I +BL)⊤Ex
N

⊤P
−1/2
f ∥ ≤ 1. (3.47)

This enforces that the weighted norm of the final state deviation is bounded, which is

equivalent to bounding its covariance.

The path constraints require that the state remain within a convex polytope Xt at each

discrete time step with a probability of at least px, as stated in (3.5). The joint chance constraint

over all time steps and all half-spaces can be written as,

P

(
N∧
k=1

NX∧
j=1

a⊤
j E

x
kX ≤ bj

)
≥ px. (3.48)

Directly handling this joint constraint is intractable. Therefore, Boole’s inequality is em-

ployed to decompose it into a set of individual chance constraints [73]. The Boole’s inequality

states that the probability of a union of events is at most the sum of their individual probabil-

ities. Applying this principle, the joint constraint (3.48) is satisfied if the following individual

constraints hold for a set of risk allocations γj
k > 0

P(a⊤
j E

x
kX > bj) ≤ γj

k ⇐⇒ P(a⊤
j E

x
kX ≤ bj) ≥ 1− γj

k, (3.49)

provided the sum of all allocated risks does not exceed the total allowed risk [74]

N∑
k=1

NX∑
j=1

γj
k ≤ 1− px. (3.50)

The choice of γj
k is a design parameter; a common approach is a uniform allocation,

γj
k = (1− px)/(NNX ). (3.51)

In other words, by ensuring each individual constraint is satisfied with a probability of at

least 1− γj
k, the joint probability of satisfying all constraints is guaranteed to be at least px.
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Each individual constraint in (3.49) involves a scalar, Gaussian random variable y =

a⊤
j E

x
kX , which has mean µy = a⊤

j E
x
kX̄ and variance σ2

y = a⊤
j E

x
kPXE

x
k
⊤aj . The prob-

ability P(y ≤ bj) ≥ 1− γj
k can be standardized. Noting that (y − µy)/σy is a standard normal

variable, the constraint is equivalent to

Φ

(
bj − µy

σy

)
≥ 1− γj

k ⇐⇒ bj − µy

σy

≥ Φ−1(1− γj
k),

where Φ is the standard normal cumulative distribution function and Φ−1 is its inverse. Since

Φ−1(1− γj
k) is positive for γj

k < 0.5, this can be rearranged into a deterministic constraint

a⊤
j E

x
kX̄ + ∥S1/2(I +BL)⊤Ex⊤

k aj∥ Φ−1(1− γj
k) ≤ bj, with γj

k < 0.5. (3.52)

Here, the standard deviation, σy, has been rewritten using the covariance expression (3.40) and

the property given in Eq. (3.53).

σy =
√
a⊤
j E

x
kPXE

x⊤

k aj = ∥S1/2(I +BL)⊤Ex⊤

k aj∥. (3.53)

In Eq. (3.52), the term ∥S1/2(I + BL)⊤Ex
k
⊤aj∥ Φ−1(1 − γj

k) acts as a robustness mar-

gin that the mean trajectory must maintain from the constraint boundary bj to account for

uncertainty. Substituting the mean state expression (3.31) yields the final second-order cone

constraint, which is convex in the decision variables L and V

a⊤
j E

x
k(Ax̄0 +BV +C) + ∥S1/2(I +BL)⊤Ex

k
⊤aj∥ Φ−1(1− γj

k) ≤ bj. (3.54)

The final and most intricate constraint to be transformed into a convex form is the control

magnitude chance constraint (3.4), P(∥ut∥ ≤ umax) ≥ pu. This constraint must hold for the

closed-loop control, which is a random vector. The core challenge is to convert this probabilis-

tic constraint on the 2-norm of a Gaussian vector into a tractable deterministic condition.

The analysis begins by considering a general m-dimensional Gaussian random vector y ∼

N (µ,Σ). The goal is to find a sufficient condition that guarantees P(∥y∥ ≤ umax) ≥ 1 −
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β, where β = 1 − pu. The approach leverages concentration inequalities to bound the tail

probability of its magnitude.

Theorem 1 provides a general, albeit potentially conservative, bound that works for any

dimension m ≥ 1. It states that if

∥µ∥+ σ

(√
2 log

1

β
+
√
m

)
≤ umax, (3.55)

where σ =
√

λmax(Σ) is the largest standard deviation along any principal component, then

the chance constraint P(∥y∥ ≤ umax) ≥ 1− β is satisfied. (Proof provided in Appendix A).

For the specific, low-dimensional cases common in physical control problems (m = 1 or

m = 2), sharper, less conservative bounds can be derived.

Lemma 2 provides a foundational result for the zero-mean case (m = 1, 2). It states that

for y ∼ N (0,Σ),

P(∥y∥ ≤ umax) ≥ 1− e−u2
max/(2σ

2). (3.56)

(Proof provided in Appendix A).

Building upon Lemma 2, Theorem 3 extends the result to the non-zero mean case for

m = 1, 2. It states that if

∥µ∥+ σ

√
2 log

1

β
≤ umax, (3.57)

then P(∥y∥ ≤ umax) ≥ 1− β. (Proof provided in Appendix A).

These probabilistic theorems are now applied to the control vectoruk at time step k. Recall

from (3.38) and the subsequent definitions that uk = E
u
kU is normally distributed

uk ∼ N (Eu
kV , Eu

kPUE
u
k
⊤), (3.58)

where, from (3.41), PU = LSL⊤. The maximum standard deviation σuk is the spectral norm

of the covariance matrix’s square root

σuk =
√
λmax(Cov(uk)) =

√
λmax(E

u
kLSL⊤Eu

k
⊤). (3.59)
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Using the property that λmax(MM⊤) = ∥M∥2 for any matrix M , and letting M =

S1/2L⊤Eu
k
⊤, we obtain the key identity

σuk = ∥S
1/2L⊤Eu

k
⊤∥. (3.60)

Substituting the mean µ = Eu
kV and standard deviation σ = σuk from (3.60) into the

relevant theorem provides the final deterministic constraint.

• For control dimension m = 1 or m = 2: Using Theorem 3 (A.3), the control chance

constraint is satisfied if

∥Eu
kV ∥+ ∥S1/2L⊤Eu

k
⊤∥
√

2 log
1

β
≤ umax. (3.61)

• For control dimension m ≥ 3: Using Theorem 1 (A.1), the control chance constraint is

satisfied if:

∥Eu
kV ∥+ ∥S1/2L⊤Eu

k
⊤∥
(√

2 log
1

β
+
√
m

)
≤ umax. (3.62)

These final forms, (3.61) and (3.62), are second-order cone constraints in the decision

variables V and L. They possess an intuitive structure: the nominal control ∥Eu
kV ∥ must be

sized such that, when combined with a “3σ-like” margin (scaled by
√

2 log(1/β)) that accounts

for the worst-case feedback effort ∥S1/2L⊤Eu
k
⊤∥, the total does not exceed the maximum

thrust umax. This automatically and optimally allocates the control margin between the nominal

and feedback components.

3.3.4 Iterative Covariance Steering Algorithm

The preceding derivations culminate in the formulation of a deterministic convex optimization

problem that approximates the original nonlinear SOCP in the vicinity of a given reference

trajectory, stated as
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Problem 3.2 Linear Deterministic Convex Programming Optimization

min
L,V

J(L,V ) (from Eq. 3.43), (3.63a)

s.t. x̄N = Ex
N(Ax̄0 +BV +C) = x̄f , (3.63b)

∥S1/2(I +BL)⊤Ex
N

⊤P
−1/2
f ∥ ≤ 1, (3.63c)

a⊤
j E

x
k(Ax̄0 +BV +C) + ∥S1/2(I +BL)⊤Ex

k
⊤aj∥ Φ−1(1− γj

k) ≤ bj, (3.63d)

∥Eu
kV ∥+ ∥S1/2L⊤Eu

k
⊤∥
√

2 log
1

β
≤ umax, (3.63e)

where L belongs to L the set of real-valued, block lower-triangular matrices of dimen-

sion Nnu × (N + 1)nx. Upon obtaining a solution (L∗,V ∗) to this problem, the origi-

nal parameterization of the feedback gain K∗ is recovered via the bijective transformation

K∗ = L∗(I + BL∗)−1 (Eq. 3.36). The feedforward controls, vk, and expected states, E(xk),

are directly extracted from V ∗ and X̄∗
= Ax̄0+BV ∗+C, respectively, thereby fully defining

the causal feedback law of the desired form given in Eq. 3.30.

A significant consideration is the computational complexity associated with the decision

variableL. As a full block lower-triangular matrix, the number of optimization variables scales

as O(N2nxnu), which becomes prohibitive for long horizons N . To mitigate this, the structure

of L can be restricted. A common and effective simplification is to constrain L to be block-

diagonal, which reduces the complexity to O(Nnxnu). This corresponds to a feedback law

where the control uk depends only on the state deviation x̃k at the current time step, rather than

the entire history. More generally, one can optimize over a banded lower-triangular structure,

providing a compromise between the computational burden of the full formulation and the

potential performance limitation of a purely diagonal gain matrix.

The solution to the original nonlinear SOCP is obtained through successive convexifica-

tion, where the approximate convex subproblem is solved iteratively. This procedure, termed

Iterative Covariance Steering (iCS), proceeds as follows
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Algorithm 1 Iterative Covariance Steering (iCS)
Input: System model f and g, initial state mean x̄0, initial state covariance P0, target state
mean x̄f , maximum final state covariance Pf , times t0 and tf , initial control guess û1(t), time
partition (tk)

N
k=0, convergence tolerance ϵ, maximum control magnitude umax, risk parameters

(γj
k), maximum iterations imax.

Output: Feedforward controls (vk), feedback gains (Kk), mean states (x̄k).

1. i← 1

2. While true:

(a) Reference Trajectory Generation:
i. Integrate ˙̂xi(t) = f(x̂i(t), ûi(t), t) with x̂i(t0) = x̄0

ii. Obtain reference trajectory (x̂i(t), ûi(t)) for t ∈ [t0, tf ]

(b) Linearization and Discretization:
i. Compute Ak =

∂f
∂x
(x̂i

k, û
i
k), Bk =

∂f
∂u
(x̂i

k, û
i
k)

ii. Compute Gk = g(x̂i
k, û

i
k), ck = f(x̂i

k, û
i
k)− Akx̂

i
k −Bkû

i
k

iii. Construct block matrices A, B, G, and vector C

(c) Convex Optimization:
i. Solve convex program to obtain (L∗,V∗)

ii. Extract (vk) and (x̄k) from V∗ and X̄∗

iii. Compute feedback gains K∗
k from L∗

(d) Convergence Check:
i. If maxk ∥x̄k − x̂i

k∥ ≤ ϵ then
A. Return (vk), (Kk), (x̄k)

ii. Else
A. Set ûi+1(t) = vk for t ∈ [tk, tk+1)

B. i← i+ 1

Convergence is typically monitored through the relative change in the cost function or con-

trol sequence between iterations. In the context of deterministic optimal control, this method-

ology is known as successive linearization or successive convexification. It is noteworthy that

in the absence of constraints, the iCS procedure simplifies to the Iterative Linear Quadratic

Gaussian (iLQG) algorithm [58]. The principal advantage of the iCS framework, however, is

its ability to systematically incorporate state and control chance constraints within a convex

optimization at each iteration, guaranteeing constraint satisfaction for the linearized dynamics
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and providing a numerically robust and efficient solution strategy for a challenging class of

nonlinear SOCPs.

3.4 Covariance-Variable Closed-Loop Method

While the factorized-covariance approach provides an elegant solution through the change of

variables L and V , an alternative formulation directly optimizes over the state and control

covariance matrices themselves. This approach, which we term it as covariance-variable for-

mulation, offers complementary advantages, particularly when explicit covariance constraints

are paramount or when seeking a more direct parameterization of the uncertainty propagation.

We begin with the same nonlinear SOCP formulation from Section 3.1, seeking to steer

the system from the initial distribution xt0 ∼ N (x̄0, P0) to the terminal distribution xtf ∼

N (x̄f , Pf ) while satisfying chance constraints and minimizing a cost functional.

Following the same successive convexification approach outlined in Section 3.2, we lin-

earize about a reference trajectory and discretize the dynamics. The resulting discrete-time

linear stochastic system is given by Eq. (3.15), which is written as,

xk+1 = Akxk +Bkuk + ck +Gkwk, k = 0, . . . , N − 1, (3.64)

where wk ∼ N (0, Inw) denotes a sequence of i.i.d. Gaussian disturbances.

We employ the same affine state feedback parameterization from Eq. (3.7)

uk = vk +Kk(xk − x̄k), (3.65)

where vk ∈ Rnu is the feedforward control and Kk ∈ Rnu×nx is the feedback gain matrix.

The corresponding mean and covariance propagation dynamics of (3.64) are

x̄k+1 = Akx̄k +Bkvk + ck, (3.66)

Pk+1 = (Ak +BkKk)Pk (Ak +BkKk)
⊤ +Qk, (3.67)
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with the initial and final conditions

x̄0 = x̄i, P0 = Pi, x̄N = x̄f , PN = Pf . (3.68)

The control magnitude chance constraint P(|uk| ≤ umax) ≥ pu is conservatively approxi-

mated using the triangle inequality

|vk|+
√

Qχ2
nu
(pu)

√
λmax(KkPkK⊤

k ) ≤ umax, (3.69)

where Qχ2
nu
(pu) is the pu-quantile of the chi-squared distribution with nu degrees of freedom.

For the objective function, we employ a quantile-based cost similar to Eq. (3.9), approxi-

mated in discrete time as,

J =
N−1∑
k=0

(
∥vk∥+

√
Qχ2

nu
(p)
√
λmax(KkPkK⊤

k )
)
. (3.70)

This leads to the discrete-time chance-constrained covariance steering problem:

Problem 3.3 Discrete-Time chance-constrained Covariance-Steering Optimization

Let z = {x̄,vk, Pk, Kk},

min
z

J, (3.71a)

s.t. x̄k+1 = Akx̄k +Bkvk + ck, (3.71b)

Pk+1 = (Ak +BkKk)Pk (Ak +BkKk)
⊤ +Qk, (3.71c)

∥vk∥+
√

Qχ2
nu
(βu)

√
λmax(KkPkK⊤

k ) ≤ umax, (3.71d)

x̄0 = x̄i, P0 = Pi, (3.71e)

x̄N = x̄f , PN = Pf , (3.71f)

uk = vk +Kk(xk − x̄k). (3.71g)
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3.4.1 Convex Reformulation via Covariance Variables

The primary challenge in solving Problem 3.3 is the bilinearity in the covariance dynam-

ics (3.67). To convexify this, we follow the steps outlined in [75] introducing auxiliary variables

that directly parameterize the covariance relationships

Uk = KkPk ∈ Rnu×nx , Yk = KkPkK
⊤
k ∈ Snu

+ . (3.72)

Substituting these relations into the covariance dynamics yields an affine recursion

Pk+1 = AkPkA
⊤
k + AkU

⊤
k B

⊤
k +BkUkA

⊤
k +BkYkB

⊤
k +Qk. (3.73)

To ensure consistency between Pk, Uk, and Yk, we impose the Schur-complement LMI

constraint as, Pk U⊤
k

Uk Yk

 ⪰ 0. (3.74)

The deterministic equation of the probabilistic control constraint (3.69) is nonconvex due

to the square root of the spectral term
√

λmax(Yk). To convexify, we first introduce another

auxiliary variable τk ∈ R+ as an upper bound of the maximum standard deviation of the control

covariance

λmax(Yk) ≤ τ 2k , (3.75)

and then linearize the quadratic term around a reference value of τ̂k,

λmax(Yk)− τ̂ 2k − 2τ̂k(τk − τ̂k) ≤ ζk, (3.76)

where ζk ∈ R+ is an additional slack variable to accommodate linearization errors. The result-

ing convex second-order cone inequality constraint becomes

∥vk∥+
√

Qχ2
nu
(βu) τk ≤ umax. (3.77)
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The cost function is similarly modified and augmented with regularization terms to ensure

convexity and manage linearization errors

Jaug =
N−1∑
k=0

(
∥vk∥+

√
Qχ2

nu
(p) τk + εY tr(Yk) + ζk +

w
2
ζ2k +

√
w ∥ζ∥1

)
, (3.78)

where εY > 0 and w > 0 are penalty coefficients. This leads to the final convex problem

formulation as follows.

Problem 3.4 Convex Covariance-Steering SDP

Let z = {x̄,vk, Pk, Uk, Yk, τk, ζk},

min
z

Jaug, (3.79a)

s.t. x̄k+1 = Akx̄k +Bkvk + ck, (3.79b)

Pk+1 = AkPkA
⊤
k + AkU

⊤
k B

⊤
k +BkUkA

⊤
k +BkYkB

⊤
k +Qk, (3.79c)Pk U⊤

k

Uk Yk

 ⪰ 0, (3.79d)

∥vk∥+
√

Qχ2
nu
(βu) τ k ≤ umax, (3.79e)

λmax(Yk)− τ̂ 2
k − 2τ̂ k(τ k − τ̂ k) ≤ ζk, (3.79f)

x̄0 = x̄i, P0 = Pi, x̄N = x̄f , PN = Pf . (3.79g)

Remark 3.2 The factorized-covariance and covariance-variable approaches represent

complementary mathematical frameworks for covariance steering, each exhibiting distinct

computational scaling properties. The factorized-covariance formulation (Section 3.3) em-

ploys a global change of variables that results in a single large-scale linear matrix inequality

(LMI) of dimension O(Nnx × Nnu). This structure leads to a computational complexity that

scales quadratically with the horizon length as O(N2nxnu), which can become prohibitive for

long-horizon problems, with reported solution times extending to several hours for horizons of

100-400 steps or more. In contrast, the covariance-variable approach (Section 3.4) decomposes
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the problem into N independent LMIs of size (nx + nu)× (nx + nu), yielding a linear compu-

tational complexity ofO(N(nx+nu)). This modular structure is fundamentally more scalable,

often reducing solution times by an order of magnitude for long-horizon applications.

Beyond this core computational advantage, the covariance-variable formulation offers sig-

nificant practical benefits for complex applications. The framework provides native support for

explicit covariance constraints through direct optimization of the matrices Pk and Yk, enabling

precise regulation of uncertainty shapes and advanced probabilistic guarantees. Furthermore, it

enables more effective warm-starting within sequential convex programming, as the covariance

variables evolve smoothly between successive linearizations, enhancing convergence robust-

ness and computational efficiency over the iterative solution process.

Consequently, the selection between formulations is guided by the problem’s horizon

length and complexity. The factorized-covariance method retains value for its mathematical

elegance in short-horizon problems, while the covariance-variable approach is indispensable

for long-horizon planning, problems requiring explicit covariance constraints, or scenarios de-

manding robust performance within an iterative convexification loop.

48



Chapter 4

Numerical Simulations

This chapter presents a comprehensive numerical validation of the covariance steering method-

ologies developed in Chapter 3. The case studies are structured to progress in complexity,

demonstrating the scalability and robustness of the approaches. First, a linear double inte-

grator system verifies the fundamental properties and constraint satisfaction capabilities of the

factorized-covariance formulation. Second, a nonlinear planar low-thrust Earth-Mars transfer

showcases the computational efficiency of the covariance-variable method. Finally, a high-

fidelity three-dimensional (3D) Earth-Mars rendezvous problem is presented, leveraging the

strengths of the covariance-variable formulation to manage complex dynamics and terminal

constraints in a realistic mission scenario. Furthermore, a detailed analysis on the often-

overlooked effect of propellant mass consumption and uncertainty is conducted, quantifying

its significant impact on trajectory dispersion and the resulting requirements for robust control.

4.1 Case Study I: Linear Double Integrator System

We adopted this case study from [59]. This case study investigates the effectiveness of the pro-

posed iterative covariance steering (iCS) approach using the factorized-covariance formulation

(Section 3.3) on a linear stochastic system. A discrete-time two-dimensional double integrator

model is considered to demonstrate the method’s capability to steer the mean and covariance

while satisfying state and control chance constraints.
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4.1.1 Problem Setup and Methodology

The system dynamics follows the standard form of

xk+1 = Axk +Buk +Gwk, ∀ k = 0, ..., N − 1, (4.1)

where xk = [x1, x2, x3, x4]
⊤ ∈ R4 is the state vector comprising positions and velocities in

two spatial directions, uk ∈ R2 is the control input (acceleration), and wk ∼ N (0, I4) is i.i.d.

Gaussian process noise. The system matrices A, B, and G are derived using a zero-order hold

assumption on the control with a sampling time ∆t = 0.25 seconds over a final time tf = 5

seconds, yielding N = 20 time intervals. The matrices are given by

A =



1 0 ∆t 0

0 1 0 ∆t

0 0 1 0

0 0 0 1


, B =



∆t2/2 0

0 ∆t2/2

∆t 0

0 ∆t


, G = 0.01×



1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1


. (4.2)

The system is required to move from the initial Gaussian distribution

x̄0 =
[
2 4 3 2

]⊤
, P0 = diag(0.1, 0.1, 0.02, 0.02), (4.3)

to the final distribution of

x̄N =
[
8 2 0 0

]⊤
, PN = diag(0.06, 0.06, 0.006, 0.006). (4.4)

Two probabilistic path constraints are imposed on the position components of the state

vector with a satisfaction probability of at least px = 0.9973, represented as

P
(
a⊤
j xk ≤ bj

)
≥ px, for j = 1, 2 and k = 0, ..., N, (4.5)
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with the constraint parameters defined by

a1 =
[
1 1 0 0

]⊤
, b1 = 12.75, a2 =

[
1 0.1 0 0

]⊤
, b2 = 8.75. (4.6)

These constraints define a convex feasible region in the position space (x1, x2). Similarly, a

control chance constraint is enforced to bound the two-norm of the acceleration vector at each

time step, requiring ∥uk∥ ≤ umax with umax = 2 and a satisfaction probability of at least

pu = 0.9973,

P (∥uk∥ ≤ umax) ≥ pu, ∀k = 0, ..., N − 1. (4.7)

The cost function minimized is composed of the cumulative expected control norm and

quadratic penalties on state and control covariance deviations, expressed as,

J = ∆t

(
N−1∑
k=0

∥vk∥+ tr (PXQ) + tr (PUR)

)
, (4.8)

where vk is the feedforward control, PX and PU are the state and control covariance ma-

trices, and Q = blkdiag(Q0, . . . , QN−1, 0), R = blkdiag(R0, . . . , RN−1) are block-diagonal

weighting matrices. The running cost weights are

Qk = 0.01 · I4 and Rk = I2 ∀ k = 0, ..., N − 1. (4.9)

The problem was solved as a semidefinite program using YALMIP [76] with

MOSEK [77], with a solution time of 2.06 seconds.

4.1.2 Results and Discussion

The optimal solution yields a feedforward control sequence and feedback gain matrix that

jointly ensure satisfaction of the terminal conditions and chance constraints.

Figure 4.1 and Figure 4.2 illustrate the evolution of state covariance with 3σ confidence

ellipses along the trajectory for the closed-loop and open-loop cases, respectively. The black

curve denotes the nominal mean trajectory x̄k, and the solid ellipses in red represent the desired
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Figure 4.1: Closed-loop state trajectory with 3σ covariance ellipses. The controller actively
regulates uncertainty to meet the terminal covariance bound while respecting path constraints.

Figure 4.2: Open-loop state trajectory with 3σ covariance ellipses. Uncertainty grows mono-
tonically without feedback correction, violating the terminal covariance constraint.

final covariance region. The shaded region corresponds to the forbidden space defined by
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the linear state chance constraints; the trajectories must remain entirely within the unshaded

feasible region throughout the maneuver.

In the open-loop scenario (Figure 4.2), the control inputs are applied without any feedback

correction. Consequently, the covariance ellipses grow monotonically along the trajectory,

reflecting the natural propagation and accumulation of uncertainty in the absence of corrective

action. At the final time step, the terminal covariance matrix of the open-loop (OL) is

Pf,OL =



0.6174 0 0.1047 0

0 0.6174 0 0.1047

0.1047 0 0.0220 0

0 0.1047 0 0.0220


,

which substantially exceeds the target terminal covariance in all state components.

In contrast, the closed-loop case (Figure 4.1) demonstrates the impact of the optimized

feedback gain in reducing the uncertainty of the state. The covariance ellipses gradually shrink

along the trajectory, indicating active regulation of uncertainty. The resulting closed-loop (CL)

terminal covariance matrix is

Pf,CL = diag (0.0600, 0.0600, 0.0060, 0.0060) ,

which precisely matches the prescribed terminal bound.

Comparing these results, the closed-loop policy reduces the terminal position variance

from 0.6174 to 0.0600 and the terminal velocity variance from 0.0220 to 0.0060, and simul-

taneously eliminates the large off-diagonal correlations present in the open-loop case. This

clearly illustrates the essential role of feedback in covariance steering: the closed-loop policy

successfully suppresses stochastic dispersion and confines the uncertainty within the desired

final envelope, whereas the open-loop strategy fails to do so.

Figure 4.3 depicts the closed-loop control profiles. The nominal control (Fig. 4.3a) demon-

strates a modulated profile that deviates from the bang-bang structure, creating margins for the

feedback controller to manage uncertainties. Figure 4.3b presents the control inputs with 3σ

53



confidence ellipses in the control input space (u1,u2). These ellipses reflect the variability in

control actions resulting from the stochastic state deviations propagated through the optimized

feedback gain Lk. The size and orientation of the ellipses vary across the horizon, indicating

the time-varying nature of the control uncertainty. Crucially, all ellipses remain fully enclosed

within the circular bound of radius umax = 2, ensuring satisfaction of the control chance con-

straints throughout the maneuver.

(a) Closed-loop nominal control (b) Closed-loop control covariance

Figure 4.3: Closed-loop control profiles showing modulated nominal control and bounded
stochastic control actions.

For comparison, Figure 4.4 presents the open-loop control profiles. The nominal control

(Fig. 4.4a) exhibits a pure bang-bang profile, characteristic of minimum-time or minimum-fuel

deterministic solutions. In the open-loop case, the control is purely deterministic (uk = vk)

with no feedback component, and therefore exhibits no control covariance ellipses.

Figure 4.5 presents the results of a Monte Carlo simulation consisting of 500 stochastic

realizations under the closed-loop policy. Each trajectory, shown as a gray curve, begins from

a random sample of the initial distribution and evolves through the dynamics under the optimal

feedforward-plus-feedback control law. The individual realizations remain largely contained

within the predicted confidence envelopes, verifying the effectiveness of the feedback controller

in mitigating disturbances. Furthermore, all trajectories respect the path constraints, remaining

54



(a) Open-loop nominal control (b) Open-loop control covariance

Figure 4.4: Open-loop control profiles showing bang-bang nominal control with no associated
uncertainty.

within the unshaded feasible region with high probability, consistent with the specified risk

allocation of 0.3%.

Figure 4.6 demonstrates the effect of path constraints on the final covariance shape. This

figure shows the solution under identical conditions to the baseline closed-loop case, but with

the second path constraint (a2 = [1 0.1 0 0]⊤, b2 = 8.75) relaxed. In the absence of

this constraint, the terminal covariance ellipse aligns with the coordinate axes, indicating that

the optimizer minimizes uncertainty without directional preference. In contrast, the original

constrained solution (Figure 4.1) shows a rotated terminal covariance ellipse with its major

axis oriented approximately orthogonal to the constraint boundary. This reshaping occurs be-

cause the optimizer actively suppresses uncertainty in the direction normal to the constraint,

demonstrating how path constraints directly influence both the size and orientation of the state

uncertainty.
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Figure 4.5: Monte Carlo validation (500 samples) under the closed-loop policy.

Figure 4.6: Final state covariance without the second path constraint.

The results confirm that the proposed method produces a solution that respects all con-

straints, maintains a controlled uncertainty envelope, and efficiently steers the system to the
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desired target. This example serves as a verification benchmark for the approach and estab-

lishes a foundation for applying the iCS framework to more complex, nonlinear systems in the

subsequent sections.

4.2 Case Study II: Planar Low-Thrust Earth-Mars Transfer

This case study demonstrates the application of the iterative covariance steering (iCS) approach

using the covariance-variable formulation (Section 3.4) to a nonlinear, planar low-thrust Earth-

to-Mars rendezvous problem. The primary objective is to showcase the method’s computational

efficiency and its capability to handle the complex, nonlinear dynamics of orbital transfer while

satisfying terminal state constraints under uncertainty.

4.2.1 Problem Setup and Dynamical Model

We consider a spacecraft with zero hyperbolic excess velocities [23]. The dynamics are mod-

eled under the two-body assumption, considering only the gravitational influence of the Sun.

All other perturbations—including solar radiation pressure, third-body gravitational effects

from planets, and non-spherical gravity—are neglected for this study. The system is modeled

in a Sun-centered Cartesian inertial frame restricted to the ecliptic plane:

f(xt,ut, t) =

 vt

−µ rt
∥rt∥3

+ ut

 , (4.10)

where the state vector is xt = [ r⊤t , v
⊤
t ]

⊤ ∈ R4, comprising position rt = [rx, ry, ]
⊤ ∈ R2, and

velocity vt = [vx, vy, ]
⊤ ∈ R2. The control input ut ∈ R2 is the thrust acceleration vector and

the parameter µ is the Sun’s gravitational parameter. The corresponding stochastic differential

equations are:

d

rt
vt

 = f(xt,ut, t) dt+

02×2

γI2

 dwt, (4.11)

where dwt is a two-dimensional Wiener process and γ is the constant acceleration disturbance

intensity.
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The continuous-time dynamics are linearized and discretized over N = 40 time intervals.

The initial reference trajectory is obtained by solving a deterministic minimum-fuel problem

using CasADi solver [78] following the work [79].

Figure 4.7 shows the deterministic minimum-fuel solution used as the reference for lin-

earization. The trajectory (Fig. 4.7a) exhibits the characteristic Earth-to-Mars transfer arc,

while the control profile (Fig. 4.7b) demonstrates the expected bang-bang structure with three

distinct thrust phases, consistent with fuel-optimal low-thrust trajectories.

The system is required to move from an initial Gaussian distribution, N (x̄0, P0), to a

final distribution, N (x̄f , Pf ). The initial uncertainty is characterized by a position standard

deviation of σri = 10 km and a velocity standard deviation of σvi = 0.1 km/s along each axis,

resulting in the initial covariance

P0 = diag(102, 102, 10−2, 10−2), (4.12)

in units of km2 and (km/s)2. The final state is constrained to a dispersion of σrf = 3.16 × 105

km in position and σvf = 0.1 km/s in velocity, yielding the terminal covariance bound

Pf = diag(1011, 1011, 10−2, 10−2). (4.13)

Table 4.1: Problem parameters for the planar Earth-to-Mars transfer.

Parameter Value Unit

x̄i [−140699693;−51614428; 9.774596;−28.07828] km, km/s
x̄f [−172682023; 176959469;−16.427384;−14.860506] km, km/s
µ 1.3271× 1011 km3/s2

umax 1× 10−6 km/s2

γ 9× 10−5 km/s3/2

tf 348.795 day

The nominal initial and final states, along with other relevant mission parameters, are

listed in Table 4.1. The problem was formulated and solved using the covariance-variable SCP

framework (Problem 3.3). This formulation offers key advantages for this problem:

58



(a) Deterministic nominal trajectory

(b) Deterministic thrust acceleration profile

Figure 4.7: Deterministic minimum-fuel solution used for linearization reference.

59



• It directly handles the nonlinear dynamics through iterative linearization, avoiding the

computational burden of factorizing large covariance matrices.

• It allows for efficient enforcement of terminal covariance constraints as convex bounds

on the decision variable PN .

• The resulting convex subproblems are well-suited for fast and reliable numerical solution.

To avoid numerical conditioning issues during optimization, all problem data are properly

scaled. In particular, the covariance dynamics and related constraints are scaled following the

approach proposed in [75], with a scaling factor of d = 100. The SCP algorithm is terminated

when the linearization slack variable satisfies ζ ≤ εζ = 10−6, and the relative difference

between consecutive state trajectories satisfies

∥x(i) − x(i−1) ∥
∥x(i−1) ∥

≤ εx, εx = 5× 10−4, (4.14)

where i denotes the SCP iteration. Penalty coefficient w is also updated at each iteration, i, as

w = min
(
10(i+3), 1012

)
. (4.15)

The SCP algorithm converged to a feasible solution in 11 iterations (6.01 s) on an In-

tel® Core™ i7-13620H @ 2.40 GHz laptop computer, demonstrating the computational effi-

ciency of the approach for a mission-scale problem.

4.2.2 Results and Discussion

The optimized controller successfully steers the spacecraft from the initial to the terminal dis-

tribution. Figure 4.8 and Figure 4.9 illustrate the evolution of the position covariance along

with the mean trajectory.

The open-loop case shows unbounded growth, while the closed-loop case, using the op-

timized feedback law, actively regulates the uncertainty to meet the terminal constraint. The

position axes are shown in Astronomical Units (AU), where 1 AU is the mean Earth-Sun dis-

tance (1.496× 108 km).
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Figure 4.8: Evolution of spacecraft’s open-loop position covariances.

Figure 4.9: Evolution of spacecraft’s closed-loop position covariances.
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Figure 4.10 and Figure 4.11 compare the resulting dispersion with the nominal solution in

which both position and velocity covariance ellipses are enlarged tenfold for improved visual

interpretation.

A Monte Carlo simulation validates the precision of the covariance propagation. The close

alignment of samples within their predicted 95%-confidence ellipses validates the precision of

the linearized covariance dynamics within the successive convexification loop.

Figure 4.10: Closed-loop position covariances (10x scaled) with Monte Carlo validation.
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Figure 4.11: Closed-loop velocity covariances (10x scaled) with Monte Carlo validation.

The Monte Carlo simulation was performed with 1,000 samples following Algorithm 2,

which implements the closed-loop control policy uk = vk+Kk(xk− x̄k) while accounting for

control saturation. Each sample trajectory begins from a random initial condition drawn from

N (x̄0, P0) and evolves through the discretized, linearized dynamics with additive Gaussian

noise.

Figure 4.12 depicts the control profile. The nominal thrust acceleration (Fig. 4.12a) shows

three main thrust arcs (similar to the deterministic solution for the same problem [23]), but

deviations from a pure bang-bang profile are evident. This is a direct result of the controller

trading nominal fuel optimality for robustness, creating margins for the feedback controller to

manage uncertainties that mainly occur during the last two thrust arcs. The control covariance

ellipses (Fig. 4.12b) remain bounded, indicating well-behaved stochastic control actions.

This case study successfully demonstrates the efficacy of the covariance-variable formu-

lation for robust, nonlinear trajectory optimization. It efficiently produces a controller that
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accounts for dynamical uncertainties and complex boundary conditions, providing a robust

baseline for the higher-fidelity 3D trajectory optimization.

Algorithm 2 Monte Carlo Simulation for Closed-Loop Validation
Input: Linearized system matrices {Ak, Bk, Gk, ck}N−1

k=0 , optimal feedforward controls vk, op-
timal feedback gains Kk, initial distributionN (x̄0, P0), control bound umax, number of samples
nMC.
Output: Sample trajectories {x(j)

k }
nMC
j=1 and controls {u(j)

k }
nMC
j=1.

1. Initialize random number generator with fixed seed for reproducibility

2. For each sample j = 1, . . . , nMC:

(a) Sample initial state: x(j)
0 ∼ N (x̄0, P0)

(b) Compute initial deviation: x̃(j)
0 = x

(j)
0 − x̄0

(c) Sample process noise: w(j)
k ∼ N (0, I) for k = 0, . . . , N − 1

(d) For each time step k = 0, . . . , N − 1:

i. Compute control: u(j)
k = vk +Kkx̃

(j)
k

ii. Enforce control saturation: if ∥u(j)
k ∥ > umax, set u(j)

k ← u
(j)
k · umax/∥u(j)

k ∥
iii. Propagate state: x(j)

k+1 = Akx
(j)
k +Bku

(j)
k + ck +Gkw

(j)
k

iv. Update deviation: x̃(j)
k+1 = Akx̃

(j)
k +Bk(u

(j)
k − vk) +Gkw

(j)
k

(e) Store trajectory {x(j)
k }Nk=0 and controls {u(j)

k }
N−1
k=0
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(a) Nominal control (black) and Monte Carlo samples (gray).

(b) Nominal control with feedback uncertainty ellipses.

Figure 4.12: Control mean and covariance evolution.
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4.3 Case Study III: 3D Earth-Mars Transfer with Mass Analysis

This case study presents a high-fidelity low-thrust Earth-to-Mars rendezvous to demonstrate the

full capability of the covariance steering framework. The primary objective is twofold: first,

to validate the scalability of the covariance-variable formulation to a complex 3D dynamical

model; and second, to conduct a rigorous analysis of the often-overlooked effect of propellant

mass uncertainty on trajectory dispersion and control authority. This investigation quantifies the

performance penalty incurred when neglecting this critical coupling, a common simplification

in robust astrodynamics.

4.3.1 Dynamical Model in 3D Space

The spacecraft dynamics are modeled in a Sun-centered Cartesian inertial frame, with the full

state vector defined as xt = [ r⊤t , v
⊤
t , mt ]

⊤ ∈ R7, where rt = [rx, ry, rz]
⊤ ∈ R3, vt =

[vx, vy, vz]
⊤ ∈ R3 are the position and velocity vectors, respectively, and mt ∈ R+ is the

spacecraft mass. The dynamics are given by

f(xt,ut, t) =


vt

−µ rt
∥rt∥3

+
ut

mt

−∥ut∥
Ispg0


, (4.16)

where ut ∈ R3 is the thrust vector, µ is the Sun’s gravitational parameter, and Isp and g0 are the

specific impulse and standard gravity, respectively. The mass dynamics are explicitly included

to capture the critical coupling between fuel consumption and translational acceleration.

The corresponding stochastic differential equation is

d


rt

vt

mt

 = f(xt,ut, t) dt+


03×3

γI3

0

 dwt, (4.17)
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where dwt ∈ R3 is a Wiener process and γ is the constant acceleration disturbance intensity.

The continuous-time dynamics are linearized and discretized according to section (3.2)

with N = 60 time intervals. The initial nominal trajectory is generated by solving a determin-

istic minimum-fuel problem using CasADi solver [78].

The system is required to move from an initial distributionN (x̄i, Pi) to a final distribution

N (x̄f , Pf ). The initial state uncertainty is set to σri = 10 km and σvi = 0.1 km/s, with a known

initial mass (σmi
= 0), resulting in

Pi = diag(102, 102, 102, 10−2, 10−2, 10−2, 0) (km2, (km/s)2, kg2). (4.18)

The final state is constrained to σrf = 3.16× 105 km and σvf = 0.1 km/s, with no explicit

constraint on the final mass uncertainty, yielding

Pf = diag(1011, 1011, 1011, 10−2, 10−2, 10−2, 5000) (km2, (km/s)2, kg2). (4.19)

Please note that a large, unpenalized variance is permitted for the final mass, reflecting

that the control objective does not involve regulating the final mass uncertainty. The nominal

boundary conditions and physical parameters are summarized in Table 4.2.

Table 4.2: Problem parameters for the 3D Earth-to-Mars problem.

Parameter Value Unit
r̄i [−140699693; −51614428; 980] km
v̄i [9.774596; −28.07828; 4.337725× 10−4] km/s
r̄f [−172682023; 176959469; 7948912] km
v̄f [−16.427384; −14.860506; 9.21486× 10−2] km/s
m̄i 5000 kg
µ 1.3271× 1011 km3/s2

Isp 3000 s
g0 9.80665× 10−3 km/s2

umax 5 N
γ 9× 10−5 km/s3/2

tf 348.795 day

The problem was formulated within the covariance-variable SCP framework (Problem 3.3)

and scaled with a factor of d = 100 for numerical conditioning. The SCP termination criteria
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were set to εx = 5 × 10−4 and εζ = 1 × 10−6. The solver converged to a feasible solution

in 12 iterations, demonstrating the method’s robustness and scalability to a 7-state, 3-control,

60-step problem.

A significant contribution of this analysis is the consistent treatment of mass as a stochastic

state. Unlike the position and velocity states, the initial mass is assumed to be known precisely

(σmi
= 0), reflecting accurate pre-launch propellant loading measurements. However, mass be-

comes a stochastic variable over time because the control input ut, which has an associated ex-

ecution uncertainty, directly drives the mass rate equation dmt/dt ∝ −∥ut∥. This propagated

mass uncertainty then couples back into the translational dynamics. The state transition matrix

(STM) includes the sensitivity of acceleration to mass variations, ∂(ut/mt)/∂mt = −ut/m
2
t ,

creating a feedback loop where uncertainty in mass induces uncertainty in the achieved accel-

eration for a given thrust command.

4.3.2 Results and Analysis

The optimized controller successfully navigates the uncertain dynamics to meet the stringent

terminal constraints.

Figure 4.13: 3D view of the nominal trajectory for the Earth-to-Mars transfer.
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Figure 4.13 shows the resulting 3D nominal trajectory, illustrating the spacecraft’s path

from Earth to Mars in the high-fidelity dynamical model.

(a) Closed-loop position covariances (10x).

(b) Closed-loop velocity covariances (10x).

Figure 4.14: Monte Carlo validation (1000 samples) within the 95%-confidence ellipses.

69



A Monte Carlo simulation with 1000 samples validates the controller’s performance and

the accuracy of the covariance propagation. Figure 4.14 shows the x-y projection of the closed-

loop solution, where the position and velocity covariance ellipses are scaled by a factor of 10

for visual clarity. The close alignment of the Monte Carlo samples with the predicted 95%-

confidence ellipses confirms the fidelity of the linearized covariance dynamics within the SCP

loop.

Figure 4.15: Control thrust magnitude (top) and components (bottom) with associated 3σ un-
certainty ellipsoids, demonstrating bounded stochastic control actions.

The control profile, shown in Figure 4.15, consists of three primary thrust arcs. The nom-

inal thrust magnitude shows a modulated profile, deviating from a pure bang-bang structure to

maintain robustness margins. The control covariance ellipsoids remain within the thrust bound,

confirming chance constraint satisfaction.

Quantitative Analysis of Mass Uncertainty Effects

One of our main analyses involves a direct comparison between the full stochastic-mass model

and a simplified model where mass is treated deterministically. Figure 4.16 shows the time

history of the mass and its standard deviation. The mean mass decreases by approximately
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25% over the course of the mission, reaching a final value of approximately mf = 3775 kg

upon arrival at Mars. The mass standard deviation grows from zero to a final value of over 60

kg, driven entirely by the cumulative uncertainty in thrust execution.

Figure 4.16: Time history of spacecraft mass and its standard deviation. The mass uncertainty
grows from an initial value of zero due to the stochastic nature of the control inputs.

This mass uncertainty has a profound impact on the translational states. Figure 4.17 shows

the velocity standard deviation along the first principal component. The model with mass un-

certainty (black) exhibits a peak velocity dispersion up to 17.73% higher than the deterministic-

mass model (red). This inflation occurs because mass uncertainty directly translates into accel-

eration uncertainty via the 1/mt term in the dynamics.

The effect on the overall navigation dispersion is summarized in Figure 4.18, which plots

the trace of the position covariance matrix. Inclusion of mass uncertainty results in a 35.21%

higher peak position dispersion during the mid-course phase. This substantial increase demon-

strates that neglecting mass uncertainty leads to a significant underestimation of the required

control authority and the true mission risk.

Finally, Figure 4.19 compares the nominal control profiles. The controller for the full

stochastic-mass model (black) commands up to 6% higher thrust during the main arcs com-

pared to the deterministic-mass controller (red). This additional control effort is necessary to
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Figure 4.17: Velocity standard deviation comparison. The model with mass uncertainty (black)
shows significantly higher dispersion, especially during high-thrust phases.

Figure 4.18: Trace of position covariance. The formulation with mass uncertainty (black)
results in up to 35.21% larger dispersion than the deterministic-mass model (red), highlighting
the critical need to model this effect.

counteract the larger predicted dispersions and actively shape the covariance, confirming that

robustness to mass uncertainty carries a tangible fuel and performance cost.
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Figure 4.19: Comparison of nominal control thrust magnitudes. The controller accounting for
mass uncertainty (black) requires higher thrust levels to achieve the same terminal covariance
bounds as the controller that neglects it (red).

This high-fidelity 3D case study conclusively demonstrates two key findings. First, the

covariance-variable formulation is highly effective for robust trajectory optimization in com-

plex, high-dimensional astrodynamics problems. Second, and more critically, the propagation

of mass uncertainty has a substantial, quantifiable impact on both state dispersion and control

effort. Neglecting this coupling, as is common in simplified models, leads to an underestima-

tion of mission risk and an underpowered controller. The proposed framework successfully

manages this coupled uncertainty, providing a robust and high-fidelity solution for precision

interplanetary guidance.
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Chapter 5

Conclusion Remark and Future Work

This thesis has presented a comprehensive framework for robust trajectory optimization under

uncertainty, addressing a critical challenge in autonomous systems and precision astrodynam-

ics. The core contribution lies in the development, analysis, and numerical validation of two

iterative covariance steering (iCS) algorithms capable of handling nonlinear dynamics, non-

convex constraints, and significant initial and terminal uncertainty. This concluding chapter

summarizes the key contributions of this research and outlines promising directions for future

work.

5.1 Summary of Contributions and Discussion

The research undertaken in this dissertation makes several distinct contributions to the field of

stochastic optimal control and robust trajectory optimization:

1. Unified Formulation of Iterative Covariance Steering: Building upon the founda-

tional theory of covariance steering, this work has developed a unified Sequential Con-

vex Programming (SCP) framework that accommodates two distinct yet complementary

problem formulations: the factorized-covariance and covariance-variable methods. This

dual-formulation approach provides the practitioner with a choice of tools, each with its

own advantages depending on the problem structure.

2. The Factorized-Covariance Formulation for Linear Systems: In Chapter 3, the

factorized-covariance formulation was derived, casting the stochastic optimal control
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problem into a convex program over the factors of the state covariance matrix. This

method was shown to be particularly effective for systems where chance constraints and

terminal covariance bounds are critical. Its strength lies in its elegant handling of control-

dependent noise and its direct parameterization of the feedback policy, providing inherent

stability and constraint satisfaction guarantees for linear(ized) systems.

3. The Covariance-Variable Formulation for Linear Systems: Also in Chapter 3, the

covariance-variable formulation was presented. This method treats the state mean and

covariance matrix as direct decision variables within the SCP loop. Its primary advantage

is its computational efficiency and scalability for high-dimensional, nonlinear problems.

By avoiding the factorization of large covariance matrices, it is exceptionally well-suited

for complex astrodynamical applications, as demonstrated in the numerical simulations.

4. Comprehensive Numerical Validation Across Fidelities: Chapter 4 provided a rigor-

ous numerical validation of the proposed frameworks through a series of progressively

complex case studies:

• Case Study I (Double Integrator): Served as a foundational verification, demon-

strating the factorized-covariance method’s capability to steer both the mean and

covariance of a linear system while rigorously satisfying path and control chance

constraints. The clear distinction between open-loop and closed-loop performance

underscored the indispensable role of feedback in uncertainty regulation.

• Case Study II (Planar Earth-Mars Transfer): Showcased the application of the

covariance-variable method to a nonlinear orbital mechanics problem. The results

confirmed the method’s computational efficiency and its ability to handle the com-

plex dynamics of a low-thrust transfer, successfully navigating the spacecraft to a

target distribution under a stochastic process noise.

• Case Study III (3D Earth-Mars Transfer with Mass Uncertainty): Represented

the capstone demonstration of this research. This high-fidelity study achieved two

major goals: it validated the scalability of the covariance-variable formulation to
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a 7-state, 3D model, and it delivered a rigorous quantitative analysis of propel-

lant mass uncertainty. The results conclusively demonstrated that neglecting the

stochastic coupling between mass and translational states leads to a significant un-

derestimation of trajectory dispersion (up to 35% higher) and an under-powered

control law, quantifying a critical, often-overlooked source of mission risk.

The findings of this thesis have several important implications for the theory and practice

of robust guidance and control:

• Bridging Theory and Practice: This work successfully bridges the gap between the

rigorous theory of covariance steering and the practical demands of complex aerospace

missions. The developed SCP-based algorithms are not merely theoretical constructs;

they are implementable, computationally tractable tools that converge reliably to feasible,

robust solutions for highly nonlinear problems.

• The Criticality of Mass Uncertainty: The analysis in Case Study III provides a com-

pelling argument for the explicit inclusion of mass dynamics in high-fidelity robust tra-

jectory design. The demonstrated amplification of state uncertainty and the associated

increase in required control effort highlight that mass is not merely a parameter but an

active stochastic state in low-thrust, long-duration missions. This insight should inform

the design of future autonomous guidance systems for deep-space exploration.

• A Practical Toolkit for Robust Design: The provision of two distinct formulations of-

fers a versatile toolkit. The factorized-covariance method is ideal for problems where

constraint satisfaction and policy structure are paramount, even for medium-scale lin-

ear(ized) systems. In contrast, the covariance-variable method is the preferred choice

for large-scale, nonlinear problems where computational speed and scalability are criti-

cal. This allows engineers to select the most appropriate tool for their specific problem

context.
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5.2 Limitations and Future Work

While this research has advanced the state-of-the-art, several limitations present opportunities

for future investigation.

1. Application to Complex Multi-Revolution Trajectories: The current framework

should be extended to handle long-duration, multi-revolution low-thrust trajectories, such

as an Earth-to-Dionysus mission [80]. This challenging problem, with a mission dura-

tion of approximately 10 years [81, 82] and requiring a large number of nodes (e.g.,

N ≈ 500), would stress-test the scalability and numerical robustness of the covariance-

variable formulation under highly sensitive orbital dynamics.

2. Path Covariance Constraints: A significant advantage of the covariance-variable for-

mulation is its capability to enforce state covariance constraints during the trajectory,

not just at the terminal (i.e., initial and final) times. Future work should implement and

demonstrate this feature by imposing a maximum allowable position covariance Pmax

throughout the mission, which is crucial for applications requiring guaranteed collision

avoidance or maintaining communication links or validity for fusing state estimation rou-

tines.

3. Computational Complexity and Real-Time Application: Although the SCP frame-

work is computationally efficient compared to many nonlinear programming solvers, its

execution time is still prohibitive for real-time, onboard guidance applications for com-

plex problems. Future work should focus on:

• Warm-Start Strategies: Developing sophisticated warm-starting techniques to al-

low the SCP solver to rapidly re-converge from a previously computed solution,

enabling model predictive control (MPC) in a receding horizon fashion.

• Explicit Guidance Laws: Deriving approximate, closed-form feedback policies

from the off-line optimized iCS solutions that can be executed in real-time.
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4. Non-Gaussian Uncertainty and Disturbances: The current framework is fundamen-

tally rooted in Gaussian uncertainty and quadratic costs. Real-world systems often

exhibit non-Gaussian noise (e.g., impulsive disturbances, parameter jumps) and non-

quadratic costs (e.g., fuel-slope losses). Promising extensions include distributionally

robust optimization, which reformulates the problem to be robust against a family of dis-

tributions, and moment-based approaches that generalize the framework to steer higher-

order moments of the state distribution, enabling control over skewness and kurtosis.

5. Application to Multi-Agent Systems: The core principles of covariance steering are

naturally extendable to multi-agent systems, where the objective is to steer the joint state

covariance of a swarm of vehicles while avoiding inter-agent collisions and adhering to

communication constraints. This represents a fertile ground for applying and extending

the methodologies developed in this thesis.

In conclusion, this dissertation has established a robust, scalable, and practical frame-

work for steering the statistics of dynamical systems under uncertainty. By unifying convex

optimization with stochastic control theory, it provides a powerful set of tools for designing

autonomous systems that can not only achieve their goals on average but can also guarantee

performance and safety in the face of the unknown. The journey from theoretical formulation

to high-fidelity numerical validation undertaken here lays a strong foundation for the next gen-

eration of autonomous guidance and control systems, from self-driving cars on Earth to robotic

explorers on the frontiers of deep space.
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Appendix A

Theorem and Lemma Proofs

Theorem 1 provides a general, albeit potentially conservative, bound that works for any di-

mension m ≥ 1. It states that if

∥µ∥+ σ

(√
2 log

1

β
+
√
m

)
≤ umax, (A.1)

where σ =
√

λmax(Σ) is the largest standard deviation along any principal component, then

the chance constraint P(∥y∥ ≤ umax) ≥ 1− β is satisfied.

Proof Sketch [83]: The proof hinges on the triangle inequality ∥y∥ ≤ ∥µ∥ + ∥ỹ∥, where

ỹ ∼ N (0,Σ). This implies P(∥y∥ ≤ umax) ≥ P(∥ỹ∥ ≤ umax − ∥µ∥). The magnitude ∥ỹ∥ is

concentrated around its root-mean-square value
√
E[∥ỹ∥2] =

√
tr(Σ). A known concentration

inequality for the χ2(m) distribution (since ∥ỹ∥2 is a generalized chi-square variable) is used

P(∥ỹ∥ ≤
√
m(1 + δ)σ) ≥ 1− e−mδ2/2.

By setting the right-hand side equal to 1 − β and solving for δ, one arrives at the condition

(A.1), ensuring the probability P(∥ỹ∥ ≤ umax − ∥µ∥) is sufficiently high.

Lemma 2 provides a foundational result for the zero-mean case (m = 1, 2). It states that

for y ∼ N (0,Σ),

P(∥y∥ ≤ umax) ≥ 1− e−u2
max/(2σ

2). (A.2)

Proof Sketch [84]:
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• For m = 1, y is scalar and ∥y∥ = |y|. The result follows directly from the standard

Gaussian tail bound: P(|y| > umax) ≤ 2 · 1
2
erfc(umax

σ
√
2
) ≤ e−u2

max/(2σ
2).

• For m = 2, the vector y can be transformed via z = Σ−1/2y. The quantity z⊤z

follows a χ2(2) distribution. The cumulative distribution function for a χ2(2) vari-

able is F (a2) = 1 − e−a2/2. Since the set {∥y∥ ≤ umax} contains the ellipsoidal set

{y⊤Σ−1y ≤ u2
max/σ

2} (because y⊤Σ−1y ≥ ∥y∥2/λmax(Σ) = ∥y∥2/σ2), it follows that

P(∥y∥ ≤ umax) ≥ P(y⊤Σ−1y ≤ u2
max/σ

2) = 1− e−u2
max/(2σ

2).

Theorem 3 extends the result to the non-zero mean case for m = 1, 2. It states that if

∥µ∥+ σ

√
2 log

1

β
≤ umax, (A.3)

then P(∥y∥ ≤ umax) ≥ 1− β.

Proof Sketch: The proof uses the same triangle inequality argument as in Theorem 1:

P(∥y∥ ≤ umax) ≥ P(∥ỹ∥ ≤ umax − ∥µ∥). Applying Lemma 2 to ỹ gives P(∥ỹ∥ ≤ umax −

∥µ∥) ≥ 1 − exp(−(umax − ∥µ∥)2/(2σ2)). The condition (A.3) is constructed precisely to

ensure that 1− exp(−(umax − ∥µ∥)2/(2σ2)) ≥ 1− β.
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