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Abstract

This thesis presents a novel method of initializing vector processing on a software-defined
Global Positioning System receiver. By leveraging observables and ephemeris data obtained
from a base station, the proposed receiver is able to instantly begin vector tracking. Conven-
tional vector tracking approaches require an initial position estimate and decoded ephemeris
data to commence processing, which is typically provided by scalar tracking. The proposed
method overcomes this limitation and generates an initial position estimate without prior knowl-
edge of the signal or receiver states.

The receiver architecture integrates additional correlators located beyond the conventional
half-chip range of the GPS L1 replica spacing vector. These extended correlators provide key
insight into the signal power distribution, allowing the tracking loop to accurately align the
code replica even when the initial position estimate is inadequate or the code phase lies outside
the typical Delay Lock Loop pull-in region. This capability is particularly advantageous in
dynamic or degraded environments where robust tracking is essential.

By combining base station assisted initialization with extended correlator design, the pro-
posed approach effectively merges the rapid time-to-first-fix of hot start methods with the ro-
bustness of vector tracking. The resulting system provides a computationally efficient, practi-
cal, and reliable solution for GPS receivers operating in a variety of signal conditions. In this
thesis, the HSVT algorithm results show state convergence in under 1 second for static receivers
and under 2 seconds for dynamic receivers, demonstrating performance comparable to existing
hot start methods. These convergence times are validated through both experimental live-sky

scenarios and simulated Monte Carlo analyses.
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Chapter 1

Introduction

1.1 Motivation

The Global Positioning System (GPS) has become an essential tool for modern position, nav-
igation, and timing (PNT) applications. As a Global Navigation Satellite System (GNSS), it
supports a variety of systems within the civil, commercial, and defense sectors. It has also
gained increasing importance with the rise of autonomous vehicles. The constellation trans-
mits signals from satellites orbiting approximately 20,200 kilometers above the Earth, making
these signals extremely weak at the receiver and prone to attenuation and interference [7].

Challenging environments such as urban canyons, indoor settings, dense foliage, multipath
interference, and high dynamics can significantly degrade receiver performance [8]. These con-
ditions directly impact a receiver’s ability to perform accurate signal tracking, which is essential
for reliable navigation. In addition, the increasing occurrence of jamming and spoofing has em-
phasized the need for reliable GPS receivers [9]. For these reasons, improving the robustness
of GPS signal tracking remains a relavent and essential area of research.

Advanced receiver architectures, particularly vector tracking, have demonstrated improved
performance in degraded environments by combining information across satellite channels
[10]. However, most implementations still rely on scalar tracking to first estimate position,
velocity, and time (PVT) before vector tracking can begin. This creates a major limitation.
Scalar tracking performs poorly in low signal-to-noise or obstructed conditions, which can lead
to incorrect measurements or complete tracking failure. As a result, the parameters needed to

initialize vector tracking may be inaccurate or unavailable. This is especially problematic when



a fast and reliable position fix is required. Traditional hot start methods assume accurate prior
knowledge, which is often not available in degraded environments.

The motivation for this thesis is to overcome these limitations by developing a method to
initialize vector tracking without relying on scalar tracking or prior knowledge of the receiver
state. This work focuses on determining receiver position without requiring live-sky initializa-
tion, enabling operation in scenarios where conventional acquisition and tracking may fail. To
achieve this, a novel hot start approach is proposed that uses information from a nearby base
station along with an extended range Delay Lock Loop capable of handling large code phase
uncertainties. By improving the robustness of code tracking under these conditions, the pro-
posed method enhances receiver reliability, reduces time-to-first-fix (TTFF), and allows vector

tracking to operate more independently of traditional scalar tracking initializations.

1.2 Prior Art

The advancement and development of GPS receivers has led to a substantial amount of research
focused on improving receiver performance. Significant efforts have been directed toward en-
hancing the robustness of signal tracking in challenging environments, as well as reducing ac-
quisition and convergence times to obtain PVT solutions more quickly. This section provides

an overview of several key techniques and processes presented in prior work.

1.2.1  Scalar Tracking

Signal tracking is the process in which a GPS receiver aligns locally generated signal replicas
with incoming satellite signals to extract navigation observables. In traditional receiver archi-
tectures, each satellite signal is processed independently using individual tracking feedback
loops.

Scalar tracking loops typically consist of a code tracking loop, such as a Delay Lock
Loop, and a carrier tracking loop, such as a Phase Lock Loop and/or Frequency Lock Loop.
These loops rely entirely on discriminator feedback derived from the individual satellite chan-
nel. While this design is effective under nominal signal conditions, its performance degrades

significantly when signals are weak.



In degraded environments, the discriminator output becomes noisy and unreliable, leading
to tracking errors or complete loss of lock. Since each channel operates independently, scalar
tracking lacks the ability to leverage information from other satellite signals, limiting its ro-
bustness. Despite its simplicity and widespread use in commercial receivers, scalar tracking

remains insufficient for applications requiring high reliability in challenging conditions.

1.2.2  Vector Tracking

Vector tracking provides an alternative architecture to overcome the limitations of scalar pro-
cessing. Instead of maintaining independent tracking loops for each satellite, vector tracking
employs a centralized navigation estimator, typically implemented as an Extended Kalman fil-
ter to jointly process all satellite signals.

In this architecture, the navigation solution provides feedback to generate local signal
replicas for each channel. This coupling allows strong satellite signals to aid weaker ones, im-
proving overall tracking robustness. As a result, vector tracking has been shown to outperform
scalar tracking in low signal-to-noise ratio environments. Despite these advantages, vector
tracking introduces several challenges. The algorithm is computationally more complex and

requires accurate initialization to function properly.

1.2.3 Hot Start

Hot starting refers to the process of initializing a GNSS receiver’s tracking loops using prior
knowledge of satellite states, receiver position, and timing information [11]. In ideal conditions,
hot starting enables rapid reacquisition of signals by reducing search space and convergence
time.

Conventional hot start methods assume that prior estimates are sufficiently accurate to
initialize the tracking loops. However, in degraded environments or after extended outages,
these assumptions often break down. Large uncertainties in code phase, Doppler, or timing can
prevent traditional tracking loops from reacquiring signals, leading to lengthy recovery times

or complete navigation failure.



By expanding the operational range of the code tracking loop, the proposed method en-
ables the receiver to tolerate larger initialization errors and improves the likelihood of success-
ful signal tracking. This approach aims to bridge the gap between initial acquisition and steady
state tracking, providing a more robust and efficient mechanism for GPS receivers operating in

challenging environments.

1.3 Research Contributions

This thesis presents the development and analysis of a novel method for initializing vector
tracking receivers without reliance on scalar based solutions. While scalar and vector tracking
techniques are well established in GPS receiver design, conventional approaches depend heav-
ily on scalar tracking to provide an initial position, velocity, and timing estimate. As discussed,
this dependency limits receiver performance in degraded environments where scalar tracking
may fail. The proposed work introduces an extended range Delay Lock Loop framework that
enables robust hot starting of vector tracking under large code phase uncertainties, including
scenarios where no prior knowledge or live-sky initialization is available. By allowing vector
processing to be initialized independently of scalar solutions, this method improves receiver

resilience in challenging signal conditions. This thesis provides the following contributions:

* Development of a Hot Start Vector Tracking (HSVT) method that uses base station data to
initialize rover tracking without needing accurate prior knowledge of position, velocity,

or time.

* Analysis of the main limiting factors of the HSVT algorithm, including position, time,

and dynamic uncertainties, and how they affect performance.

* Evaluation of the algorithm in challenging signal environments, especially under low

carrier-to-noise ratio conditions and their impact on convergence.

* Monte Carlo simulations across a range of static and dynamic scenarios to assess conver-

gence speed, robustness, and sensitivity to initialization errors.



* Validation of the algorithm using real live-sky data, demonstrating that it performs well

in practical, real-world conditions and matches simulation results.

* An HSVT algorithm introduction research paper in the proceedings of Institute of Navi-
gation Pacific PNT 2026 titled: Performance Analysis of a Novel Hot Start Veector Track-

ing Receiver [12].

1.4  Thesis Outline

This thesis presents a design and analysis of the proposed receiver, accompanied by both sim-
ulated and experimental results that validate its performance. Chapter 2 introduces the fun-
damental aspects of the GPS L1 signal, including its structure and the overall constellation.
Chapter 3 provides the essential information for developing both scalar and vector tracking
software-defined receivers. Chapter 4 offers a detailed analysis of the theoretical limitations
governing the performance of a Hot Start Vector Tracking receiver, supported by a variety of
simulations that demonstrate these limitations. Chapter 5 describes the simulations and exper-
iments conducted to evaluate the algorithm, covering a range of signal degradations, baseline
distances, and dynamic acceleration profiles. Finally, Chapter 6 summarizes the conclusions

drawn from the study and outlines potential directions for future work.



Chapter 2

GPS L1 Overview

2.1 Introduction

The GPS L1 Coarse/Acquisition (C/A) signal is a civilian accessible signal broadcast by the
United States Global Positioning System to enable receivers to determine position, velocity, and
time. As the original GPS signal, the L1 C/A signal represents one of the longest continuously
operating GNSS signals in service [13]. The signal is transmitted by a constellation of at least
24 operational satellites (typically comprised of over 30 active satellites) orbiting the Earth

[14]. It is centered at the L-band frequency of 1575.42 MHz.

2.2 GPS L1 Signal Structure

The GPS L1 C/A signal consists of three primary components that are combined through mod-
ulation: a carrier wave, a ranging code, and navigation data. The carrier provides the base for
radio frequency transmission, the ranging code enables precise time measurements for distance
estimation, and the navigation data conveys satellite ephemeris and timing information required
for positioning. Each of these components plays a critical role in enabling accurate positioning.
This chapter describes the structure and function of each component, as well as the rationale
behind their inclusion in the overall GPS L1 signal design. Figure 2.1 illustrates the spectrum

of the GPS L1 signal spectrum [1].

2.2.1 Carrier Wave

The carrier wave is a sinusoid that enables the transmission of the GPS L1 signal through

space. It serves as the medium for both the ranging code and navigation data to propagate to
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Figure 2.1: GPS L1 signal spectrum [1]

Earth’s surface. This carrier is centered at a frequency of 1575.42 MHz, which lies within the
L-band of the electromagnetic spectrum. All fundamental GPS frequencies are derived from a
common reference frequency of 10.23 MHz. Specifically, the L1 carrier frequency is generated
by multiplying this reference by 154 [15]. It is important to note that the carrier wave itself
does not contain decodable information. At 1575.42 MHz, the signal can effectively penetrate
the ionosphere and troposphere with relatively low distortion. However, the higher frequency
also limits penetration through solid structures, making reliable indoor positioning using GPS
alone challenging [16].

Due to the relative motion between satellites and receivers, the carrier signal experiences
a Doppler shift. This frequency shift is proportional to the line-of-sight velocity between the

satellite and receiver and is a key observable used in determining receiver velocity.

2.2.2 PRN Code

The GPS L1 signal employs code division multiple access (CDMA), allowing multiple satellites
to transmit on the same center frequency while remaining distinguishable by the receiver. This

is achieved by assigning each satellite a unique pseudorandom noise (PRN) code. A receiver



identifies individual satellites by correlating the received signal with locally generated replicas
of these PRN sequences.

The GPS L1 C/A PRN code is a binary sequence with values of 1 and is transmitted at a
nominal chipping rate of 1.023 megachips per second. Each sequence is 1023 chips in length,
resulting in a code period of 1 millisecond. This sequence repeats continuously, allowing re-
ceivers to perform continuous correlations for signal acquisition and tracking.

Although PRN codes resemble noise, they are deterministic sequences carefully con-
structed to mimic random behavior. The autocorrelation function exhibits a strong peak at
zero code delay while remaining small at non-zero delays. This correlation is not exactly zero
for non-zero delays, however, it is significantly smaller than the main peak. Likewise, cross-
correlation values between different PRN codes are not zero but remain sufficiently low to min-
imize interference between satellites sharing the same frequency band. Figure 2.2 illustrates

the typical autocorrelation and cross-correlation behavior of PRN sequences.

0.8 0.8

0.6 0.6

0.4 0.4

Normalized Correlation
Normalized Correlation

0.2 0.2

o

et A et NI A A by

.-1000 -500 0 500 1000 .-1000 -500 0 500 1000
Offset (chips) Offset (chips)

o

(a) PRN autocorrelation (b) PRN cross-correlation

Figure 2.2: Autocorrelation and cross-correlation of PRN codes

An important characteristic of the PRN autocorrelation function is that its main lobe is
confined to approximately 1 chip around zero delay. Outside this region, the correlation
values are small, which enables accurate code phase discrimination. This property is funda-
mental to Delay Lock Loop operation and is discussed further in Chapter 2. Figure 2.3 shows
a zoomed-in view of the autocorrelation function near zero delay.

Within the 1 chip region, the idealized autocorrelation function exhibits a triangular

shape. This linear region is particularly important for tracking, as it enables discriminators in
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Figure 2.3: Ideal PRN autocorrelation

code tracking loops to estimate timing errors between the real signal and the locally generated
replicas. Figure 2.4 shows the power spectral density (PSD) of the GPS L1 C/A signal, which
reflects the spread spectrum of the PRN modulation.

Further details on PRN code generation and structure can be found in the GPS Interface

Control Document (ICD) [17].

2.2.3 Navigation Data

The navigation data is a binary sequence that is modulated onto the GPS L1 signal. This data
stream contains the information required for a receiver to compute position, velocity, and time.
It is transmitted at a rate of 50 bits per second, corresponding to a bit duration of 20 millisec-
onds. Since the PRN code repeats every 1 millisecond, each navigation data bit spans 20 PRN
code periods. This relatively long duration allows the receiver to coherently integrate the signal
over multiple code periods, improving robustness to noise and aiding reliable data bit detec-
tion. Potential bit transitions within an integration period must be accounted for and managed

in tracking design.
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Figure 2.4: Power spectral density of GPS L1 C/A signal

The navigation message transmitted on the L1 C/A signal is referred to as the Legacy
Navigation (LNAV) message. It contains satellite ephemeris, clock corrections, system time,
and other parameters required for positioning. An overview of the LNAV message structure is
shown in Figure 2.5 [2].

The LNAV message has a hierarchical structure. A complete navigation message consists
of 25 frames, requiring 12.5 minutes to transmit, with each frame lasting 30 seconds. Each
frame is divided into 5 subframes of 6 seconds each. Every subframe contains 10 words, and
each word consists of 30 bits, resulting in 1500 bits per frame and 37,500 bits for a complete
message.

The most critical data for positioning is contained within subframes 1 through 3, which
include satellite ephemeris and clock correction parameters. This data enables precise satellite
position determination in the Earth-Centered, Earth-Fixed (ECEF) frame. Subframes 4 and
5 contain almanac data, which consists of orbital information for all satellites, which is not
strictly required for obtaining a position fix. Figure 2.6 illustrates the structure of an individual

subframe [2].
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Figure 2.6: GPS L1 subframe contents [2]



Each subframe begins with a preamble, a known bit pattern used for synchronization. De-
tection of this preamble allows the receiver to align with the navigation message and correctly
parse the transmitted data fields. Additionally, the handover word (HOW) contains the time
of week (TOW), which is essential for establishing precise timing. Accurate identification of
these elements is critical for decoding navigation data and extracting the parameters necessary

for positioning.

2.2.4  Signal Modulation

The GPS L1 signal is formed by combining the carrier wave, PRN code, and navigation data

through modulation. For the j™ satellite, the transmitted signal is expressed in Equation (2.1).

_ |« S . .
s =" 2P, DO CP(t)cos 2 fit+ () 2.1)

Where P\ ; is the signal power, DU)(t) represents the navigation data, C9(t) is the PRN
code, f is the carrier frequency, and U)(t) is the carrier phase. The PRN code and navigation
data are combined through an exclusive or (XOR) operation. The resulting composite signal
modulates the carrier using Binary Phase Shift Keying (BPSK) [18]. In BPSK, changes in the
sign of the modulating signal correspond to 180 degree phase shifts in the carrier. Figure 2.7 il-
lustrates the relationship between the individual signal components before and after modulation

[3].
2.3 Navigation

The ultimate objective of a GPS receiver is to compute an accurate estimate of its position,
velocity, and time solution. This process relies on combining raw measurements obtained from
the signal tracking loops with geometric information derived from the positions of the satellites
in view (specifically pseudoranges and pseudorange rates). This combination of signal-level
observations and system geometry ensures that the GPS receiver can maintain a continuous

and robust navigation solution.
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Figure 2.7: GPS L1 modulation scheme [3]

2.3.1 Pseudorange Estimate

The pseudorange provides the foundation for determining a receiver’s position in a GPS re-
ceiver. It is referred to as a pseudorange because it represents an approximate geometric dis-
tance between the receiver and a satellite, rather than a perfect one. This distinction arises
because the observable is affected by several sources of error and bias. The pseudorange in-
cludes the true geometric range as well as additional delays and clock offsets. A commonly

used model for the pseudorange is given in Equation (2.2).

W= pd) 4 D7D LMD ¢ § pd 4+ @ 2.2)

Where 1) and T represent the ionospheric and tropospheric delays, respectively, M @)
denotes multipath error, bW is the satellite clock bias, b\r is the receiver clock bias, and @
represents Gaussian noise. The constant ¢ denotes the speed of light in a vacuum. The subscript

()r refers to receiver (or user/rover) quantities. The term f4) represents the true geometric

range between the satellite and the receiver, which can be expressed as Equation (2.3).

q
p) = (x) &)+ (D PP+ @®  2)? (2.3)
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Where x3: y(j); z®)  are the satellite coordinates and (Rr; ¥ 2y) are the receiver coor-
dinates, both expressed in the ECEF frame. If the atmospheric delays, multipath effects, and

measurement noise are neglected, the pseudorange model simplifies to Equation (2.4).

AN =p0) ¢ f, p® (2.4)

This simplified form highlights that, in addition to the geometric range, the dominant
unknown in the pseudorange measurement is the receiver clock bias, which must be estimated
as part of the positioning solution.

A conventional GPS receiver may not directly measure the individual error components
present in a pseudorange observation. However, various modeling techniques and correction

algorithms have been developed to mitigate their effects [19].

2.3.2 Pseudorange Measurement

The pseudorange measurement is fundamentally based on the signal propagation time between
the satellite and the receiver. Specifically, it is computed from the difference between the
signal transmission time at the satellite and the reception time at the receiver, as shown in

Equation (2.5).

D=c tg W (2.5)

Where tR is the signal reception time according to the receiver clock, and tg) is the signal
transmission time according to the satellite clock. The time difference is multiplied by the
speed of light, C, to convert the propagation time into a distance measurement.

Since this measurement relies entirely on precise timing, clock accuracy is of critical im-
portance. GPS satellites are equipped with highly stable atomic clocks, and their timing is
continuously monitored and corrected by the GPS ground control segment. As a result, satel-
lite clock biases are typically small but must still be accounted for in the measurement model.

In contrast, commercial GNSS receivers employ significantly less precise oscillators due

to cost and size constraints. Consequently, receiver clock bias is typically much larger than
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satellite clock bias. However, this bias is common to all satellite measurements at a given
epoch and can be estimated as an additional unknown in the positioning solution. Further
details regarding the relationship between transmission and reception times are provided in the

Common Reception Time section.

2.3.3 Pseudorange Rate Estimate

While pseudoranges are used to estimate receiver position, their time derivatives, referred to
as pseudorange rates, are used to determine receiver velocity. Physically, the pseudorange rate
corresponds to the relative line-of-sight (LOS) velocity between the satellite and the receiver,
along with contributions from clock drift and measurement noise. A general model for the

pseudorange rate is given by Equation (2.6).

O =0 4 D4 TO 4 MD ¢ b, bD + @ £0) 4 b, + @ (2.6)

Where /[\(j) is the geometric range rate, LO, TO and MD represent the time derivatives

of ionospheric delay, tropospheric delay, and multipath error, respectively, b®) is the satellite
clock drift, Gr is the receiver clock drift, and (_j) 1S measurement noise.

The approximation comes from the fact that atmospheric delays and multipath effects vary
slowly with time, and satellite clock drift is tightly controlled by onboard atomic clocks and
ground segment corrections [20]. As a result, these terms are typically negligible compared to
the dominant error sources. The receiver clock drift, however, remains significant and must be
estimated as part of the solution.

An estimate of the pseudorange rate can be obtained by differentiating the geometric range

expression. This yields Equation (2.7).

. i i i A
/_\(J): x® g(_\r Uy + y& Qr Uy + z0) 2r uz +chy (2.7

15



Where x@);y®:z0) are the satellite velocities in the ECEF frame, Xr;{y;2 are the
receiver velocity estimates, and (Uy; Uy; U,) are the components of the line-of-sight unit vector
from the receiver to the satellite. The LOS unit vector components are given by Equation (2.8).
X(J) kr ) y(J) 9[, Z(J) Z\r

o WE gy U=

Ux = )

(2.8)

Where £0) is the geometric range defined in Equation (2.3).

2.3.4 Pseudorange Rate Measurement

Pseudorange rate is typically measured using the Doppler shift observed at the receiver. This
shift arises from the relative motion between the satellite and the receiver along the line-of-
sight. As the distance between the satellite and receiver changes, the received carrier frequency
deviates from its nominal value. The pseudorange rate measurement is expressed in terms of

the observed Doppler frequency in Equation (2.9).

. c . .
~0) = f_Llf(_?) = LfP (2.9)

Where T ; is the nominal carrier frequency of the GPS L1 signal (1575.42 MHz), fd(i) is
the measured Doppler frequency shift for the j satellite, C is the speed of light, and |1 = fcﬁ
is the carrier wavelength. For the GPS L1 C/A signal, the carrier wavelength is approximately
19 centimeters. The negative sign in Equation (2.9) reflects the convention that a positive
Doppler shift (increasing received frequency) corresponds to a decreasing range between the
satellite and receiver.

In practice, the Doppler frequency is estimated within the carrier tracking loop of the

receiver. This measurement provides a direct estimate of the line-of-sight range rate, making it

a crucial observable for velocity determination in GPS systems.
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2.3.5 Least Squares

Least squares is a mathematical estimation technique used to determine a “best fit” solution
from a set of measurements. In the context of GPS, it is used to combine the modeled esti-
mates and measured outputs from the tracking loops to determine the receiver state. This is
accomplished by minimizing the sum of the squared residuals, which represent the difference
between measured and estimated values.

To estimate a receiver’s position, velocity, and clock states, a minimum of four satellites
is required. In practice, more measurements than unknown states are available, resulting in an
overdetermined system. The measurements used in this framework consist of pseudoranges and
pseudorange rates from each satellite. The receiver state vector is defined in Equation (2.10).

T
2= % & 9 O & & b, o (2.10)

This includes the user’s position (Xr, Y, 2y), velocity (gr, Qr, ﬁ_\r), clock bias (Cb\r), and
clock drift (cby).

Due to the nonlinear nature of the pseudorange and pseudorange rate equations, an itera-
tive solution such as the Newton-Raphson method is required. This approach uses a first order
Taylor series expansion to linearize the measurement equations about the current estimate of
the receiver state. The linearization is performed by computing the Jacobian of the measure-
ment model with respect to the state variables, which introduces the line-of-sight unit vectors
defined in Equation (2.8). This results in the observation matrix shown in Equation (2.11).

2 3

u 0O O u 0 O u 0O OoOIO
H=8 y ’ £ @2.11)
0

uc 0 0 u, 0 0 u, 0 0 I

Where the unit vectors are column vectors with each row corresponding to a different
satellite. The 0 and I entries represent column vectors of zeros and ones of appropriate dimen-

sion.

17



Since least squares estimates the correction between the true state and the current esti-
mate, the state update is expressed in terms of error states. These error states are shown in

Equation (2.12).

T
A N

= Ry gr Yr Yr pas 2r Cf)\r chy (2.12)

Equation (2.13) exhibits the linearized measurement model mapping the state error to the

measurement residuals.

Y=H % 2.13)

The measurement residual vector, given by Equation (2.14), is formed using the difference
between measured and estimated pseudorange and pseudorange rate values for m number of

available satellites.

S0 A

Lm)  Am)
Y = (2.14)
RO

~m)  \m)

In the absence of prior knowledge, the state vector can typically be initialized to zero,
corresponding to the center of the Earth in the ECEF frame. Despite this coarse initialization,
the Newton-Raphson method typically converges to the correct solution due to the geometry of
the satellite constellation, although a secondary unintentional solution may exist.

Once the matrices have been constructed, the least squares solution for the state correction

is given by Equation (2.15).

R=(HTH) HTY (2.15)

The state estimate is then updated as shown in Equation (2.16).
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=% + R (2.16)

This process is repeated iteratively until convergence is achieved.

2.3.6 Common Reception Time

Several methods exist for formulating pseudorange measurements for position determination.
This work employs the Common Reception Time (CRT) method. An alternative approach is the
Common Transmission Time (CTT). However, CRT is more representative of real-time SDR
implementations and has been shown to produce more accurate pseudorange estimates [2].

In the CRT approach, a common signal reception time is established across all tracking
channels. This common receive time is then differenced with the individual transmission times
of each satellite to determine the signal time-of-flight. Multiplying this time-of-flight by the
speed of light yields the pseudorange measurement for each satellite.

Initialization of the CRT method begins with decoding the navigation message and iden-
tifying the first occurrence of the TOW for each channel. The earliest TOW epoch among all
channels is selected as a reference. An initial estimate of the receiver time is then formed by
adding an approximate propagation delay of 70 milliseconds to this reference. This estimate
reflects the typical signal travel time from GPS satellites to the Earth’s surface, which generally
ranges from approximately 68 to 80 milliseconds.

In this implementation, time-of-flight measurements are computed using sample-level tim-
ing. By differencing the common reception time with the corresponding transmission time for
each satellite (both expressed in samples), a sample offset is obtained. This offset is then di-
vided by the sampling frequency to convert the result into units of seconds.

For subsequent epochs, each channel tracks the number of samples elapsed over each
integration period. The receiver time is propagated forward by incrementing it according to the

predetermined integration period. Figure 2.8 illustrates the common reception time method [4].
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Figure 2.8: Common reception time schematic [4]

Conceptually, this method can be viewed as taking a snapshot of the sample counters

across all tracking channels at a given instant, enabling consistent timing alignment for pseu-

dorange computation.

2.4 Conclusion

This chapter provided an overview of the GPS L1 signal structure and introduced fundamental
concepts related to the GNSS constellation. The signal components and the locally gener-
ated replicas required for signal modulation and tracking were also described. In addition, the
navigation framework necessary for obtaining position solutions was presented, including the
distinction between estimated and measured pseudoranges and pseudorange rates. Finally, the
process of reconstructing pseudoranges within a software-defined receiver was discussed, es-

tablishing the foundation for the receiver implementation and analysis presented in subsequent

chapters.
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Chapter 3

SDR Architecture and Advanced Receiver Design

Software-defined receivers provide a flexible platform for rapid prototyping and development
of algorithms in the GPS receiver domain. Unlike traditional hardware receivers, SDRs are
not limited by real-time processing requirements, which allows for faster experimentation and

testing of advanced signal processing techniques.

3.1 Front-End

Commercial GPS receivers contain a section called the front-end, which serves as the interface
between the antenna and the digital signal processing stages of the receiver. Its primary goal is
to transform the radio frequency (RF) signal transmitted by GPS satellites into a form that can
be reliably sampled and processed.

The incoming GPS signals are transmitted in the L-band (1575:42 MHz). However, signals
at such high frequencies are not readily available for digitization. Therefore, the front-end
performs frequency downconversion, typically using a mixer and a local oscillator, to translate
the RF signal to a lower intermediate frequency (IF) or directly to baseband. This process
preserves the signal’s modulation while making it compatible with the sampling capabilities of
an Analog-to-Digital Converter (ADC).

At the time of reception, the GPS signal power is extremely weak due to the large propa-
gation distance. A typical received signal power at the Earth’s surface is approximately 10 16
watts, which lies below the thermal noise floor [21]. As a result, the front-end must include

a low-noise amplifier (LNA) to boost the signal strength while introducing minimal additional

21



noise. The noise performance of this stage is critical, as it directly impacts the receiver’s sensi-
tivity and ability to detect the signal.

In addition to amplification, the front-end incorporates bandpass filtering to limit the fre-
quency range of the incoming signal. This helps suppress interference, including signals from
other communication systems and environmental noise sources. Proper filtering improves the
signal-to-noise ratio (SNR) and prevents unwanted spectral components from corrupting the
digitized signal [2].

Finally, the analog signal is sampled by the ADC at an appropriate rate determined by
the chosen IF or baseband. The result is a digital representation of the GPS signal that can be
further processed by acquisition and tracking algorithms to extract navigation data. Overall,
the front-end plays a crucial role in enabling reliable GPS reception by performing amplifica-
tion, filtering, and frequency translation on extremely weak signals in a noisy environment. A

generic block diagram of the front-end operations is provided in Figure 3.1.

Antenna

Sampling
Gain

Figure 3.1: Receiver front-end schematic

This schematic displays the use of a Bias Tee which is only necessary when using an active

antenna, as it needs power to operate.

3.1.1 In-Phase and Quadrature (IQ) Data

After the RF signal has been amplified, filtered, and downconverted by the front-end, it is typi-
cally represented in the form of In-Phase (I) and Quadrature (Q) components. 1Q data provides
a convenient complex baseband representation of the signal, preserving both amplitude and

phase information, which are essential for GPS signal processing.
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The downconversion process mixes the incoming signal with two locally generated carrier
signals that are 90 degrees out of phase. Specifically, the received signal is multiplied by a
cosine wave to produce the in-phase component and by a sine wave to produce the quadrature

component. This is expressed mathematically in Equation (3.1).

1(t) =r(t)cos(2 f.t); Q(t) =r(t)sin(2 f.b); (3.1)

The received RF signal is denoted as r(t) and f; is the carrier frequency of the local
oscillator. After low pass filtering, these components form the complex signal shown in Equa-

tion (3.2),

s(t) = 1(t) +jQ(D); (3.2)

Using imaginary units, J correspond to 1. 1Q data can be represented using a variety
of numerical formats. However, the data utilized in this thesis is stored as int 16, with 8 bits
allocated to the in-phase component and 8 bits to the quadrature component. In this form, 1Q

data provides a compact and efficient representation of the received GPS signal.
3.2 Acquisition

Once the incoming signal has passed through the front-end and been digitized, the first step in
an SDR is the acquisition phase. This segment is responsible for determining which satellites
are in view of the receiver. It accomplishes this by utilizing either sequential techniques, or
frequency techniques. The idea behind acquisition is to correlate the incoming signal data
against expected replicas of each channel. The end goal of these correlations is to provide a
sufficiently close approximation of the code phase and Doppler frequency of a given channel.
These approximations are used to kick off the tracking loops with sufficient accuracy to allow
pull-in. Since the individual PRN sequences of each channel is known, a successful acquisition
using that PRN lets the user if that specific satellite is in view.

Using the signal knowledge outlined Chapter 2, it is known that the GPS L1 signal is com-

prised of three main components, the carrier wave, the code sequence, and the data message.
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The acquisition phase generates all the possible carrier waves over a certain Doppler range and
all the possible code shifts over the code phase range. While testing each of these combinations,
if the Doppler and code phase guess is approximately close to truth, this will result in a high
valued correlation spike. A large correlation value indicates a high probability that satellite
is in view. If the estimates are not sufficiently close, this will result in correlation noise. For
the code sequence, the PRN vector is upsampled to accommodate the sample frequency of the

receiver’s front-end. Figure 3.2 provides a look at typical acquisition planes.
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(a) Unsuccessful acquisition (b) Successful acquisition

Figure 3.2: Acquisition planes of PRN codes

Figure 3.2a exhibits an unsuccessful acquisition of satellite 1, whereas Figure 3.2b exhibits
a successful acquisition of satellite 31. Note the peak in Figure 3.2b corresponds to a specific
Doppler and code delay value, these are the values provided to the tracking loops.

If a navigation bit flips during the acquisition process, the resulting plane will appear to be
only noise. In this scenario, it is essential to check an additional section of data. Alternatively,
acquisition integration periods can span up to 20 milliseconds, which is the length of a navi-
gation bit. If the bit does flip in this period, the acquisition process can still complete 19 other
successful acquisitions.

To determine if the satellite is acquired, a common method is utilized where the peak value
of an acquisition plane is divided by the noise floor. The noise floor is the average of all other
correlation values on the acquisition plane. The ratio of these produces a value referred to as
a peak metric, which can be compared to a predetermined threshold to check for successful
acquisitions.
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Figure 3.3: Various integration period peak metrics

In Figure 3.3, a threshold value of 50 is utilized. This is a tunable parameter that can
change depending on time of acquisition, sample frequency, and signal environment. Notice
how only 7 satellites reach the desired threshold correlating with 1 millisecond of data, how-
ever, 10 satellites are acquired using 20 milliseconds. Utilizing 20 milliseconds provides much
higher peak metrics, providing an additional level of certainty the satellite is acquired correctly.

The acquisition plane for a 20 millisecond acquisition segment is provided in Figure 3.4.
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Figure 3.4: 20 millisecond acquisition plane
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Notice the much higher and distinct correlation peak as opposed to Figure 3.2b. The longer
acquisition processes refines the estimate of Doppler and code phase which in turn will help
the tracking loops obtain lock faster.

Many algorithms exist to accomplish the acquisition segment of an SDR. This thesis de-

tails two of the most common implementations.

3.2.1 Serial Search Algorithm

The first and easiest to comprehend method of acquisition is called the serial search algorithm.
This algorithm performs an exhaustive search over two key unknown parameters in the received
GPS signal, the Doppler frequency shift and the code delay (or code phase). Since both of
these parameters are initially unknown, the receiver must test a grid of possible combinations
to determine whether a satellite signal is present.

The algorithm divides the Doppler and code delay search spaces into discrete intervals,
commonly referred to as bins. For the Doppler dimension, typical search ranges for a static
receiver are on the order of 5000 Hz, with bin sizes of approximately 500 Hz. This results in
a finite number of frequency guesses that account for relative motion and receiver clock drift
offsets. For receivers assumed to be in motion, a wider Doppler search range such as 10000
Hz is often used to accommodate higher relative velocities. When time is not a critical factor,
even smaller search bins can be utilized to achieve a more refined estimate of the Doppler
frequency.

In the code phase dimension, the receiver searches over all possible alignments of the PRN
code. Since the GPS C/A code has a length of 1023 chips, the receiver must test all possible
delays from 0 to 1022 chips.

The serial search algorithm proceeds by selecting a Doppler bin and a code delay bin,
generating a local carrier and code replica corresponding to those parameters, and then corre-
lating this replica with the incoming signal. The correlation operation measures the similarity
between the received signal and the local replica. If the chosen Doppler and code delay match

the true signal parameters, the correlation output will exhibit a significant peak.
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The algorithm evaluates this correlation metric for each pair of Doppler and code delay
bins in a sequential manner. If the correlation magnitude exceeds a predefined detection thresh-
old, the receiver declares that a satellite signal has been acquired at that particular Doppler and
code phase. Otherwise, the search continues until all combinations have been tested.

While conceptually simple and straightforward to implement, the serial search algorithm
is computationally expensive due to its exhaustive nature. The total number of search points is
the product of the number of Doppler bins and code delay bins, which can be quite large.

Despite its inefficiency, the serial search algorithm is valuable as a baseline method and
is often used in educational contexts to illustrate the fundamental principles of GPS signal

acquisition. Figure 3.5 provides a schematic of the serial search process.
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Figure 3.5: Serial search algorithm schematic
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3.2.2  Parallel Code Search Algorithm

A substantial improvement over the serial search approach is the parallel code search algorithm,
which significantly reduces acquisition time by evaluating all possible code delays simultane-
ously for a given Doppler frequency. Instead of exhaustively searching both the Doppler and
code phase dimensions in a nested loop, this method leverages efficient frequency domain pro-
cessing to parallelize the code phase search.

As in the serial search algorithm, the Doppler search space is divided into discrete bins.
However, for each Doppler bin, the receiver computes correlations for all possible code delays

at once using the Fast Fourier Transform (FFT). This dramatically reduces the computation
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time associated with the code phase search. Figure 3.6 illustrates the structure of the parallel
code search algorithm, highlighting the use of FFT and Inverse Fast Fourier Transform (IFFT)

blocks to compute correlations across all code phases simultaneously.
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Figure 3.6: Parallel code phase algorithm schematic

The output of the IFFT is a vector whose indices correspond to different code phase hy-
potheses, and whose magnitudes indicate the correlation strength. A prominent peak in this
vector indicates the correct code delay for the current Doppler bin. The process is then re-
peated for each Doppler bin until a valid detection is made.

However, the algorithm still requires iteration over all Doppler bins, and its performance
depends on the resolution of the Doppler search grid. Despite this, the parallel code search
algorithm represents a widely used and practical solution for GPS signal acquisition due to its

balance between complexity and performance.
3.3 Scalar Tracking

At a high level, scalar tracking operates by correlating locally generated signal replicas with
the incoming GPS signal. The objective is to align these replicas as closely as possible with the
received signal in both code phase and carrier phase. Perfect alignment implies that the receiver
has accurately predicted the structure of the incoming signal, allowing it to effectively remove,
or “wipe off”, the PRN code and carrier components. This process isolates the underlying
navigation message, enabling ephemeris decoding and subsequent position computation. A
block diagram of the scalar tracking loop is shown in Figure 3.7.

As illustrated in Figure 3.7, scalar tracking consists of two primary feedback loops cor-

responding to the two main modulated components of the GPS signal. These components are
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Figure 3.7: Scalar tracking architecture

refereed to as the code and the carrier. These are typically implemented as a Delay Lock Loop
(DLL) for code tracking and a Phase Lock Loop (PLL), and/or Frequency Lock Loop (FLL),
for carrier tracking. Both loops must operate in coordination to maintain accurate alignment of
the locally generated replicas with the incoming signal.

Using the coarse estimates of code delay and Doppler frequency obtained during acqui-
sition, the tracking loops are initialized and begin refining these parameters. As tracking pro-
gresses, the receiver continuously extracts measurements such as pseudorange and pseudorange
rate. These measurements are passed to an external navigation module, or “Navigator”, which
computes the receiver’s position, velocity, and time solution. A more detailed view of the

internal operations of scalar tracking is shown in Figure 3.8.
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Figure 3.8: Scalar tracking operations

Within the tracking loop, numerically controlled oscillators (NCOs) generate local replicas
of the carrier and code signals based on the current parameter estimates. These replicas are

multiplied with the incoming signal (typically in IQ form), producing correlation values that
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represent how well the replicas align with the received signal. The resulting correlator outputs
are then passed to discriminators, which compute error corrections for both code phase and
carrier phase/frequency.

These error signals are filtered by loop filters to produce updated estimates of the code
and carrier frequency. The updated parameters are fed back into the NCOs, closing the loop
and enabling continuous refinement at each epoch. This iterative process allows the receiver to

maintain lock on the signal.

3.3.1 NCO Replicas

The feedback produced by the tracking loop, from the discriminators and loop filters, drives the
numerically controlled oscillators, which are responsible for generating local signal replicas.
These replicas form the receiver’s best estimate of the incoming signal and are continuously
updated to maintain alignment in both code phase and carrier phase.

The NCOs operate using the current estimates of observables such as code delay, carrier
phase, and Doppler frequency. Their outputs are deterministic signal vectors that are intended
to match the structure of the received GPS signal as closely as possible. Accurate replica
generation is critical, as even small mismatches directly degrade the correlation process and,

consequently, tracking performance.

Code NCO

The code NCO generates three time shifted replicas of the PRN sequence corresponding to the
Early (E), Prompt (P), and Late (L) correlators. The prompt replica represents the receiver’s
best estimate of the true code phase alignment. The early and late replicas are offset versions of
the prompt, shifted forward and backward in time, respectively. For GPS L1 C/A signals, the
early and late replicas are typically spaced at 0:5 chips relative to the prompt. This spacing
is chosen to match the linear region of the code discriminator’s response, enabling accurate

estimation of code phase error.
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Carrier NCO

The carrier NCO generates two orthogonal carrier replicas, represented as an in-phase (cosine)
component and a quadrature (sine) component. These signals represent the receiver’s current
estimate of the incoming carrier’s Doppler frequency and phase. The orthogonality of these
components preserve both amplitude and phase information. Accurate carrier replica genera-

tion is essential for coherent integration and precise phase tracking.

Correlation Process

Each of the three code replicas (E, P, L) is combined with both carrier replicas (I and Q),
resulting in six correlator branches: 1E, IP, IL, QE, QP, and QL. These signals are passed
through an integrate-and-dump operation over a coherent integration interval T, producing dis-
crete correlation values at each epoch. The theoretical model for these correlator outputs is

given by Equation (3.3) [22].

IE(K) = AR( + )D(K)cos( ForeT + err) + 1£(K)
IP (k) = AR( ) D(K) c0S( ForeT + orr) + 1p(K)

ILKK) = AR(  )D(K)cos( ForrT + err) + 10(K)

QE(k) =AR( + )D(K)sin( ferrT + err) + qe(k)

QP (k) = AR( ) D(K)sin( ferrT + err) + or(K) o

QL (k) = AR( )D(K)sin( forr T + o) + oL(K)
sin( ferr T)

( fereT)
=N(0;1)

o M
A= 2TC=Nj

In this formulation, R( ) is the PRN autocorrelation function evaluated at code phase offset

, D(K) is the navigation data bit, ., is the residual frequency error, . is the carrier phase
error, and represents additive Gaussian noise. The variable represents the chip shift offset
between Early, Prompt, and Late replicas. When the tracking loops converge, the residual

errors , Te, and . approach zero. In this condition:
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* The prompt in-phase component I P contains the navigation data D(K) scaled by signal

amplitude.

* The prompt quadrature component QP converges to zero mean noise, indicating proper

carrier phase alignment.

* The early and late correlators (1E, IL, QE, QL) exhibit reduced amplitude due to the

offset from perfect code alignment, consistent with the PRN autocorrelation function.

These relationships form the basis for discriminator operation and provide the measure-
ments required for maintaining lock. Figure 3.9 illustrates the correlator outputs under code

and carrier locked tracking conditions.
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Figure 3.9: Correlator outputs during code and carrier lock

3.3.2 Discriminators

Discriminators are fundamental components of GPS tracking loops, designed to quantify the
misalignment between locally generated replicas and the incoming signal. Using the set of
correlator outputs (Early, Prompt, and Late in both in-phase and quadrature components), dis-

criminators generate error signals that drive the feedback loops toward proper alignment. These
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error signals are then filtered and used to update estimates of code phase, carrier phase, and car-
rier frequency.

In scalar tracking, three primary discriminator types are employed. Explicitly, the Delay
Lock Loop, Phase Lock Loop, and Frequency Lock Loop, with each corresponding to a specific

signal parameter [5].

Delay Lock Loop (DLL) Discriminator

The DLL discriminator estimates the error in code phase alignment. Among the many avail-
able implementations, the scalar portion of this work adopts the normalized Early-Minus-Late

(EML) discriminator, given by Equation (3.4).

_Sg(l E2 + QE?) 20 L2+ QL?)

5P P (3.4)
(IE2+ QE?) + (ILZ+QL?)

DLL —

This is a non-coherent discriminator, meaning it does not rely on carrier phase lock and can
operate effectively even when the PLL is not yet fully converged. The normalization removes
dependence on signal amplitude, eliminating the need for additional scaling and making the
output robust to signal power variations and navigation data bit transitions.

Ideally, the discriminator output exhibits a linear relationship with respect to code phase
error, enabling a one-to-one mapping between error and correction. However, this linear region
is limited to approximately 0:5 chips. The full pull-in range extends to roughly 1:5 chips,
with values beyond that returning irrelevant information. The characteristic response of the

DLL discriminator is illustrated in Figure 3.10.

Phase Lock Loop (PLL) Discriminator

The PLL discriminator estimates the carrier phase error between the received signal and the

local oscillator. This work employs the Costas loop discriminator, expressed in Equation (3.5).

arctan -
PLL — 2— (3.5)
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Figure 3.10: DLL discriminator output

Where IP and QP are the in-phase and quadrature prompt correlator outputs. The Costas
discriminator is particularly well suited for GPS applications because it is insensitive to naviga-
tion data bit transitions. A navigation bit flip introduces a 180 degree phase shift in the carrier,
which would disrupt a conventional PLL. The Costas loop inherently removes this ambiguity,
enabling stable tracking in the presence of data modulation.

The discriminator exhibits an approximately linear response within a 90 degree phase
error range. Beyond this region, phase ambiguity arises. The PLL discriminator response is

shown in Figure 3.11.

Frequency Lock Loop (FLL) Discriminator

The FLL discriminator estimates the carrier frequency error, providing robustness in dynamic
conditions where phase tracking alone may be insufficient. FLLs are less sensitive to rapid
dynamics than PLLs and are often used during initial tracking or in high dynamic scenarios.
However, since the FLL does not provide phase alignment, it cannot independently support
navigation message decoding and is typically used in conjunction with a PLL. The FLL dis-

criminator implemented in this work is given by Equation (3.6).
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Figure 3.11: PLL discriminator output

__arctan 2(cross; dot)
FLL — T

cross = IP,QP, 1P,QP; (3.6)
dot = IP; 1P, + QP,QP,

Where IP1; QP; and 1 P;; QP, represent prompt correlator outputs from two consecutive
halves of the integration period, and T is the coherent integration time. This discriminator
effectively measures the change in carrier phase over time, which corresponds to frequency
error.

As with other discriminators, a linear input-output relationship is desired, but practical
limitations exist. The discriminator response depends on the integration period. Shorter in-
tegration times allow tracking over a wider frequency error range, while longer integrations
improve noise performance but reduce the unambiguous range. Additionally, the periodic na-
ture of the arctangent function introduces multiple instances of zero output correction, which
can lead to false frequency locks. The response of the FLL discriminator for a 20 ms integration

period is shown in Figure 3.12.

35



-10 |

201

Frequency Error Output (Hz}

-30 |

-40 |

50 s /
-100 -50 0 50 100

Frequency Error Input (Hz)

Figure 3.12: FLL discriminator output for 20 ms integration period

Overall, discriminators provide the essential error corrections that enable closed loop

tracking. Their design directly impacts the stability, accuracy, and robustness of the receiver.

3.3.3 Filters

Loop filters play a critical role in GPS tracking performance, as they determine how effectively
the receiver can balance allowable noise intake with the ability to follow signal dynamics. In
general, higher order filters provide improved tracking of high dynamic signals, while lower
order filters offer greater noise robustness. The choice of loop bandwidth is equally important,
as it governs the trade off between responsiveness and noise rejection. Typically, bandwidths
are selected based on expected signal conditions and dynamic uncertainty.

In GPS L1 tracking loops, the filters act as compensators that transform the phase error
discriminator outputs into estimates of code and carrier frequency. In essence, these filters
serve as low pass filters that attenuate noise in the correlator outputs to accurately represent

underlying signal dynamics [5].
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DLL Filter

The DLL implemented in this work uses a second order loop lIter with carrier aiding. Car-

rier aiding improves code tracking performance by leveraging the fact that most of the signal
dynamics are re ected in the carrier phase, which is tracked more precisely by the PLL. By
incorporating carrier information, the DLL can maintain accurate code phase alignment even

under dynamic conditions. The Iter structure is described by Equation (3.7).

fCOde:fC+ %(V(Jr) +V() )+a2! ot puw *+ f carrier
(3.7)

v =vO T o9)+ ;s

Where f, denotes the nominal code frequency (1.023 MHZ), and ") represent the a
priori and a posteriori states of the loop (the accumulated velocity portios), is the dis-
criminator output, and is the ratio of the nominal code frequency to the L1 carrier frequency.
The carrier aiding term f4ier provides a scaled contribution from the carrier tracking
loop, improving robustness to dynamics. Parameters such asch! 4o are loop design con-
stants that determine the natural frequency and damping characteristics of the Iter and are
typically selected based on standard loop design tables [5]. A block diagram of this lter is

shown in Figure 3.13.

Figure 3.13: Second order DLL lIter with carrier aiding [5]

FLL-Assisted PLL Filter

For carrier tracking, this work employs a combined third order PLL with a second order FLL,
commonly referred to as an FLL-assisted PLL. This structure allows both loops to operate

cooperatively, improving robustness during initial tracking and under high dynamics.
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The FLL provides the frequency alignment and is particularly effective during signal ac-
quisition and in high dynamic scenarios. The PLL, on the other hand, provides precise phase
tracking once the signal is suf ciently stable. By combining the two, the receiver bene ts from
both robustness and precision.

An important feature of this combined lIter is its adaptability. If the bandwidth of either
the PLL or FLL is set to zero, the other loop effectively assumes full control. It is common to
rely on the FLL during initial lock and transition to PLL dominant tracking for re ned phase

estimation. A block diagram of this Iter is shown in Figure 3.14.

Figure 3.14: Third order FLL-assisted-PLL lIter [5]

Overall, the use of appropriately designed loop lters is essential for maintaining stable
and accurate tracking performance, particularly in challenging environments with low signal

power and high receiver dynamics.

3.3.4 Carrier-to-Noise Density Estimation

An estimate of the carrier-to-noise density ratio (G¥IS essential for gauging signal quality in

GPS receivers. There are a wide variety of methods for estimating k&l serve purposes

for many different applications [23] [24] [25]. In this work, a non-coherent, moment based
estimator is implemented using prompt correlator outputs. The method employs recursive ex-
ponential smoothing to estimate both signal and noise power components. The instantaneous

signal power is given by Equation (3.8).
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A(k) = (IP(K)) *+(QP (k) ? (3.8)

This quantity represents the combined contribution of signal and noise power of the prompt
correlator output. The total received power, denotedasskestimated using a rst order in -

nite impulse response (lIR) Iter in Equation (3.9).

AK) +AK 1)
2

Pc(k) =Pk 1)+ P ok 1) (3.9)

Where is a smoothing factor (0 < 1). The value of controls how the estimator
behaves. Smaller values produce smoother estimates with less noise, but they respond more
slowly to changes in the signal. Larger values respond more quickly, but introduce more noise
into the estimate. The noise powet B estimated using the squared difference of successive

signal magnitudes, as shown in Equation (3.10).

Pa(k)=Pn(k 1)+ pA(k) pA(k 1) i Pk 1) (3.10)

This formulation is based on the assumption that the signal amplitude varies slowly be-
tween consecutive epochs, implying rapid uctuations in the magnitude are primarily due to
noise. The squared difference term provides an approximation of the noise variance. The

carrier-to-noise density ratio is computed and converted to a unit of dB-Hz in Equation (3.11).

Pc(k)

CENo(K) = 10109, P 0T

(3.11)

The implemented non-coherent estimator relies only on the prompt correlator outputs and
avoids unnecessary carrier phase estimation. The method offers a favorable trade off between
computational complexity and estimation accuracy, making it suitable GPS receiver applica-

tions.
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3.4 Vector Tracking

Vector tracking has emerged as a robust alternative to traditional GPS signal processing, signif-
icantly enhancing receiver performance in challenging environments. In a conventional scalar
tracking architecture, each channel operates as an independent entity, utilizing local loop Iters
to track the code and carrier phase of a speci c satellite signal. In contrast, vector tracking
couples all available channels through a centralized EKF navigation processor.

In this framework, the EKF does not solely estimate the navigation solution, its PVT
estimates drive the local NCOs. This coupling provides a collective processing gain, channels
with high carrier-to-noise density ratios dominate the EKF, allowing the receiver to maintain
or converge tracking on weaker signals that would otherwise result in a loss of lock in scalar
mode [26] [27].

However, the transition to vector processing introduces an initialization dependency. The
EKF requires an accurate initial estimate of the receiver's position, velocity, and clock states,
alongside valid satellite ephemeris data. Crucially, precise time initialization is required to align
the local receiver clock with GPS time, ensuring that the predicted pseudoranges used in the
EKF accurately re ect the physical signal propagation delay. Conventionally, these parameters
are obtained by operating the receiver in scalar mode until an acceptable navigation solution is
achieved. This requirement presents a “cold start” challenge. If a receiver is powered on in a
degraded environment, it may struggle to achieve the initial scalar lock necessary to transition
into the more robust vector mode. Figure 3.15 illustrates the vector processing architecture.

As shown, the traditional independent loop Iters are replaced by a Vector Delay Lock
Loop (VDLL) and a Vector Frequency Lock Loop (VFLL). These components calculate code
and carrier frequency commands directly from the EKF's navigation solution. When both code
and carrier are tracked using the EKF, the pair is referred to as a Vector Delay-Frequency Lock
Loop (VDFLL).

A critical implementation detail for SDRs is the synchronization of the integration period.

In this work, an integration time of 20 milliseconds is utilized, corresponding to the duration

of a GPS navigation bit. To prevent correlating over bit transitions, each channel must be
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Figure 3.15: Vector tracking architecture

synchronized to the navigation bit prior to entering vector mode, a task typically handled during

the scalar pre-initialization phase.

3.4.1 System Modeling and Matrix Initialization

This work utilizes a both constant velocity and constant acceleration models depending on re-
ceiver dynamics. For brevity, the following derivations are for the constant acceleration model.
The constant velocity can be obtained by omitting the acceleration terms. The state vector used

in the proposed receiver is shown in Equation (3.14) [2].

]
x= 8 % & 9 Y o2 %A B b (3.12)

Where 2; ¥\ ; 2 represents positiofl; '¥; % represents velocity, am} ; ¥, ;2 represents
N
acceleration. The termsﬁcand & represent the receiver clock bias and clock drift, respec-

tively. The system dynamics are governed by the state transition matrix A in Equation (3.13).

A= %iag(A pos?i Apos; Apos; Ackk)

2 3
01
0 1 (3.13)
Apos: 0 0 17:; Aclkzg g
00

00O
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The discrete time transition matrix F is obtained from the matrix exponential P*’= e
where T is the integration period in seconds. The state covariance matrix, P, is a diagonal

matrix containing the expected variances for each state.

P =diag 2, 2 2 22 2 20 20 20 2 1:21 (3.14)

’ X 1 y? y y z Al 2 b

The process noise covariance, Q, accounts for the uncertainty in the physical model and

clock instability. It is shown in Equation (3.15).

2 3
2 0 0 o0

0 2 0 0
0 0 Qs O
0 0 0 Q

(3.15)
2
I 2 3
20 8 6 T3 T2
—_ T4 T3 T2 — QSfT + Sg? SQT%
Q=8% 5 71 = T2
6 2

The Zand 2 values represents the variance associated with the expected dynamics and
clock stability, the matrices Qand Q. represent the kinematic and clock noise contributions,
respectively. The clock noise parametersaBd § are derived from the Allan variance coef -
cients (hy and hp) of the receiver's oscillator [2].

At the beginning of each tracking epoch, the system dynamics must be propagated in time

by one discrete time step. The time update of the EKF is shown in Equation (3.16).

X = FX (3.16)
P.i =FP/FT+Q
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3.4.2 Measurement Update and Innovation

The EKF measurement update bridges the gap between the predicted navigation state and the
raw signal observations. The measurement noise covariance matrix, shown in Equation (3.17),
is a diagonal matrix where each entry represents the variance of the pseudorange and pseudor-

ange rate measurements [2].

2 3
2.0 0 0 0
0o 2, 0 0 0
R= 0 0 2,- 0 0
0 0 0 2, 0
. : (3.17)
0 O 0 0 2
2 2
2 — code code .
2T2(C=Np)2 4T (C=Ny)?’
2 — carrier 2 2

_ T TZC=Ng)? = T(C=Ny)

Here, is a tuning scalar used to prevent the EKF from becoming overcon dent in the
pseudorange rate measurements, which often exhibit very low variance. The observation ma-
trix, H, was derived previously in Chapter 2.

The innovation vector Y represents the discrepancy between the EKF's prediction and
the actual signal tracking errors measured by the discriminators. The measurement innovation

vector is formulated in Equation (3.18).

(3.18)

Y = code DLL » ; carrier  FLL »

Where p . and g . are the outputs of their respective discriminator. This innovation

drives the correction of the state vector.
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Once all channels have completed their loop epochs and the necessary matrices have been
populated, the measurement correction step of the EKF can be completed. This update is shown

in Equation (3.19).

1

K=P,,H" HP, HT+R
Xir =Xy +KY (3.19)
Py =( KH)P 4
The superscript () denotes a priori state information prior to the measurement update,
while the superscript () denotes a posteriori information obtained after incorporation of the

measurement. The a posteriori state estimate represents the updated state vector and is used

directly as a position solution.

3.4.3 \Vector Delay Lock Loop

Following the EKF measurement update, the updated state vegtoriXused to project the
required NCO frequencies for the next epoch. The VDLL, shown in Equation (3.20), calculates

the code frequency command by determining the rate of change of the predicted pseudorange.

N1 Mk

3.20
codeT ( )

fCOdﬁ,<+1 = f Codénominal

The subscript, k + 1, denotes the estimated value at the next time step. Before computing
the code and carrier frequencies, the state vector must be temporarily propagated forward by

one time epoch to obtain these estimates.

3.4.4 \ector Frequency Lock Loop

Similarly to the VDLL, the VFLL determines the carrier frequency based on the estimated
pseudorange rate which is shown in Equation (3.21).

N

f carrier 1 — fie S (3.21)

carrier
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3.4.5 Theoretical Real-Time Implementation

Moving vector tracking from a post-processed software-de ned receiver to a real-time sys-
tem introduces several challenges. Unlike scalar tracking, which can easily run each satellite
channel independently, vector tracking relies on a centralized architecture. This requires fast
communication between the “front end” signal processing and the “back end” navigation. To
accommodate this, many GPS receivers use a System-on-a-Chip (SoC) design, which combines
a processor with FPGA hardware in a single unit [28].

In a real-time VDFLL implementation, processes are divided between hardware and soft-
ware to take advantage of their strengths. The FPGA is responsible for the high speed signal
processing tasks, such as generating the carrier and code replicas and executing correlations.
Since FPGAs can perform many operations in parallel, they are utilized for handling multi-
ple satellite channels at high data rates. The processor, on the other hand, is used to run the
EKF. Since the EKF requires complex matrix calculations, it is more ef ciently implemented

in software, typically using C++ on a CPU [29] [30].

3.5 Conclusion

This chapter presented a detailed discussion of software-de ned receivers and their overall ar-
chitecture. The internal operation of an SDR was examined from the initial reception of the
GPS signal through the generation of the nal navigation solution. In addition, the differences
between scalar and vector tracking architectures were discussed, highlighting their respective
advantages and implementation considerations. Finally, an overview of real-time vector pro-
cessing techniques was provided, establishing the basis for the advanced receiver processing

methods explored in later chapters.
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Chapter 4

Hot Start Vlector Tracking Algorithm Analysis

4.1  Algorithm Overview

The primary objective of the proposed algorithm is to enable rapid position estimation at a rover
receiver by bypassing the conventional initialization steps of acquisition, scalar tracking, and
navigation data decoding. In traditional implementations, these steps are required before vec-
tor tracking can be initialized. However, this process is time consuming and, more importantly,
unreliable in low C=N or high dynamic environments (precisely the conditions where vector
tracking is known to provide the greatest performance bene ts). If acquisition and scalar track-
ing fail to converge, vector tracking cannot be initialized, effectively preventing the receiver
from operating in the very scenarios where it is most advantageous.

To overcome this limitation, the proposed Hot Start Vector Tracking (HSVT) algorithm
leverages information provided by a base station receiver. The base station is assumed to have
already successfully completed acquisition, scalar tracking, and navigation data decoding, and
has resolved its own position. Within this framework, the rover receives observables from the
base station and uses this information to directly initialize vector tracking without requiring
any a priori knowledge of its own position, velocity, or time.

By doing so, the rover is able to immediately generate the same code and carrier replicas
used by the base station and begin correlating against its locally received signals. This effec-

tively emulates a hot start condition at the signal level, enabling rapid convergence to a position
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solution. The result is a system that is capable of providing a fast position x while main-
taining robustness in degraded signal environments and dynamic scenarios where traditional
initialization methods struggle.

It is assumed that the rover is located suf ciently close to the base station so that both
receivers observe the same set of satellites. Figure 4.1 provides a generic schematic of the
proposed simulation, illustrating the rover positioned at a speci ed baseline distance from the

base station.

Figure 4.1: Algorithm schematic

To illustrate the algorithm at the signal level, Figure 4.2 presents a similar schematic with
an additional detail. In this depiction, each receiver processes its own raw data streams, while
the base station explicitly transmits the carrier wave, PRN code, and navigation data directly to
the rover. This demonstrates that the base station provides all the information required for the
rover to reconstruct the signal tracking replicas, enabling immediate correlation with its own
received signal.

To illustrate an example use case, Figure 4.3 depicts a car exiting a tunnel. This sce-

nario highlights a practical application of the HSVT algorithm. While inside the tunnel, the
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Figure 4.2: Algorithm schematic with replicas

rover (car) is unable to receive satellite signals due to signal obstruction. Once the rover exits
the tunnel and establishes line-of-sight to the satellites, the HSVT algorithm can be initiated,

leveraging base station observables to immediately begin vector processing.

Figure 4.3: Car leaving tunnel schematic

A similar, lower dynamic use case could involve a pedestrian exiting a building, where
signal reception is initially obstructed and then obtained once achieving an open-sky environ-
ment.

The use of additional correlator spacings, in combination with an EKF based navigation
solution, enables the rover receiver to converge its estimated state vector to the true rover po-
sition. Due to the physical baseline separating the rover and the base station, the predicted

code phases derived from the base station observables do not perfectly align with the code
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phases observed at the rover. This misalignment introduces signi cant discrepancies between
the measured and estimated pseudoranges and pseudorange rates.

Since these discrepancies directly drive the measurement innovation in the EKF, incorpo-
rating additional correlator spacings becomes not only advantageous but essential, particularly

as baseline distances and receiver dynamics increase.

4.1.1 Extended Range DLLs

A key component of the HSVT algorithm is its modi ed DLL discriminator. Conventional GPS
receivers typically employ a non-coherent Early-Minus-Late (EML) DLL discriminator, which
limits the effective code error pull-in region to approximately 1:5 chips [5]. While suf cient
for adequately initialized receivers (or ones that undergo an accurate acquisition process), this
limited range is inadequate for the large signal uncertainties considered in this work.

To address this limitation, an alternative discriminator referred to as the Linear DLL dis-
criminator is utilized. An example of its code error input-to-output response is shown in Fig-

ure 4.4 [31] [32] [33] [34].

Figure 4.4: Extended range ideal DLL discriminator outputs
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The Flattop discriminator in this example uses a tap spacing vector from [ 4:5 : 0:5 : 4:5],
which produces a pull-in region of 5:5 chips. While effective, the Linear DLL provides
superior performance due to its near one-to-one relationship between code phase error input
and discriminator output. As illustrated in Figure 4.4, the pull-in region of this discriminator is
determined by the maximum tap spacing value. The primary trade off of extending the tap range
is computational, as increasing the number of taps requires additional correlator evaluations.

The Flattop response arises from the summation of all early and late correlator magnitudes
when forming the discriminator output, as shown in Equation (4.1). It can be interpreted as an
extension of the conventional discriminator, achieved by incorporating additional correlator
taps. Rather than relying on a single Early and Late replica pair, this approach utilizes a vector

of Early and Late correlators, effectively expanding the allowable maximum code error.

i ILE+QLE
K "TEZ+QEZ+ * T ILZ+QL?

T T

(4.1)

Here, k represents the total number of values in the tap spacing vector and i represents
the current tap spacing value of the summation interval. The Linear discriminator extends
this formulation by weighting each correlator contribution by its corresponding tap spacing, as

shown in Equation (4.2).

P -
Tk tap() TEZFQE? Y tap()” L7+ QL?
DLL = P p

P— —
w IEF+QEZ+ L, ILF+QL?

(4.2)

The Flattop discriminator saturates code error output at 1 chip of error outside the lin-
ear region. While this is suf cient for many conventional applications, it limits the feedback
available to the tracking loop and can result in slower convergence.

In contrast, the Linear discriminator signi cantly extends the linear operating region. This
is critical, as an ideal discriminator would exhibit a one-to-one relationship between input code
error and output response. Maintaining this linearity over a wider range enables faster conver-
gence to code lock and improves robustness under poor initialization conditions, particularly in

the presence of large position uncertainty.
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