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Abstract

Deep neural networks are increasingly being used to solve a wide range of machine

learning tasks. In this dissertation, I discuss several research projects I have worked on

at Auburn with the goal of understanding and improving deep learning architectures for

image classification, multi-agent spatiotemporal modeling, and likelihood-based generative

modeling.

(1) Despite excellent performance on stationary test sets, deep neural networks (DNNs)

can fail to generalize to out-of-distribution (OoD) inputs, including natural, non-adversarial

ones, which are common in real-world settings. In the second chapter of this dissertation,

we present a framework for discovering DNN failures that harnesses 3D renderers and 3D

models. That is, we estimate the parameters of a 3D renderer that cause a target DNN to

misbehave in response to the rendered image. Using our framework and a self-assembled

dataset of 3D objects, we investigate the vulnerability of DNNs to OoD poses of well-known

objects in ImageNet. For objects that are readily recognized by DNNs in their canonical

poses, DNNs incorrectly classify 97% of their pose space. In addition, DNNs are highly

sensitive to slight pose perturbations. Importantly, adversarial poses transfer across models

and datasets. We find that 99.9% and 99.4% of the poses misclassified by Inception-v3

also transfer to the AlexNet and ResNet-50 image classifiers trained on the same ImageNet

dataset, respectively, and 75.5% transfer to the YOLOv3 object detector trained on MS

COCO. (2) In the third chapter of this dissertation, we show that the covariance matrix

adaptation evolutionary strategy algorithm is much more effective than finite differences for

discovering adversarial poses of objects, outperforming finite differences in 94% of trials.

(3) Multi-agent spatiotemporal modeling is a challenging task from both an algorithmic

design and computational complexity perspective. Recent work has explored the efficacy of
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traditional deep sequential models in this domain, but these architectures are slow and cum-

bersome to train, particularly as model size increases. Further, prior attempts to model inter-

actions between agents across time have limitations, such as imposing an order on the agents,

or making assumptions about their relationships. In the fourth chapter of this dissertation,

we introduce baller2vec1, a multi-entity generalization of the standard Transformer that

can, with minimal assumptions, simultaneously and e�ciently integrate information across

entities and time. We test the effectiveness of baller2vec for multi-agent spatiotemporal

modeling by training it to perform two different basketball-related tasks: (1) simultaneously

forecasting the trajectories of all players on the court and (2) forecasting the trajectory of

the ball. Not only does baller2vec learn to perform these tasks well (outperforming a graph

recurrent neural network with a similar number of parameters by a wide margin), it also

appears to “understand” the game of basketball, encoding idiosyncratic qualities of players

in its embeddings, and performing basketball-relevant functions with its attention heads.

(4) In many multi-agent spatiotemporal systems, the agents are under the influence of

shared, unobserved variables (e.g., the play a team is executing in a game of basketball).

As a result, the trajectories of the agents are often statistically dependent at any given time

step; however, almost universally, multi-agent models implicitly assume the agents’ trajecto-

ries are statistically independent at each time step. In the fifth chapter of this dissertation,

we introduce baller2vec++2, a multi-entity Transformer that can effectively model coordi-

nated agents. Specifically, baller2vec++ applies a specially designed self-attention mask to

a mixture of location and “look-ahead” trajectory sequences to learn the distributions of sta-

tistically dependent agent trajectories. We show that, unlike baller2vec, baller2vec++ can

learn to emulate the behavior of perfectly coordinated agents in a simulated toy dataset. Ad-

ditionally, when modeling the trajectories of professional basketball players, baller2vec++

outperforms baller2vec by a wide margin.

1All data and code for the chapter are available at: https://github.com/airalcorn2/baller2vec.
2All data and code for the chapter are available at: https://github.com/airalcorn2/

baller2vecplusplus.
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(5) Order-agnostic autoregressive distribution (density) estimation (OADE), i.e., au-

toregressive distribution estimation where the features can occur in an arbitrary order, is

a challenging problem in generative machine learning. Prior work on OADE has encoded

feature identity by assigning each feature to a distinct fixed position in an input vector. As a

result, architectures built for these inputs must strategically mask either the input or model

weights to learn the various conditional distributions necessary for inferring the full joint dis-

tribution of the dataset in an order-agnostic way. In the sixth chapter of this dissertation, we

propose an alternative approach for encoding feature identities, where each feature’s identity

is included alongside its value in the input. This feature identity encoding strategy allows

neural architectures designed for sequential data to be applied to the OADE task without

modification. As a proof of concept, we show that a Transformer trained on this input

(which we refer to as “the DEformer”3, i.e., the distribution estimating Transformer) can ef-

fectively model binarized-MNIST, approaching the performance of fixed-order autoregressive

distribution estimating algorithms while still being entirely order-agnostic. Additionally, we

find that the DEformer surpasses the performance of recent flow-based architectures when

modeling a tabular dataset.

3All data and code for the chapter are available at: https://github.com/airalcorn2/deformer.
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Chapter 1

Introduction

Deep neural networks (also referred to as “deep learning models”) are a family of ma-

chine learning algorithms that use hierarchical compositions of functions to map inputs to

outputs [41]. The compositional design of deep neural networks allows them to exploit the

underlying structure of various high-dimensional inputs, such as images or natural language,

in ways that other machine learning algorithms cannot. For example, convolutional neural

networks (Figure 1.1) are designed to take advantage of two properties of images: (1) the

fact that pixels tend to be highly spatially correlated, i.e., knowing the color of one pixel tells

you a lot about the potential colors of its neighbors, and (2) the fact that visual concepts are

typically comprised of sub-concepts, e.g., a human face consists of two eyes, a nose, and

a mouth. In contrast, recursive neural networks (Figure 1.2) are designed around the hy-

pothesis that words and phrases in sentences have tree-like semantic relationships [112, 111],

with groups of words in the sentence forming noun phrases and verb phrases, for example.

Interestingly, the inductive biases introduced by various architectural design choices often

transfer to tasks other than the ones they were designed for—e.g., the attention mechanism

[43, 44, 131, 11], which was motivated by sequence learning tasks, is also useful for image

processing [92, 142, 31].

This adaptability of neural networks, combined with: (1) recent advances in computing

power and (2) access to much larger amounts of data than was previously available, has led

to rapid progress in the state-of-the-art for a wide variety of high-dimensional machine learn-

ing problems since the early 2010s [41]. However, with this adaptability comes challenges,

namely:
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Figure 1.1: A typical convolutional neural network displaying both the hierarchical design
common among deep learning architectures and the inductive biases encoded by convolu-
tional layers. Applying a convolution filter (here, a gray-outlined square overlaid on a portion
of the image or feature map) to an input is equivalent to multiplying the entire (flattened)
input by a single weight matrix, where: (1) the weight matrix is highly sparse and follows a
highly regimented sparsity pattern, and (2) non-zero parameters are shared across rows of the
weight matrix [32]. In practice, the inductive biases of convolutional neural networks make
them highly effective at both extracting low-level image features that are information rich,
and combining these extracted features to represent increasingly complex concepts [67, 74].
Image source: https://commons.wikimedia.org/wiki/File:Typical_cnn.png.

1. The same quality that allows deep neural networks to learn highly complicated func-

tions can also make them susceptible to unpredictable behavior when exposed to inputs

that are statistically divergent from the training data (but appear innocuous to the

human eye).

2. Developing new, useful architectures, and recognizing when inductive biases transfer

between tasks, is non-trivial and typically requires a mix of intuition and trial-and-

error.

Chapters 2 and 3 of this dissertation focus on the first challenge. Specifically, these

chapters describe methods for discovering a surprising type of failure in state-of-the-art im-

age classifiers—misclassifications of objects in a variety of poses. Our system uses a 3D

graphics pipeline together with a variety of search strategies—including random sampling,

finite differences, and covariance matrix adaptation evolution strategy (a derivative-free ap-

proach)—to describe the pose misclassification space of image classifiers. Strikingly, we find
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Figure 1.2: Left: a parse tree of a sentence based on constituency grammars. Right:
a simple recursive neural network depicting how feature vectors corresponding to nodes
of a tree-like data structure are combined and transformed to generate a feature vector
representing a parent node. The basic operation in a recursive neural network is p1;2 =
�(W [c1; c2] + b) where c1 and c2 are d-dimensional feature vectors for the input (child)
nodes, W is a d� 2d weight matrix, b is a d-dimensional bias vector, � is a nonlinearity, and
p1;2 is the d-dimensional output representation for the parent node of the input nodes. Image
sources: https://commons.wikimedia.org/wiki/File:Parse_tree_1.jpg and https://

commons.wikimedia.org/wiki/File:Simple_recursive_neural_network.svg.

that a number of image classifiers are highly sensitive to pose, misclassifying the vast ma-

jority of the pose space for a variety of objects, and switching from a correct classification

to an incorrect one following minute pose transformations.

Chapters 4 and 5 focus on the second challenge, specifically in the context of multi-

agent spatiotemporal modeling. In these chapters, we describe two novel Transformer1 [127]

variants that are highly effective for modeling multi-agent systems. Specifically, our first

model, baller2vec, extends the standard Transformer so that it can operate on sequences

of sets (the underlying data structure of multi-agent systems), while our second model,

baller2vec++, uses a novel interleaved input design to model the behaviors of coordinated

agents. Using a dataset of sequences from National Basketball Association games, we show

that these architectures are both much faster and much more accurate than graph recurrent

neural networks when modeling multi-agent systems.

Lastly, Chapter 6 describes an example of the transferability of neural network inductive

biases. Specifically, we show that the interleaved input design of baller2vec++ can also be

1Transformers are a type of deep neural network (originally designed for modeling natural language) that
rely heavily on the attention mechanism to process inputs.
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used to perform order-agnostic distribution estimation. As a proof of concept, we use our

DEformer (“distribution estimating Transformer”) to model the binarized-MNIST dataset.

Not only is the DEformer competitive with fixed-order approaches at modeling binarized-

MNIST, but it can also effortlessly fill in pixels of images that are missing in a variety of

patterns (which fixed-order models cannot do).
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Chapter 2

Strike (with) a Pose: Neural Networks Are Easily Fooled by

Strange Poses of Familiar Objects

This chapter was published as “Strike (with) a Pose: Neural Networks Are Easily

Fooled by Strange Poses of Familiar Objects” (Alcorn et al., 2019) at the 2019

Conference on Computer Vision and Pattern Recognition.

2.1 Introduction

For real-world technologies, such as self-driving cars [22], autonomous drones [38], and

search-and-rescue robots [106], the test distribution may be non-stationary, and new obser-

vations will often be out-of-distribution (OoD), i.e., not from the training distribution [115].

However, machine learning (ML) models frequently assign wrong labels with high confidence

to OoD examples, such as adversarial examples [120, 86]—inputs specially crafted by an ad-

versary to cause a target model to misbehave. But ML models are also vulnerable to natural

OoD examples [69, 2, 123, 3]. For example, when a Tesla autopilot car failed to recognize a

white truck against a bright-lit sky—an unusual view that might be OoD—it crashed into

the truck, killing the driver [3].

Previous research has successfully used 3D graphics as a diagnostic tool for computer

vision systems [15, 89, 122, 93, 96]. To understand natural Type II classification errors in

DNNs, we searched for misclassified 6D poses (i.e., 3D translations and 3D rotations) of 3D

objects. Our results reveal that state-of-the-art image classifiers and object detectors trained

on large-scale image datasets [101, 75] misclassify most poses for many familiar training-

set objects. For example, DNNs predict the front view of a school bus—an object in the
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school bus 1.0

motor scooter 0.99

fire truck 0.99

garbage truck 0.99 punching bag 1.0 snowplow 0.92

parachute 1.0 bobsled 1.0 parachute 0.54

school bus 0.98 fireboat 0.98 bobsled 0.79

(a) (b) (c) (d)

Figure 2.1: The Google Inception-v3 classifier [117] correctly labels the canonical poses of
objects (a), but fails to recognize out-of-distribution images of objects in unusual poses (b–
d), including real photographs retrieved from the Internet (d). The left 3 � 3 images (a–c)
are found by our framework and rendered via a 3D renderer. Below each image are its top-1
predicted label and confidence score.

ImageNet dataset [101]—extremely well (Fig. 4.1a) but fail to recognize the same object

when it is too close or flipped over, i.e., in poses that are OoD yet exist in the real world

(Fig. 4.1d). However, a self-driving car needs to correctly estimate at least some attributes

of an incoming, unknown object (instead of simply rejecting it [53, 108]) to handle the

situation gracefully and minimize damage. Because road environments are highly variable

[3, 2], addressing this type of OoD error is a non-trivial challenge.

In this chapter, we propose a framework for finding OoD errors in computer vision

models in which iterative optimization in the parameter space of a 3D renderer is used to

estimate changes (e.g., in object geometry and appearance, lighting, background, or camera

settings) that cause a target DNN to misbehave (Fig. 2.2). With our framework, we gener-

ated unrestricted 6D poses of 3D objects and studied how DNNs respond to 3D translations
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and 3D rotations of objects. For our study, we built a dataset of 3D objects corresponding

to 30 ImageNet classes relevant to the self-driving car application. The code for our frame-

work is available at https://github.com/airalcorn2/strike-with-a-pose. In addition,

we built a simple GUI tool that allows users to generate their own adversarial renders of an

object. Our main findings are:

• ImageNet classifiers only correctly label 3:09% of the entire 6D pose space of a 3D

object, and misclassify many generated adversarial examples (AXs) that are human-

recognizable (Fig. 4.1b–c). A misclassification can be found via a change as small as

10:31�, 8:02�, and 9:17� to the yaw, pitch, and roll, respectively.

• 99.9% and 99.4% of AXs generated against Inception-v3 transfer to the AlexNet and

ResNet-50 image classifiers, respectively, and 75.5% transfer to the YOLOv3 object

detector.

• Training on adversarial poses generated by the 30 objects (in addition to the original

ImageNet data) did not help DNNs generalize well to held-out objects in the same

class.

In sum, our work shows that state-of-the-art DNNs perform image classi�cation well

but are still far from true object recognition. While it might be possible to improve DNN

robustness through adversarial training with many more 3D objects, we hypothesize that

future ML models capable of visual reasoning may instead benefit from better incorporation

of 3D information.

2.2 Framework

2.2.1 Problem formulation

Let f be an image classifier that maps an image x 2 RH�W�C onto a softmax probability

distribution over 1,000 output classes [117]. Let R be a 3D renderer that takes as input a
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Figure 2.2: To test a target DNN, we build a 3D scene (a) that consists of 3D objects (here,
a school bus and a pedestrian), lighting, a background scene, and camera parameters. Our
3D renderer renders the scene into a 2D image, which the image classi�er labelsschool bus .
We can estimate the pose changes of the school bus that cause the classi�er to misclassify by
(1) approximating gradients via �nite di�erences; or (2) backpropagating (red dashed line)
through a di�erentiable renderer.

set of parameters� and outputs a render, i.e., a 2D imageR(� ) 2 RH � W � C (see Fig. 2.2).

Typically, � is factored into mesh verticesV, texture imagesT, a background imageB,

camera parametersC, and lighting parametersL, i.e., � = f V; T; B; C; Lg [59]. To change

the 6D pose of a given 3D object, we apply a 3D rotation and 3D translation, parameterized

by w 2 R6, to the original verticesV yielding a new set of verticesV � .

Here, we wish to estimate only the pose transformation parametersw (while keeping

all parameters in � �xed) such that the rendered imageR(w; � ) causes the classi�erf to

assign the highest probability (among all outputs) to an incorrect target output at indext.

Formally, we attempt to solve the below optimization problem:

w � = arg max
w

(f t (R(w; � ))) (2.1)

In practice, we minimize the cross-entropy lossL for the target class. Eq. (2.1) may be

solved e�ciently via backpropagation if both f and R are di�erentiable, i.e., we are able

to compute @L=@w. However, standard 3D renderers, e.g., OpenGL [132], typically include

many non-di�erentiable operations and cannot be inverted [81]. Therefore, we attempted two
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approaches: (1) harnessing a recently proposed di�erentiable renderer and performing gra-

dient descent using its analytical gradients; and (2) harnessing a non-di�erentiable renderer

and approximating the gradient via �nite di�erences.

We will next describe the target classi�er (Sec. 2.2.2), the renderers (Sec. 2.2.3), and

our dataset of 3D objects (Sec. 2.2.4) before discussing the optimization methods (Sec. 2.3).

2.2.2 Classi�cation networks

We chose the well-known, pre-trained Google Inception-v3 [119] DNN from the PyTorch

model zoo [94] as the main image classi�er for our study (the default DNN if not otherwise

stated). The DNN has a 77.45% top-1 accuracy on the ImageNet ILSVRC 2012 dataset [101]

of 1.2 million images corresponding to 1,000 categories.

2.2.3 3D renderers

Non-di�erentiable renderer. We chose ModernGL [1] as our non-di�erentiable renderer.

ModernGL is a simple Python interface for the widely used OpenGL graphics engine. Mod-

ernGL supports fast, GPU-accelerated rendering.

Di�erentiable renderer. To enable backpropagation through the non-di�erentiable ras-

terization process, Kato et al. [59] replaced the discrete pixel color sampling step with a

linear interpolation sampling scheme that admits non-zero gradients. While the approxima-

tion enables gradients to 
ow from the output image back to the renderer parameters� , the

render quality is lower than that of our non-di�erentiable renderer. Hereafter, we refer to

the two renderers as NR and DR.

2.2.4 3D object dataset

Construction. Our main dataset consists of 30 unique 3D object models (purchased from

many 3D model marketplaces) corresponding to 30 ImageNet classes relevant to a tra�c
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environment. The 30 classes include 20 vehicles (e.g.,school bus and cab) and 10 street-

related items (e.g.,traffic light ).

Each 3D object is represented as a mesh, i.e., a list of triangular faces, each de�ned by

three vertices [81]. The 30 meshes have on average 9,908 triangles. To maximize the realism

of the rendered images, we used only 3D models that have high-quality 2D image textures.

We did not choose 3D models from public datasets, e.g., ObjectNet3D [133], because most

of them do not have high-quality image textures. That is, the renders of such models may

be correctly classi�ed by DNNs but still have poor realism.

Evaluation. We recognize that a reality gap will often exist between a render and a real

photo. Therefore, we rigorously evaluated our renders to make sure the reality gap was

acceptable for our study. From� 100 initially-purchased 3D models, we selected the 30

highest-quality models using the evaluation method below.

First, we quantitatively evaluated DNN predictions on the renders. For each object, we

sampled 36 unique views (common in ImageNet) evenly divided into three sets. For each

set, we set the object at the origin, the up direction to (0; 1; 0), and the camera position to

(0; 0; � z) where z = f 4; 6; 8g. We sampled 12 views per set by starting the object at a 10�

yaw and generating a render at every 30� yaw-rotation. Across all objects and all renders,

the Inception-v3 top-1 accuracy was 83:23% (compared to 77:45% on ImageNet images [117])

with a mean top-1 con�dence score of 0:78.

Second, we qualitatively evaluated the renders by comparing them to real photos. We

produced 116 (real photo, render) pairs via three steps: (1) we retrieved real photos of an

object (e.g., a car) from the Internet; (2) we replaced the object with matching background

content in Adobe Photoshop; and (3) we manually rendered the 3D object on the background

such that its pose closely matched that in the reference photo. While discrepancies can be

spotted in our side-by-side comparisons, we found that most of the renders passed our human

visual Turing test if presented alone.
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2.2.5 Background images

Previous studies have shown that image classi�ers may be able to correctly label an im-

age when foreground objects are removed (i.e., based on only the background content) [146].

Because the purpose of our study was to understand how DNNs recognize an object itself,

a non-empty background would have hindered our interpretation of the results. Therefore,

we rendered all images against a plain background with RGB values of (0:485; 0:456; 0:406),

i.e., the mean pixel of ImageNet images. Note that the presence of a non-empty background

should not alter our main qualitative �ndings in this chapter|adversarial poses can be easily

found against real background photos (Fig. 4.1).

2.3 Methods

We will describe the common pose transformations (Sec. 2.3.1) used in the main ex-

periments. We were able to experiment with non-gradient methods because: (1) the pose

transformation spaceR6 that we optimize in is fairly low-dimensional; and (2) although the

NR is non-di�erentiable, its rendering speed is several orders of magnitude faster than that

of DR. In addition, our preliminary results showed that the objective function considered

in Eq. (2.1) is highly non-convex (see Fig. 2.4), therefore, it is interesting to compare (1)

random search vs. (2) gradient descent using �nite-di�erence (FD) approximated gradients

vs. (3) gradient descent using the DR gradients.

2.3.1 Pose transformations

We used standard computer graphics transformation matrices to change the pose of

3D objects [81]. Speci�cally, to rotate an object with geometry de�ned by a set of vertices

V = f vi g, we applied the linear transformations in Eq. (2.2) to each vertexvi 2 R3:

vR
i = RyRpRr vi (2.2)
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whereRy, Rp, and Rr are the 3� 3 rotation matrices for yaw, pitch, and roll, respectively.

We then translated the rotated object by adding a vectorT =
�

x � y� z�

� >

to each vertex:

vR;T
i = T + vR

i (2.3)

In all experiments, the centerc 2 R3 of the object was constrained to be inside a sub-

volume of the camera viewing frustum. That is, thex-, y-, and z-coordinates ofc were within

[� s; s], [� s; s], and [� 28; 0], respectively, withs being the maximum value that would keep

c within the camera frame. Speci�cally,s is de�ned as:

s = d � tan(� v) (2.4)

where� v is one half the camera's angle of view (i.e., 8:213� in our experiments) andd is the

absolute value of the di�erence between the camera'sz-coordinate andz� .

2.3.2 Random search

In reinforcement learning problems, random search (RS) can be surprisingly e�ective

compared to more sophisticated methods [114]. For our RS procedure, instead of iteratively

following some approximated gradient to solve the optimization problem in Eq. (2.1), we

simply randomly selected a new pose in each iteration. The rotation angles for the matrices

in Eq. (2.2) were uniformly sampled from (0; 2� ). x � , y� , and z� were also uniformly sampled

from the ranges de�ned in Sec. 2.3.1.

2.3.3 z� -constrained random search

Our preliminary RS results suggest the value ofz� (which is a proxy for the object's

size in the rendered image) has a large in
uence on a DNN's predictions. Based on this

observation, we used az� -constrained random search (ZRS) procedure both as an initializer

for our gradient-based methods and as a naive performance baseline (for comparisons in Sec.
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2.4.4). The ZRS procedure consisted of generating 10 random samples of (x � ; y� ; � y; � p; � r )

at each of 30 evenly spacedz� from � 28 to 0.

When using ZRS for initialization, the parameter set with the maximum target prob-

ability was selected as the starting point. When using the procedure as an attack method,

we �rst gathered the maximum target probabilities for eachz� , and then selected the best

two z� to serve as the new range for RS.

2.3.4 Gradient descent with �nite-di�erence

We calculated the �rst-order derivatives via �nite central di�erences and performed

vanilla gradient descent to iteratively minimize the cross-entropy lossL for a target class.

That is, for each parameterw i , the partial derivative is approximated by:

@L
@w i

=
L(w i + h

2 ) � L (w i � h
2 )

h
(2.5)

Although we used anh of 0.001 for all parameters, a di�erent step size can be used per

parameter. Because radians have a circular topology (i.e., a rotation of 0 radians is the same

as a rotation of 2� radians, 4� radians, etc.), we parameterized each rotation angle� i as

(cos(� i ); sin(� i ))|a technique commonly used for pose estimation [88] and inverse kinematics

[25]|which maps the Cartesian plane to angles via theatan2 function. Therefore, we

optimized in a space of 3 + 2� 3 = 9 parameters.

The approximate gradient rL obtained from Eq. (2.5) served as the gradient in our

gradient descent. We used the vanilla gradient descent update rule:

w := w � 
 rL (w) (2.6)

with a learning rate 
 of 0.001 for all parameters and optimized for 100 steps (no other

stopping criteria).
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2.4 Experiments and results

2.4.1 Neural networks are easily confused by object rotations and translations

(a) Incorrect classi�cations (b) Correct classi�cations

Figure 2.3: The distributions of individual pose parameters for (a) high-con�dence (p � 0:7)
incorrect classi�cations and (b) correct classi�cations obtained from the random sampling
procedure described in Sec. 2.3.2.x � and y� have been normalized w.r.t. their corresponding
s from Eq. (2.4).

Experiment. To test DNN robustness to object rotations and translations, we used RS to

generate samples for every 3D object in our dataset. In addition, to explore the impact of

lighting on DNN performance, we considered three di�erent lighting settings:bright, medium,

and dark. In all three settings, both the directional light and the ambient light were white

in color, i.e., had RGB values of (1:0; 1:0; 1:0), and the directional light was oriented at

(0; � 1; 0) (i.e., pointing straight down). The directional light intensities and ambient light

intensities were (1:2; 1:6), (0:4; 1:0), and (0:2; 0:5) for the bright, medium, and darksettings,

respectively. All other experiments used themediumlighting setting.

Misclassi�cations uniformly cover the pose space. For each object, we calculated the

DNN accuracy (i.e., percent of correctly classi�ed samples) across all three lighting settings.

The DNN was wrong for the vast majority of samples, i.e., the median percent of correct

classi�cations for all 30 objects was only 3.09%. We veri�ed the discovered adversarial poses

transfer to the real world by using the 3D objects to reproduce natural, misclassi�ed poses
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found on the Internet. High-con�dence misclassi�cations (p � 0:7) are largely uniformly

distributed across every pose parameter (Fig. 2.3a), i.e., AXs can be found throughout

the parameter landscape for examples). In contrast, correctly classi�ed examples are highly

multimodal w.r.t. the rotation axis angles and heavily biased towardsz� values that are

closer to the camera (Fig. 2.3b). Intriguingly, for ball-like objects (not included in our main

tra�c dataset), the DNN was far more accurate across the pose space.

An object can be misclassi�ed as many di�erent labels. Previous research has shown

that it is relatively easy to produce AXs corresponding to many di�erent classes when opti-

mizing input images [120] or 3D object textures [8], which are very high-dimensional. When

�nding adversarial poses, one might expect|because all renderer parameters, including the

original object geometry and textures, are held constant|the success rate to depend largely

on the similarities between a given 3D object and examples of the target in ImageNet. In-

terestingly, across our 30 objects, RS discovered 990=1000 di�erent ImageNet classes (132 of

which were shared between all objects). When only considering high-con�dence (p � 0:7)

misclassi�cations, our 30 objects were still misclassi�ed into 797 di�erent classes with a

median number of 240 incorrect labels found per object. Across all adversarial poses and

objects, DNNs tend to be more con�dent when correct than when wrong (the median of

median probabilities were 0.41 vs. 0.21, respectively).

2.4.2 Common object classi�cations are shared across di�erent lighting settings

Here, we analyze how our results generalize across di�erent lighting conditions. From

the data produced in Sec. 2.4.1, for each object, we calculated the DNN accuracy under each

lighting setting. Then, for each object, we took the absolute di�erence of the accuracies for

all three lighting combinations (i.e., brightvs. medium, brightvs. dark, and mediumvs. dark)

and recorded the maximum of those values. The median \maximum absolute di�erence" of

accuracies for all objects was 2.29% (compared to the median accuracy of 3:09% across all
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(a) (b)

Figure 2.4: Inception-v3's ability to correctly classify images is highly localized in the rotation
and translation parameter space. (a) The classi�cation landscape for 15 vehicle objects when
altering � r and � p and holding (x � ; y� ; z� ; � y) at (0; 0; � 3; �

4 ). Lighter regions correspond to
poses with a greater number of correctly classi�ed vehicle objects. Green and red circles
indicate correct and incorrect classi�cations, respectively, corresponding to the �re truck
object poses found in (b).

lighting settings). That is, DNN accuracy is consistently low across all lighting conditions.

Lighting changes would not alter the fact that DNNs are vulnerable to adversarial poses.

We also recorded the 50 most frequent classes for each object under the di�erent lighting

settings (Sb, Sm , and Sd). Then, for each object, we computed the intersection over union

scoreoS for these sets:

oS = 100 �
jSb \ Sm \ Sdj
jSb [ Sm [ Sdj

(2.7)

The medianoS for all objects was 47.10%. That is, for 15 out of 30 objects, 47.10% of the

50 most frequent classes were shared across lighting settings. While lighting does have an

impact on DNN misclassi�cations (as expected), the large number of shared labels across

lighting settings suggests ImageNet classes are strongly associated with certain adversarial

poses regardless of lighting.
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2.4.3 Correct classi�cations are highly localized in the rotation and translation

landscape

To gain some intuition for how Inception-v3 responds to rotations and translations of

an object, we plotted the probability and classi�cation landscapes for paired parameters

(e.g., Fig. 2.4; pitch vs. roll) while holding the other parameters constant. We qualitatively

observed that the DNN's ability to recognize an object (e.g., a �re truck) in an image varies

radically as the object is rotated in the world (Fig. 2.4). Further, adversarial poses often

generalize across similar objects (e.g., 83% of the sampled poses were misclassi�ed forall 15

four-wheeled vehicle objects).

Experiment. To quantitatively evaluate the DNN's sensitivity to rotations and translations,

we tested how it responded to single parameter disturbances. For each object, we randomly

selected 100 distinct starting poses that the DNN had correctly classi�ed in our random

sampling runs. Then, for each parameter (e.g., yaw rotation angle), we randomly sampled 100

new values1 while holding the others constant. For each sample, we recorded whether or not

the object remained correctly classi�ed, and then computed the failure (i.e., misclassi�cation)

rate for a given (object, parameter) pair.

Additionally, for each parameter, we calculated the median of the median failure rates.

That is, for each parameter, we �rst calculated the median failure rate for all objects, and

then calculated the median of those medians for each parameter. Further, for each (ob-

ject, starting pose, parameter) triple, we recorded the magnitude of the smallest parameter

change that resulted in a misclassi�cation. Then, for each (object, parameter) pair, we

recorded the median of these minimum values. Finally, we again calculated the median of

these medians across objects (Table 2.1).

Results. As can be seen in Table 2.1, the DNN is highly sensitive to all single parameter

disturbances, but it is especially sensitive to disturbances along the depth (z� ), pitch ( � p),

and roll (� r ). To aid in the interpretation of these results, we converted the raw disturbance

1using the random sampling procedure described in Sec. 2.3.2
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values in Table 2.1 to image units. Forx � and y� , the interpretable units are the number

of pixels the object shifted in thex or y directions of the image(however, note that 3D

translations arenot equivalent to 2D translations due to the perspective projection).

We found that a change in rotation as small as 8:02� can cause an object to be misclas-

si�ed (Table 2.1). Along the spatial dimensions, a translation resulting in the object moving

as few as 2 px horizontally or 4:5 px vertically also caused the DNN to misclassify.2 Lastly,

along thez-axis, a change in \size" (i.e., the area of the object's bounding box) of only 5.4%

can cause an object to be misclassi�ed.

Parameter Fail Rate (%) Min. � Int. �

x � 42 0.09 2.0 px
y� 49 0.10 4.5 px
z� 81 0.77 5.4%
� y 69 0.18 10:31�

� p 83 0.14 8:02�

� r 81 0.16 9:17�

Table 2.1: The median of the median failure rates and the median of the median minimum
disturbances (Min. �) for the single parameter sensitivity tests described in Section 2.4.3.
Int. � converts the values in Min. � to more interpretable units. For x � and y� , the
interpretable units are pixels. Forz� , the interpretable unit is the percent change in the area
of the bounding box containing the object.

2.4.4 Optimization methods can e�ectively generate targeted adversarial poses

Given a challenging, highly non-convex objective landscape (Fig. 2.4), we wish to

evaluate the e�ectiveness of two di�erent types of approximate gradients at targeted attacks,

i.e., �nding adversarial examples misclassi�ed as a target class [120]. Here, we compare (1)

random search; (2) gradient descent with �nite-di�erence gradients (FD-G); and (3) gradient

descent with analytical, approximate gradients provided by a di�erentiable renderer (DR-G)

[59].

2Note that the sensitivity of classi�ers and object detectors to 2D translations has been observed in
concurrent work [98, 34, 143, 9].
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Experiment. Because our adversarial pose attacks are inherently constrained by the �xed

geometry and appearances of a given 3D object (see Sec. 2.4.1), we de�ned the targets to

be the 50 most frequent incorrect classes found by our RS procedure for each object. For

each (object, target) pair, we ran 50 optimization trials using ZRS, FD-G, and DR-G. All

treatments were initialized with a pose found by the ZRS procedure and then allowed to

optimize for 100 iterations.

Results. For each of the 50 optimization trials, we recorded both whether or not the target

was hit and the maximum target probability obtained during the run. For each (object, tar-

get) pair, we calculated the percent of target hits and the median maximum con�dence score

of the target labels (see Table 2.2). As shown in Table 2.2, FD-G is substantially more

e�ective than ZRS at generating targeted adversarial poses, having both higher median hit

rates and con�dence scores. In addition, we found the approximate gradients from DR to

be surprisingly noisy, and DR-G largely underperformed even non-gradient methods (ZRS).

Hit Rate (%) Target Prob.

ZRS random search 78 0.29
FD-G gradient-based 92 0.41
DR-Gy gradient-based 32 0.22

Table 2.2: The median percent of target hits and the median of the median target probabil-
ities for random search (ZRS), gradient descent with �nite di�erence gradients (FD-G), and
DR gradients (DR-G). All attacks are targeted and initialized with z� -constrained random
search.yDR-G is not directly comparable to FD-G and ZRS.

2.4.5 Adversarial poses transfer to di�erent image classi�ers and object detec-

tors

The most important property of previously documented AXs is that they transfer across

ML models, enabling black-box attacks [138]. Here, we investigate the transferability of our

adversarial poses to (a) two di�erent image classi�ers, AlexNet [67] and ResNet-50 [52],
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trained on the same ImageNet dataset; and (b) an object detector YOLOv3 [97] trained on

the MS COCO dataset [75].

For each object, we randomly selected 1,350 AXs that were misclassi�ed by Inception-

v3 with high con�dence (p � 0:9) from our untargeted RS experiments in Sec. 2.4.1. We

exposed the AXs to AlexNet and ResNet-50 and calculated their misclassi�cation rates. We

found that almost all AXs transfer with median misclassi�cation rates of 99.9% and 99.4%

for AlexNet and ResNet-50, respectively. In addition, 10.1% of AlexNet misclassi�cations

and 27.7% of ResNet-50 misclassi�cations were identical to the Inception-v3 predicted labels.

There are two orthogonal hypotheses for this result. First, the ImageNet training-set

images themselves may contain a strong bias towards common poses, omitting uncommon

poses. Second, the models themselves may not be robust to even slight disturbances of the

known, in-distribution poses.

Object detectors. Previous research has shown that object detectors can be more robust

to adversarial attacks than image classi�ers [79]. Here, we investigate how well our AXs

transfer to a state-of-the-art object detector|YOLOv3. YOLOv3 was trained on MS COCO,

a dataset of bounding boxes corresponding to 80 di�erent object classes. We only considered

the 13 objects that belong to classes present in both the ImageNet and MS COCO datasets.

We found that 75.5% of adversarial poses generated for Inception-v3 are also misclassi�ed

by YOLOv3. These results suggest the adversarial pose problem transfers across datasets,

models, and tasks.

2.4.6 Adversarial training

One of the most e�ective methods for defending against OoD examples has been adver-

sarial training [42], i.e. augmenting the training set with AXs|also a common approach in

anomaly detection [19]. We tested whether adversarial training can improve DNN robustness

to new poses generated for (1) our 30 training-set 3D objects; and (2) seven held-out 3D

objects. Following adversarial training, the accuracy of the DNN substantially increased for
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known objects (Table 2.3; 99:67% vs. 6:7%). However, the model (AT) still misclassi�ed the

adversarial poses of held-out objects at an 89.2% error rate.

PT AT

Error (T) 99.67 6.7
Error (H) 99.81 89.2

High-con�dence Error (T) 87.8 1.9
High-con�dence Error (H) 48.2 33.3

Table 2.3: The median percent of misclassi�cations (Error) and high-con�dence (i.e.,p > 0:7)
misclassi�cations by the pre-trained AlexNet (PT) and our AlexNet trained with adversarial
examples (AT) on random poses of training-set objects (T) and held-out objects (H).

2.5 Related work

Out-of-distribution detection. OoD classes, i.e., classes not found in the training set,

present a signi�cant challenge for computer vision technologies in real-world settings [108].

Here, we study an orthogonal problem|correctly classifying OoD poses of objects from

known classes. While rejecting to classify is a common approach for handling OoD examples

[53, 108], the OoD poses in our work come from known classes and thusshould beassigned

correct labels.

2D adversarial examples. Numerous techniques for crafting AXs that fool image clas-

si�ers have been discovered [138]. However, previous work has typically optimized in the

2D input space [138], e.g., by synthesizing an entire image [86], a small patch [58, 35], a

few pixels [18], or only a single pixel [113]. But pixel-wise changes are uncorrelated [85],

so pixel-based attacks may not transfer well to the real world [78, 80] because there is an

in�nitesimal chance that such speci�cally crafted, uncorrelated pixels will be encountered in

the vast physical space of camera, lighting, tra�c, and weather con�gurations. [134] gen-

erated spatially transformed adversarial examples that are perceptually realistic and more

di�cult to defend against, but the technique still directly operates on pixels.
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3D adversarial examples. Athalye et al. [8] used a 3D renderer to synthesize textures for

a 3D object such that, under a wide range of camera views, the object was still rendered into

an e�ective AX. We also used 3D renderers, but instead of optimizing textures, we optimized

the poses of known objects to cause DNNs to misclassify (i.e., we kept the textures, lighting,

camera settings, and background image constant).

Concurrent work. We describe below two concurrent attempts that are closely related

to ours. First, Liu et al. [76] proposed a di�erentiable 3D renderer and used it to perturb

both an object's geometry and the scene's lighting to cause a DNN to misbehave. However,

their geometry perturbations were constrained to be in�nitesimal so that the visibility of the

vertices would not change. Therefore, their result of minutely perturbing the geometry is

e�ectively similar to that of perturbing textures [8]. In contrast, we performed 3D rotations

and 3D translations to move an object inside a 3D space (i.e., the viewing frustum of the

camera).

Second, Engstrom et al. [34] showed how simple 2D image rotations and translations

can cause DNNs to misclassify. However, these 2D transformations still do not reveal the

type of adversarial poses discovered by rotating 3D objects (e.g., a 
ipped-over school bus;

Fig. 4.1d).

To the best of our knowledge, our work is the �rst attempt to harness 3D objects to

study the OoD poses of well-known training-set objects that cause state-of-the-art ImageNet

classi�ers and MS COCO detectors to misclassify.

2.6 Discussion and conclusion

In this chapter, we revealed how DNNs' understanding of objects like \school bus" and

\�re truck" is quite naive|they can correctly label only a small subset of the entire pose

space for 3D objects. Note that we can also �nd real-world OoD poses by simply taking

photos of real objects. We believe classifying an arbitrary pose into one of the object classes

is an ill-posed task, and that the adversarial pose problem might be alleviated via multiple
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orthogonal approaches. The �rst is addressing biased data [124]. Because ImageNet and MS

COCO datasets are constructed from photographs taken by people, the datasets re
ect the

aesthetic tendencies of their captors. Such biases can be somewhat alleviated through data

augmentation, speci�cally, by harnessing images generated from 3D renderers [109, 7]. From

the modeling view, we believe DNNs would bene�t from the incorporation of 3D information,

e.g., [7].

Finally, our work introduced a new promising method (Fig. 2.2) for testing computer

vision DNNs by harnessing 3D renderers and 3D models. While we only optimize a single

object here, the framework could be extended to jointly optimize lighting, background image,

and multiple objects, all in one \adversarial world". Not only does our framework enable us

to enumerate test cases for DNNs, but it also serves as an interpretability tool for extracting

useful insights about these black-box models' inner functions.
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Chapter 3

Using Covariance Matrix Adaptation Evolution Strategy to

Discover Adversarial Poses for Arti�cial Neural Networks

This chapter features contributions from Chinedu Eleh and Qi Li.

3.1 Introduction

A 
urry of studies over the past several years have revealed the myriad of ways arti�cial

neural networks are vulnerable to \adversarial examples" [121], i.e., examples that appear

benign to a human but cause a neural network to fail. Typically, adversarial examples are

generated by using gradient information from a target neural network to update the pixels of

an input image. Essentially, this procedure adds human-imperceptible \noise" to an image

in a way that causes a neural network to make a speci�c, incorrect prediction. In Chapter 2,

we showed that neural networks are also easily confused by \natural adversarial" examples,

i.e., unmanipulated images of the real world that are easily recognized by a human but cause

a neural network to fail (e.g., a 
ipped over school bus; see Fig. 3.1).

Because the rendering process is non-di�erentiable, black box optimization techniques

are necessary for discovering adversarial poses of 3D objects. In Chapter 2, we used �nite

di�erences (FD) to approximate the partial derivatives of a neural network's loss with respect

to 3D pose parameters, and showed that gradient descent using these approximated partial

derivatives could more e�ectively generate targeted adversarial poses than an informed ran-

dom search approach. However, the pose loss landscape appears to be highly nonconvex

and may possess many plateaus and saddle points (as is often the case with neural networks
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(a) (b)

Figure 3.1: The Google Inception-v3 neural network [118] correctly recognizes a 3D object
of a school bus in a \canonical pose" (a) but is confused by the same object in an adversarial
pose (b).

[27]), so derivative-free techniques may be better suited for this task. Evolutionary algo-

rithms are a class of derivative-free techniques inspired by evolutionary biology that have

been successfully used in a number of applications. Broadly, evolutionary algorithms consist

of \populations" of candidate solutions, a \mutation" mechanism (i.e., a mechanism for ran-

domly changing parameter values), a notion of \�tness" (typically de�ned in relation to a

cost function), and a \natural selection" process (i.e., a way for \�tter" candidate solutions

to reproduce and \weaker" candidate solutions to be removed). In this report, we compare

the e�ectiveness of covariance matrix adaptation evolution strategy (CMA-ES) [51, 48], an

evolutionary algorithm that has shown promise in reinforcement learning settings [49, 104],

to FD for adversarial pose discovery.

3.2 Covariance matrix adaptation evolution strategy

In CMA-ES, candidate solutions are sampled from a multivariate normal distribution

where the mean vectorm, covariance matrixC, and a scalar� (which scalesC and is referred
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to as the \step size" or \path length control") are updated through an evolutionary process

(see pseudocode in Fig. 3.2). CMA-ES also maintains two vectors,pc, referred to as the

\anisotropic evolution path", and p� , referred to as the \isotropic evolution path", which

contain information on the history of updates. In the following sections, we provide detailed

descriptions of howm, C, and � are updated and further explain the roles ofpc and p� .

Figure 3.2: Pseudocode for the CMA-ES algorithm (image source:https://en.wikipedia.
org/wiki/CMA-ES ).

3.2.1 Updating m

Like all evolutionary algorithms, the �rst step of CMA-ES is to generate a population of

individuals. To do so, CMA-ES samples� candidate solutions (also referred to as \children")

from the multivariate normal distribution speci�ed by the values of m, � , and C for the

current generationg, i.e.:

x � N (m(g) ; (� (g))2C(g))
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Eachx1 is then assigned a �tness score2. To update the population mean vectorm, CMA-ES

simply takes a weighted average of the top� individuals (also referred to as \parents") as

determined by the �tness function:

m(g+1) =
�X

i =1

wi x(g)
i :� (3.1)

which is equivalent to:

m(g+1) = m(g) +
�X

i =1

wi y
(g)
i :� (3.2)

where w1 � w2 � � � � � w� > 0 sum to one,y(g)
i :� = x(g)

i :� � m(g) (i.e., a step direction), and

x(g)
i :� is the i th ranked candidate solution.

3.2.2 Updating C

Suppose at generationg = 0; 1; 2; � � � we obtain the vectorsx(g)
1 ; x(g)

2 ; � � � ; x(g)
� . The

empirical covariance matrixC(g) can be de�ned in terms of rank-one matrices:

C(g) =
1

� � 1

�X

i =1

 

x(g)
i �

1
�

�X

j =1

x(g)
j

!  

x(g)
i �

1
�

�X

j =1

x(g)
j

! T

(3.3)

where 1
�

P �
j =1 x(g)

j = m(g) is the mean of the random vectors. By using only the rank-one

matrices from the �ttest individuals, e.g.:

C(g+1)
� =

�X

i =1

wi

�
x(g+1)

i :� � m(g)
� �

x(g+1)
i :� � m(g)

� T
(3.4)

we may be able to produce a covariance matrix that generates better candidate solutions in

the subsequent generation.

1In our case,x contains the pose parameters.
2In our case, the �tness function is derived from the neural network loss.
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Notably, substituting the point m(g) in (3.4) with a point m(g+1) from the convex hull

of m(g) and the mean of the� \�ttest" individuals produces the Estimation of Multivariate

Normal Algorithm (EMNA) covariance matrix:

C(g+1)
EMNA =

�X

i =1

wi

�
x(g+1)

i :� � m(g+1)
� �

x(g+1)
i :� � m(g+1)

� T
(3.5)

For the simple case wherewi = 1
� , (3.5) reduces to

C(g+1)
EMNA =

1
�

�X

i =1

�
x(g+1)

i :� � m(g+1)
� �

x(g+1)
i :� � m(g+1)

� T
(3.6)

Further, multiplying (3.6) by �
� � 1 gives the unbiased estimator of the covariance matrix for

the parent vectors. Algorithms using �
� � 1C(g+1)

EMNA can converge very fast; however, in cases

where the initial sampling does not bracket the optimum (which is likely for a small� ),

convergence is often premature [50], which is why CMA-ES usesm(g) instead (see Fig. 3.3).

Figure 3.3: The distribution of candidate solutions when using the covariance matrix update
from (3.4) (top row) or (3.6) (bottom row). Notice how (3.6) decreasesthe variance of
candidate solutions in the direction that improves the cost function. Image source: [51].
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An alternative way to update the covariance matrix is to average all of the covariance

matrices given in (3.4) from previous generations, i.e.:

C(g+1) =
1

g + 1

gX

i =0

1
(� (i ))2

C(i +1)
�

where (� (i ))2 is incorporated to makeC(i +1)
� comparable for eachi . However, this weighting

scheme may place too much emphasis on covariance matrices from the distant past. To

address this potential shortcoming, CMA-ES uses an exponential moving average update:

C(g+1) = (1 � c� )C(g) + c�
1

(� (i ))2
C(g+1)

� : (3.7)

where c� 2 [0; 1] is a learning rate specifying how much information is retained versus

learned between generations3. Intuitively, (3.7), which is referred to as the \rank-� update",

increases the likelihood of successful steps by following thenatural gradient of the expected

�tness [51, 50].

Still another way to update C is by omitting explicit covariance matrix estimates alto-

gether and instead relying on information contained in the history of changes tom, i.e., its

\evolution path". The evolution path pc is also updated as an exponential moving average:

p(g+1)
c = (1 � cc)p(g)

c +
p

cc(2 � cc)� e�
m(g+1) � m(g)

� (g)
(3.8)

wherecc is a learning rate and
p

cc(2 � cc)� e� is a carefully chosen normalization constant

that ensuresp(g+1)
c � N (0; C(g)) under random selection.4 C(g) can then be updated with:

C(g+1) = (1 � c1)C(g) + c1p(g+1)
c p(g+1) T

c (3.9)

where c1 is a learning rate. (3.9) is referred to as the \rank-one update" and contains

information on correlations between generations, which makes it useful when dealing with

3For this reason, 1
c�

is known as the \backward time horizon".
4See [51] for a detailed explanation.
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small populations [50]. CMA-ES integrates both the population-level information contained

in the rank-� update (3.7) and the intergenerational information contained in the rank-one

update (3.9) into a single update forC:

C(g+1) = (1 � c1� c� )C(g)+ c1p(g+1)
c p(g+1) T

c + c�

�X

i =1

wi

�
x(g+1)

i :� � m(g)
� �

x(g+1)
i :� � m(g)

� T
(3.10)

3.2.3 Updating �

While the covariance matrix update controls the distribution of future stepdirections,

it does not allow for explicit control of future stepsizes. [51] provides two motivations for

including step-size adaptation in the CMA-ES algorithm:

1. The covariance matrix update cannot approximate the optimal step size well.

2. The best learning rate for updating the covariance matrix is too slow for changing the

overall step size e�ectively.

To update � , CMA-ES uses what is referred to as \cumulative step length adaption" (CSA).

Intuitively, if the distance of an evolution path from some starting point is short, CMA-ES

must be backtracking (see Fig. 3.4), so the step size should be decreased. Alternatively, if

the evolution path is long, CMA-ES must be consistently moving in the same direction, so

the step size should be increased.5 Lastly, if the evolution path is neither short nor long (i.e.,

when steps tend to be perpendicular), then CMA-ES is moving as fast as it can, so the step

size should remain the same.

To determine whether the length of an evolution path is \short" or \long", we can

compare the path's length with its expected length under random selection. Given a vector

p(g+1)
� summarizing an evolution path, CMA-ES uses the following update rule for� :

5The conceptual similarities between CSA and methods like momentum should be apparent [50].
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Figure 3.4: Example evolution paths of six steps (image source: [51]).

� (g+1) = � (g) � exp

 
c�

d�

 
kp(g+1)

� k
EkN (0; I )k

� 1

!!

(3.11)

wherec� 1
� is the backward time horizon for� , d� is a damping parameter, andEkN (0; I )k is

the average Euclidean norm forN (0; I ) distributed vectors. When kp(g+1)
� k � EkN (0; I )k,

the exponent in (3.11) is approximately zero and the step size remains approximately the

same. Similarly, longer evolution paths will increase the step size while shorter evolution

paths will decrease the step size.

Importantly, the length of p� is direction agnostic (which is not the case forpc), which

is why it is referred to as the \conjugateevolution path" or \ isotropic evolution path". The

update rule for p� :

p(g+1)
� = (1 � c� ) p(g)

� +
p

c� (2 � c� ) � e� (C(g))� 1
2
m(g+1) � m(g)

� (g)
(3.12)

is nearly identical to (3.8) except for the inclusion of (C(g))� 1
2 , the square root of the inverse

of C(g) . (C(g))� 1
2 makes the expected length ofp(g+1)

� independent of its direction and ensures

p(g+1)
� � N (0; I ) under random selection.6

6See [51] for a detailed explanation.
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3.3 Experiments and results

For our CMA-ES experiments, we used the same optimization framework described

in Chapter 2, and we used the FD approach described in Chapter 2 as our baseline. We

compared the e�ectiveness of CMA-ES to FD for adversarial pose discovery by generat-

ing targeted adversarial poses for a 3D school bus object. We used thepycma7 Python

package for our CMA-ES implementation. The code for our experiments can be found

at: https://github.com/airalcorn2/strike-with-a-pose/blob/master/paper_code/

optimizer_example.py . Because the FD approach performed 18 forward passes through

the neural network per iteration8, we used� = 18 for our CMA-ES experiments to make the

computational demands comparable between the two algorithms (the vast majority of the

computation for each iteration occurs in the forward pass).

For each optimization method, we ran 20 trials targeting each of the 20 most common

classi�cations for the school bus object9. For each (target, trial) pair, we generated a starting

point using the z� -constrained random search procedure described in Chapter 2, and we used

this samestarting point to initialize both FD and CMA-ES runs. For each (method, target,

trial) triple, we recorded both the best target probability po;t;l
10 discovered by the method

and whether the target misclassi�cation occurred. Each experiment was allowed to run for

100 iterations.

In 94% of the trials, CMA-ES discovered a higher target probability than FD (see

Fig. 3.5). Following Chapter 2, we present \median of medians" statistics where we �rst

take the median of quantities of interest for a speci�c object, and then take the median of

these median values across objects. For each (o; t) pair, we calculated the medianpo;t;l across

all trials and denote it po;t . We then calculated the di�erence of these median values between

the optimization methods pt = pe;t � pf;t where e indicates CMA-ES andf indicates FD.

7https://github.com/CMA-ES/pycma
8Two forward passes for each of the nine pose parameters.
9For a total of 2 � 20� 20 = 800 experiments.

10o denotes the optimization method, t denotes the target, andl denotes the trial number.
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Figure 3.5: Target probabilities for the CMA-ES and FD algorithms. Each point represents
a di�erent trial.

The medianpt was 0.12, i.e., the medianpe;t was often at least 0.12 higher than the median

pf;t . In fact, for all 20 targets, the medianpe;t was greater than the medianpf;t . For 18 of the

20 target classes, there was no di�erence in the number of trials leading to a \hit" between

the two methods. However, for two targets, CMA-ES had two and 11 more hits than FD.

Combined, these results provide strong evidence that CMA-ES is much better suited for the

adversarial pose discovery task than FD.
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Chapter 4

baller2vec : A Multi-Entity Transformer For Multi-Agent

Spatiotemporal Modeling

4.1 Introduction

Whether it be a defender anticipating where the point guard will make a pass in a game

of basketball, a marketing professional guessing the next trending topic on a social media

platform, or a theme park manager forecasting the 
ow of visitor tra�c, humans frequently

attempt to predict phenomena arising from processes involving multiple entities interacting

through time. When designing learning algorithms to perform such tasks, researchers face

two main challenges:

(a) t = 4 (b) t = 8 (c) t = 13

Figure 4.1: After solely being trained to predict the trajectory of the ball ( ) given the
locations of the players and the ball on the court through time, a self-attention (SA) head in
baller2vec learned to anticipate passes. When the ball handler ( ) is driving towards the
basket at t = 4, SA assigns near-zero weights (black) to all players, suggesting no passes will
be made. Indeed, the ball handler did not pass and dribbled into the lane (t = 8). SA then
assigns a high weight (white) to a teammate (), which correctly identi�es the recipient of
the pass att = 13.
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1. Given that entities lack a natural ordering, how do you e�ectively model interactions

between entities across time?

2. How do youe�ciently learn from the large, high-dimensional inputs inherent to such

sequential data?

Prior work in athlete trajectory forecasting, a widely studied application of multi-agent

spatiotemporal modeling (MASM; where entities are agents moving through space), has

attempted to model player interactions through \role-alignment" preprocessing steps (i.e.,

imposing an order on the players) [37, 141] or graph neural networks [136], but these ap-

proaches may destroy identity information in the former case (see Section 4.4.2) or limit per-

sonalization in the latter case (see Section 4.5.1). Recently, researchers have experimented

with variational recurrent neural networks (VRNNs) [26] to model the temporal aspects of

player trajectory data [136, 141], but the inherently sequential design of this architecture

limits the size of models that can feasibly be trained in experiments.

Transformers [127] were designed to circumvent the computational constraints imposed

by other sequential models, and they have achieved state-of-the-art results in a wide variety

of sequence learning tasks, both in natural language processing (NLP), e.g., GPT-3 [16], and

computer vision, e.g., Vision Transformers [31]. While Transformers have successfully been

applied to static multi-entity data, e.g., graphs [128], the only published work we are aware

of that attempts to model multi-entity sequentialdata with Transformers uses four di�erent

Transformers toseparatelyprocess information temporally and spatially before merging the

sub-Transformer outputs [137].

In this chapter, we introduce amulti-entity Transformer that, with minimal assump-

tions, is capable ofsimultaneously integrating information across agents and time, which

gives it powerful representational capabilities. We adapt the original Transformer archi-

tecture to suit multi-entity sequential data by converting the standard self-attention mask

matrix used in NLP tasks into a novel self-attention masktensor. To test the e�ectiveness
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of our multi-entity Transformer for MASM, we train it to perform two di�erent basketball-

related tasks (hence the nameballer2vec ): (1) simultaneously forecasting the trajectories

of all players on the court (Task P ) and (2) forecasting the trajectory of the ball (Task B ).

Further, we convert these tasks into classi�cation problems by binning the Euclidean trajec-

tory space, which allowsballer2vec to learn complex, multimodal trajectory distributions

via strictly maximizing the likelihood of the data (in contrast to variational approaches,

which maximize the evidence lower bound and thus require priors over the latent variables).

We �nd that:

1. baller2vec is an e�ective learning algorithm for MASM, obtaining a perplexity of

1.64 onTask P (compared to 15.72 when simply using the label distribution from the

training set) and 13.44 onTask B (vs. 316.05) (Section 4.4.1). Further, compared

to a graph recurrent neural network (GRNN) with similar capacity, baller2vec is

� 3.8 times faster and achieves an 10.5% lower average negative log-likelihood (NLL)

on Task P (Section 4.4.1).

2. baller2vec demonstrably integrates information acrossbothagents and time to achieve

these results, as evidenced by ablation experiments (Section 4.4.2).

3. The identity embeddings learned byballer2vec capture idiosyncratic qualities of play-

ers, indicative of the model's deep personalization capabilities (Section 4.4.3).

4. baller2vec 's trajectory forecast distributions depend on both the historical and cur-

rent context (Section 4.4.4), and several attention heads appear to perform di�erent

basketball-relevant functions (Figure 4.1; Section 4.4.5), which suggests the model

learned to \understand" the sport.

4.2 Methods

4.2.1 Multi-entity sequences

Let A = f 1; 2; : : : ; Bg be a set indexingB entities and P = f p1; p2; : : : ; pK g � A be

the K entities involved in a particular sequence. Further, letZ t = f zt;1; zt;2; : : : ; zt;K g be an
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unorderedset ofK feature vectors such thatzt;k is the feature vector at time stept for entity

pk . Z = ( Z1; Z2; : : : ; ZT ) is thus an ordered sequence of sets of feature vectors overT time

steps. WhenK = 1, Z is a sequence of individual feature vectors, which is the underlying

data structure for many NLP problems.

We now consider two di�erent tasks: (1) sequential entity labeling, where each entity

has its own label at each time step (which is conceptually similar to word-level language

modeling), and (2) sequential labeling, where each time step has a single label (see Figure

4.3). For (1), let V = ( V1; V2; : : : ; VT ) be a sequence of sets of labels corresponding toZ such

that Vt = f vt;1; vt;2; : : : ; vt;K g and vt;k is the label at time stept for the entity indexed by k.

For (2), let W = ( w1; w2; : : : ; wT ) be a sequence of labels corresponding toZ where wt is

the label at time step t. The goal is then to learn a functionf that maps a set of entities

and their time-dependent feature vectorsZ to a probability distribution over either (1) the

entities' time-dependent labelsV or (2) the sequence of labelsW.

4.2.2 Multi-agent spatiotemporal modeling

Figure 4.2: An example of a binned trajectory. The agent's starting position is at the center
of the grid, and the cell containing the agent's ending position is used as the label (of which
there aren2 possibilities).

In the MASM setting, P is a set ofK di�erent agents andCt = f (x t;1; yt;1); (x t;2; yt;2); : : : ; (x t;K ; yt;K )g

is an unordered set ofK coordinate pairs such that (x t;k ; yt;k ) are the coordinates for agent
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Figure 4.3: An overview of our multi-entity Transformer, baller2vec . Each time step t
consists of anunordered set Z t of entity feature vectors (colored circles) as the input, with
either (left ) a corresponding setVt of entity labels (colored diamonds) or (right ) a single
label wt (gray triangle) as the target. Matching colored circles/diamonds across time steps
correspond to the same entity. In our experiments, each entity feature vectorzt;k is produced
by an MLP g that takes a player's identity embeddinge(pk), raw court coordinates (x t;k ; yt;k ),
and a binary variable indicating the player's frontcourtht;k as input. Further, each entity
label vt;k is an integer indexing the trajectory bin derived from the player's raw trajectory,
while eachwt is an integer indexing the ball's trajectory bin.

pk at time step t. The ordered sequence of sets of coordinatesC = ( C1; C2; : : : ; CT ), together

with P, thus de�nes the trajectories for theK agents overT time steps. We then de�nezt;k

as:

zt;k = g([e(pk); xt;k ; yt;k ; ht;k ]) (4.1)

whereg is a multilayer perceptron (MLP), e is an agent embedding layer, andht;k is a vector

of optional contextual features for agentpk at time step t. The trajectory for agent pk at

time step t is de�ned as (x t+1 ;k � x t;k ; yt+1 ;k � yt;k ). Similar to [145], to fully capture the

multimodal nature of the trajectory distributions, we binned the 2D Euclidean space into an

n � n grid (Figure 4.2) and treated the problem as a classi�cation task. Therefore,Z has a

corresponding sequence of sets of trajectory labels (i.e.,vt;k = Bin(� x t;k ; � yt;k ) is an integer

from one to n2), and the loss for each sample inTask P is:
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Figure 4.4: Left : the standard self-attention mask matrixM . The element atM t1 ;t 2 indicates
whether or not the model can \look" at time stept2 when processing time stept1. Right : the
matrix form of our multi-entity self-attention mask tensor. In tensor form, elementM t1 ;k1 ;t 2 ;k2

indicates whether or not the model can \look" at agentpk2 at time step t2 when processing
agent pk1 at time step t1. In matrix form, this corresponds to elementM t1K + k1 ;t 2K + k2 when
using zero-based indexing. TheM shown here is for a static, fully connected graph, but
other, potentially evolving network structures can be encoded in the attention mask tensor.

L =
TX

t=1

KX

k=1

� ln(f (Z )t;k [vt;k ]) (4.2)

wheref (Z )t;k [vt;k ] is the probability assigned to the trajectory label for agentpk at time step

t by f ; i.e., Equation (4.2) is the NLL of the data according to the model.

For Task B , the loss for each sample is:

L =
TX

t=1

� ln(f (Z )t [wt ])

wheref (Z )t [wt ] is the probability assigned to the trajectory label for the ball at time stept

by f , and the labels correspond to a binned 3D Euclidean space (i.e.,wt = Bin(� x t ; � yt ; � zt )

is an integer from one ton3).

4.2.3 The multi-entity Transformer

We now describe our multi-entity Transformer,baller2vec (Figure 4.3). For NLP

tasks, the Transformer self-attention maskM takes the form of aT � T matrix (Figure 4.4)
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whereT is the length of the sequence. The element atM t1 ;t 2 thus indicates whether or not

the model can \look" at time step t2 when processing time stept1. Here, we generalize the

standard Transformer to the multi-entity setting by employing aT � K � T � K masktensor

where elementM t1 ;k1 ;t 2 ;k2 indicates whether or not the model can \look" at agentpk2 at time

step t2 when processing agentpk1 at time step t1. Here, we mask all elements wheret2 > t 1

and leave all remaining elements unmasked, i.e.,baller2vec is a \causal" model.

In practice, to be compatible with Transformer implementations in major deep learning

libraries, we reshapeM into a TK � TK matrix (Figure 4.4) and the input to the Transformer

is a matrix with shape TK � F where F is the dimension of eachzt;k . [56] observed that

positional encoding [127] is not only unnecessary, but detrimental for Transformers that

use a causal attention mask, so we do not use positional encoding withballer2vec . The

remaining computations are identical to the standard Transformer (see code).

4.3 Experiments

4.3.1 Dataset

We trained baller2vec on a publicly available dataset of player and ball trajectories

recorded from 631 National Basketball Association (NBA) games from the 2015-2016 season.1

All 30 NBA teams and 450 di�erent players were represented. Because transition sequences

are a strategically important part of basketball, unlike prior work, e.g., [37, 136, 141], we

did not terminate sequences on a change of possession, nor did we constrain ourselves to a

�xed subset of sequences. Instead, each training sample was generated on the 
y by �rst

randomly sampling a game, and then randomly sampling a starting time from that game.

The following four seconds of data were downsampled to 5 Hz from the original 25 Hz and

used as the input.

Because we did not terminate sequences on a change of possession, we could not nor-

malize the direction of the court as was done in prior work [37, 136, 141]. Instead, for each

1https://github.com/linouk23/NBA-Player-Movements
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sampled sequence, we randomly (with a probability of 0.5) rotated the court 180� (because

the court's direction is arbitrary), doubling the size of the dataset. We used a train-

ing/validation/test split of 569/30/32 games, respectively (i.e., 5% of the games were used

for testing, and 5% of the remaining 95% of games were used for validation). As a result, we

had access to� 82 million di�erent (albeit overlapping) training sequences (569 games� 4

periods per game� 12 minutes per period� 60 seconds per minute� 25 Hz� 2 rotations),

� 800x the number of sequences used in prior work. For both the validation and test sets,

� 1,000 di�erent, non-overlapping sequences were selected for evaluation by dividing each

game intod1;000
N e non-overlapping chunks (whereN is the number of games), and using the

starting four seconds from each chunk as the evaluation sequence.

Figure 4.5: A log-normalized heat map of the trajectory bins in the full NBA dataset. The
center bin corresponds to the \stationary" trajectory (i.e., the player did not move further
than 0.5 ft in either the x or y direction). The elongated shape of the distribution re
ects
the rectangular shape of the court.

4.3.2 Model

We trained separate models forTask P and Task B . For all experiments, we used a

single Transformer architecture that was nearly identical to the original model described in

[127], with dmodel = 512 (the dimension of the input and output of each Transformer layer),

eight attention heads,d� = 2048 (the dimension of the inner feedforward layers), and six
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layers, although we did not use dropout. Forboth Task P and Task B , the players and

the ball were included in the input, and both the players and the ball were embedded to

20-dimensional vectors. The input features for each player consisted of his identity, his (x; y)

coordinates on the court at each time step in the sequence, and a binary variable indicating

the side of his frontcourt (i.e., the direction of his team's hoop).2 The input features for the

ball were its (x; y; z) coordinates at each time step.

The input features for the players and the ball were processed by separate, three layer

MLPs (Equation (4.1)) before being fed into the Transformer. Each MLP had 128, 256, and

512 nodes in its three layers, respectively, and a ReLU nonlinearity following each of the �rst

two layers. For classi�cation, a single linear layer was applied to the Transformer output

followed by a softmax. For players, we binned an 11 ft� 11 ft 2D Euclidean trajectory space

into an 11� 11 grid of 1 ft � 1 ft squares for a total of 121 player trajectory labels (Figure

4.5 shows the distribution of the player trajectory bins for the entire dataset). Similarly, for

the ball, we binned a 19 ft� 19 ft � 19 ft 3D Euclidean trajectory space into a 19� 19� 19

grid of 1 ft � 1 ft � 1 ft cubes for a total of 6,859 ball trajectory labels.

We used the Adam optimizer [61] with an initial learning rate of 10� 6, � 1 = 0:9, � 2 =

0:999, and� = 10� 9 to update the model's parameters, of which there were� 19/23 million for

Task P / Task B , respectively. The learning rate was reduced to 10� 7 after 20 consecutive

epochs of the validation loss not improving. Models were implemented in PyTorch and

trained on a single NVIDIA GTX 1080 Ti GPU for seven days (� 650 epochs) where each

epoch consisted of 20,000 training samples, and the validation set was used for early stopping.

4.3.3 Baselines

As our naive baseline, we used the marginal distribution of the trajectory bins from the

training set for all predictions. For our strong baseline, we implemented aballer2vec -like

2We did not include team identity as an input variable because teams are collections of players and a
coach, and coaches did not vary as we only had access to half of one season of data; however, with additional
seasons of data, we would include the coach as an input variable.
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graph recurrent neural network (GRNN) and trained it onTask P (code is available in the

baller2vec repository).3 Speci�cally, at each time step, the player and ball inputs were �rst

processed using MLPs as inballer2vec (Equation (4.1)), and these inputs were then fed

into a graph neural network (GNN) as in [136]. The node and edge functions of the GNN

were each a Transformer-like feedforward network (TFF):

TFF( x) = LN( x + W2ReLU(W1x + b1) + b2)

where LN is Layer Normalization [10],W1 and W2 are weight matrices,b1 and b2 are bias

vectors, and ReLU is the recti�er activation function. For our RNN, we used a gated recurrent

unit (GRU) RNN [24] in which we replaced each of the six weight matrices of the GRU with

a TFF. Each TFF had the same dimensions as the Transformer layers used inballer2vec .

Our GRNN had � 18M parameters, which is comparable to the� 19M in baller2vec . We

also trained our GRNN for seven days (� 175 epochs).

4.3.4 Ablation studies

To assess the impacts of the multi-entity design and player embeddings ofballer2vec

on model performance, we trained three variations of ourTask P model using: (1) one

player in the input without player identity, (2) all 10 players in the input without player

identity, and (3) all 10 players in the input with player identity. In experiments where

player identity was not used, a single generic player embedding was used in place of the

player identity embeddings. We also trained two variations of ourTask B model: one with

player identity and one without. Lastly, to determine the extent to whichballer2vec uses

historical information in its forecasts, we compared the performance of our bestTask P

model on the full sequence test set with its performance on the test set whenonly predicting

the trajectories for the �rst frame (i.e., we applied thesamemodel to a reduced test set).

3We chose to implement our own strong baseline becauseballer2vec has far more parameters than
models from prior work (e.g., � 70x [37]).
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4.4 Results

4.4.1 baller2vec is an e�ective learning algorithm for multi-agent spatiotempo-

ral modeling.

Table 4.1: The perplexity per trajectory on the test set when usingballer2vec vs. the
marginal distribution of the trajectory bins in the training set (\Train") for all predictions.
baller2vec considerably reduces the uncertainty over the trajectory bins.

baller2vec Train

Task P 1.64 15.72
Task B 13.44 316.05

Table 4.2: The average NLL (lower is better) on theTask P test set and seconds per training
epoch (SPE) forballer2vec (b2v) and our GRNN. baller2vec trains � 3.8 times faster per
epoch compared to our GRNN, andballer2vec outperformed our GRNN by 10.5% when
given the same amount of training time. Even when only allowed to train for half (\0.5x")
and a quarter (\0.25x") as long as our GRNN,baller2vec outperformed our GRNN by
9.1% and 1.5%, respectively..

b2v b2v (0.5x) b2v (0.25x) GRNN

NLL 0.492 0.499 0.541 0.549
SPE � 900 � 900 � 900 � 3,400

The average NLL on the test set for our bestTask P model was 0.492, while the average

NLL for our best Task B model was 2.598. In NLP, model performance is often expressed in

terms of the perplexity per word, which, intuitively, is the number of faces on a fair die that

has the same amount of uncertainty as the model per word (i.e., a uniform distribution over

M labels has a perplexity ofM , so a model with a per word perplexity of six has the same

average uncertainty as rolling a fair six-sided die). In our case, we consider the perplexity

per trajectory, de�ned as:
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PP = e
1

NT K

P N
n =1

P T
t =1

P K
k =1 � ln( p(vn;t;k ))

where N is the number of sequences. Our bestTask P model achieved a perplexity per

trajectory of 1.64, i.e.,baller2vec was, on average, as uncertain as rolling a 1.64-sided fair

die (better than a coin 
ip) when predicting player trajectories (Table 4.1). For compar-

ison, when using the distribution of the player trajectory labels in the training set as the

predicted probabilities, the perplexity on the test set was 15.72. Our bestTask B model

achieved a perplexity per trajectory of 13.44 (compared to 316.05 when using the training

set distribution).

Compared to our GRNN, baller2vec was � 3.8 times faster and had a 10.5% lower

average NLL when given an equal amount of training time (Table 4.2). Even when only

given half as much training time as our GRNN,baller2vec had a 9.1% lower average NLL.

4.4.2 baller2vec uses information about all players on the court through time,

in addition to player identity, to model spatiotemporal dynamics.

Table 4.3: The average NLL on the test set for each of the models in our ablation experiments
(lower is better). For Task P , using all 10 players improved model performance by 18.0%,
while using player identity improved model performance by an additional 4.4%. ForTask
B , using player identity improved model performance by 2.7%. 1/10 indicates whether one
or 10 players were used as input, respectively, while I/NI indicates whether or not player
identity was used, respectively.

Task 1-NI 10-NI 10-I

Task P 0.628 0.515 0.492
Task B N/A 2.670 2.598

Results for our ablation experiments can be seen in Table 4.3. Including all 10 players

in the input dramatically improved the performance of ourTask P model by 18.0% vs.

only including a single player. Including player identity improved the model's performance
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a further 4.4%. This stands in contrast to [37] where the inclusion of player identity led to

slightly worse model performance; a counterintuitive result given the range of skills among

NBA players, but possibly a side e�ect of their role-alignment procedure. Additionally,

when replacing the players in each test set sequence with random players, the performance

of our bestTask P model deteriorated by 6.2% from 0.492 to 0.522. Interestingly, including

player identity only improved our Task B model's performance by 2.7%. Lastly, our best

Task P model's performance on the full sequence test set (0.492) was 70.6% better than its

performance on the single frame test set (1.67), i.e.,baller2vec is clearly using historical

information to model the spatiotemporal dynamics of basketball.

4.4.3 baller2vec 's learned player embeddings encode individual attributes.

Figure 4.6: As can be seen in this 2D UMAP of the player embeddings, by exclusively
learning to predict the trajectory of the ball, baller2vec was able to infer idiosyncratic
player attributes. The left-hand side of the plot contains tall post players (, ), e.g., Serge
Ibaka, while the right-hand side of the plot contains shorter shooting guards (9 ) and point
guards (+), e.g., Stephen Curry. The connecting transition region contains forwards (,
) and other \hybrid" players, i.e., individuals possessing both guard and post skills, e.g.,

LeBron James. Further, players with similar defensive abilities, measured here by the cube
root of the players' blocks per minute in the 2015-2016 season [12], cluster together.

Neural language models are widely known for their ability to encode semantic relation-

ships between words and phrases as geometric relationships between embeddings|see, e.g.,

[84, 83, 73, 116]. [5] observed a similar phenomenon in a baseball setting, where batters and
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pitchers with similar skills were found next to each other in the embedding space learned

by a neural network trained to predict the outcome of an at-bat. A 2D UMAP [82] of

the player embeddings learned byballer2vec for Task B can be seen in Figure 4.6. Like

(batter|pitcher)2vec [5], baller2vec seems to encode skills and physical attributes in

its player embeddings.

Figure 4.7: Nearest neighbors inballer2vec 's embedding space are plausible doppelg•angers,
such as the explosive point guards Russell Westbrook and Derrick Rose, and seven-foot tall
brothers Pau and Marc Gasol.

Querying the nearest neighbors for individual players reveals further insights about

the baller2vec embeddings. For example, the nearest neighbor for Russell Westbrook, an

extremely athletic 6'3" point guard, is Derrick Rose, a 6'2" point guard also known for his

athleticism (Figure 4.7). Amusingly, the nearest neighbor for Pau Gasol, a 7'1" center with

a respectable shooting range, is his younger brother Marc Gasol, a 6'11" center, also with a

respectable shooting range.

4.4.4 baller2vec 's trajectory forecast distributions depend on both the histor-

ical and current context.

Becauseballer2vec explicitly models the distribution of the player trajectories (unlike

variational methods), we can easily visualize how its trajectory forecast distributions shift
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