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Abstract

Human pose estimation and action recognition are pivotal tasks in computer vision with
extensive applications in sports analysis and health. This dissertation addresses several key
research areas to advance these fields. First, it introduces a cost-efficient method to enhance and
adapt generative models, enabling broader application and improved performance in diverse
contexts. Additionally, the study proposes a comprehensive dataset, VideoBadminton, designed
specifically for fine-grained action recognition in badminton. This dataset includes detailed
annotations and a wide variety of action categories, setting a new standard for future research
in sports analysis.

Furthermore, the research adapts the CLIP model for action recognition on the VideoBad-
minton dataset, demonstrating how multimodal models can be effectively utilized to improve
the accuracy and robustness of action recognition in sports videos. The dissertation also applies
human posture estimation techniques to sitting posture analysis, contributing to lower back pain
research and offering potential benefits in clinical settings.

Collectively, these studies leverage deep learning techniques, including convolutional neu-
ral networks (CNNS5s), recurrent neural networks (RNNs), transformers, and multimodal mod-
els, to advance the fields of human pose estimation and action recognition. The findings have
significant implications for sports analysis, coaching, and health, providing valuable insights
into athletic performance, training program effectiveness, and injury prevention. Additionally,
the proposed methodologies have broader applications in areas such as healthcare, gaming, and

robotics, where accurate human pose estimation and action recognition are critical.
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Chapter 1

Introduction

Human posture estimation and action recognition are critical areas of research in computer
vision, with extensive applications in sports analysis and healthcare. This dissertation aims to
advance these elds by proposing novel methodologies and leveraging advanced models and
datasets. The primary focus is on the development of the VideoBadminton dataset for sports
action recognition and a camera-based method for sitting posture analysis in lower back pain
research. Additionally, a new method is proposed to surpass the performance of state-of-the-art

methods for action recognition on the VideoBadminton dataset.

1.1 Motivations and Research Problems

The primary motivation behind this research is to advance the elds of human pose estimation
and action recognition, particularly in challenging environments where variability and com-
plexity of human movement present signi cant dif culties. The aim is to develop more accu-

rate and robust methodologies that can be effectively applied in real-world scenarios, such as
sports analysis and healthcare. The research problems addressed in this dissertation are detailed

as follows:

1.1.1 Human Pose Estimation and Action Recognition in Sports

Human pose estimation and action recognition are critical for understanding and analyzing ath-
letic performance. Traditional methods often struggle with the dynamic and rapid movements
found in sports. This research aims to develop advanced deep learning techniques tailored for

sports applications, focusing on the game of badminton. The speci ¢ motivations include:

1



* Improving Accuracy: Current models often fail to accurately capture the rapid and
complex movements of athletes. This research seeks to enhance the precision of pose
estimation and action recognition by leveraging state-of-the-art deep learning architec-

tures.

* Robustness in Challenging Environments Sports environments are characterized by
varying lighting conditions, occlusions, and diverse backgrounds. Developing models

that maintain high performance despite these challenges is a key goal.

» Real-time Analysis The ability to provide real-time feedback and analysis is crucial for
applications in coaching and performance improvement. This research explores methods

to reduce computational complexity and improve processing speed.

1.1.2 Creation of the VideoBadminton Dataset and the Development of Badminton-CLIP

Method

One of the signi cant contributions of this dissertation is the creation of a novel dataset,
VideoBadminton, speci cally designed for badminton action recognition. The motivations be-

hind this include:

» Addressing Data Scarcity Existing datasets often lack the speci ¢ actions and contexts
relevant to badminton. VideoBadminton lIs this gap by providing a comprehensive

collection of high-quality video sequences capturing a wide range of badminton actions.

» Enabling Detailed Analysis The dataset aims to support the development of models
that can differentiate between subtle variations in actions, which is essential for nuanced

performance analysis.

» Benchmarking Performance By offering a standardized dataset, VideoBadminton serves
as a benchmark for evaluating and comparing the performance of various action recogni-

tion models, driving further advancements in the eld.



» Proposing a New Multimodal Method: The emergence of new multimodal models like
CLIP, which can leverage both language and vision information, presents a signi cant op-
portunity for enhancing action recognition accuracy and understanding the content of Al
models. By integrating video and textual data, these models can offer a more comprehen-
sive analysis of sports actions. Motivated by this potential, we propose the Badminton-
CLIP method. This innovative approach utilizes the VideoBadminton dataset to develop
and evaluate a model that achieves superior performance in video sports analysis. The
Badminton-CLIP method sets a new benchmark for accuracy and ef ciency in action
recognition, demonstrating the effectiveness of multimodal integration in improving Al

model performance.

1.1.3 Sitting Posture Detection for Lower Back Pain Research

Another important aspect of this research is the application of human pose estimation tech-
niques to the problem of sitting posture detection, which is crucial for addressing lower back

pain. The speci c research problems include:

» Accurate Posture Detection Developing a method to accurately detect and analyze
sitting postures using camera-based deep learning models. This involves handling occlu-

sions and varying body shapes and sizes.

» Health Monitoring and Feedback Providing real-time feedback to users to help them
maintain proper posture and prevent lower back pain. This requires models that are both

accurate and ef cient.

* Integration with Healthcare Systems Exploring the integration of these posture detec-
tion models into broader healthcare monitoring systems, enabling continuous and unob-

trusive health monitoring for individuals prone to lower back pain.

In summary, this dissertation addresses several key research problems aimed at advanc-
ing human pose estimation and action recognition technologies. By developing new datasets,

proposing innovative methods, and exploring practical applications in sports and healthcare,



this research aims to make signi cant contributions to the eld and provide robust solutions for

real-world challenges.

1.2 A brief overview of human pose estimation and action recognition

1.2.1 Human Pose Estimation

Human pose estimation is a computer vision task that involves identifying the position and
orientation of key body parts, such as the head, shoulders, elbows, wrists, hips, knees, and
ankles, in an image or video. This information can be used to understand the actions and
movements of people in the scene.

Human pose estimation is a eld of computer vision that aims to determine the positions
and orientations of key body parts, such as the head, shoulders, elbows, wrists, hips, knees, and
ankles, in an image or video. This information is represented by a set of keypoints, which are
the coordinates of the body parts in the image. The keypoints can be used to reconstruct a 2D
or 3D representation of the human body. The 2D representation is a stick gure or skeleton,
and the 3D representation is a mesh of the human body.

The task of human pose estimation is challenging because of the variability of human pose
and motion, as well as the presence of occlusions and other factors that can make it dif cult to
accurately detect and track body parts. The task is also challenging because it is a multi-person
and multi-pose problem, meaning that there can be multiple people in the image or video and
each person can be in a different pose.

The information obtained from the human pose estimation can be used in different appli-
cation like action recognition, video surveillance, human-computer interaction, sports analysis,
and so on. In action recognition, the information can be used to classify the action that a per-
son is performing in a video, such as walking, running, jumping, waving, and so on. In video
surveillance, the information can be used to detect suspicious behavior, such as loitering or
carrying a weapon. In human-computer interaction, the information can be used to control a
computer or virtual reality system using body movements. In sports analysis, the information

can be used to analyze the technique of athletes and to provide feedback to coaches and players.



1.2.2 Action Recognition

Action recognition, also known as activity recognition, is a eld of computer vision that aims
to identify the actions being performed by people in a video. The actions can include a wide
range of activities such as walking, running, jumping, waving, dancing, playing sports, and so
on. The goal is to automatically understand the behavior of the people in the video, which can
have various applications like video surveillance, sports analysis, human-computer interaction
and so on.

To perform action recognition, the video is typically divided into short clips or frames, and
the actions are detected and classi ed on a frame-by-frame basis. One of the main challenges in
action recognition is to capture the temporal information and dynamics of the actions, as well
as the variations in the actions caused by different people, viewpoints, and lighting conditions.

Action recognition algorithms typically use the output of human pose estimation as input,
and use machine learning techniques to classify the actions based on the poses. The human
pose information can be used to extract features that are relevant to the actions, such as the
relative positions and orientations of the body parts, the motion patterns, and the appearance
of the body parts. The machine learning techniques that are used to classify the actions can
include decision trees, support vector machines, and neural networks.

Recently, deep learning techniques, particularly Recurrent Neural Networks (RNNs) and
Convolutional Neural Networks (CNNs), have been used to achieve state-of-the-art results in
action recognition. These technigues can learn rich feature representations from large amounts

of data, which can be used to capture the temporal and spatial information of the actions

1.2.3 The importance of both problems

Both human pose estimation and action recognition are challenging tasks due to the variability
of human pose and motion, as well as the presence of occlusions and other factors that can make
it dif cult to accurately detect and track body parts. Deep learning-based methods, particularly
convolutional neural networks (CNNs), have become increasingly popular for these tasks due

to their ability to learn rich feature representations from large amounts of data.



Human pose estimation and action recognition are challenging tasks in computer vision
due to several factors. One of the main challenges is the variability of human pose and motion.
Humans can assume a wide range of poses and movements, and the same action can be per-
formed in different ways by different people. This can make it dif cult to accurately detect and
track body parts, especially when the poses are extreme or when the body parts are occluded
by other objects or people.

Another challenge is the presence of occlusions, which can occur when one or more body
parts are obscured by other objects or people. Occlusions can make it dif cult to accurately
detect and track body parts, as well as to understand the actions and movements of the people
in the scene.

Additionally, human actions can happen in different environments, lighting conditions,
camera angles and so on which can make the task of action recognition even more dif cult.

Deep learning-based methods, particularly convolutional neural networks (CNNs), have
become increasingly popular for these tasks due to their ability to learn rich feature represen-
tations from large amounts of data. CNNs can automatically learn useful features from the
images and videos, which can be used to detect and track body parts, as well as to classify the
actions. Additionally, CNNs can be trained end-to-end, which means that the network can learn
to perform both human pose estimation and action recognition simultaneously.

Recently, there are also many works combining CNNs with other architectures like LSTMs,
TCNs, and Graph-based models to improve the performance of human pose estimation and ac-

tion recognition tasks.

1.3 Relevance applications in Real-world Scenarios for Human Pose Estimation and Action

Recognition

Human pose estimation and action recognition are important problems in computer vision due

to their wide range of applications. Some of the key applications include:



Video Surveillance

The information obtained from human pose estimation and action recognition can be pivotal
in video surveillance applications to enhance security and safety. By accurately detecting and
interpreting human actions, these technologies can identify suspicious behaviors, such as loiter-
ing, carrying a weapon, or engaging in unauthorized activities, in real-time surveillance videos.
This capability is crucial for monitoring public spaces, such as airports, train stations, shopping
centers, and other high-traf c areas, where timely intervention can prevent potential threats
and ensure public safety. Additionally, advanced human pose estimation can facilitate crowd
monitoring, detect abnormal activities in large gatherings, and provide insights into movement
patterns, further contributing to the ef cient management of public safety operations. The in-
tegration of these technologies into existing surveillance systems can signi cantly augment the

ability to maintain secure environments and respond proactively to potential incidents.

Sports Analysis

Human pose estimation and action recognition can be used to analyze the techniques of ath-
letes in various sports. By providing detailed and accurate feedback, coaches and players can
identify strengths and weaknesses in performance. This analysis enables targeted training in-
terventions, allowing athletes to re ne their techniques, enhance their overall performance, and
achieve their competitive goals. Furthermore, understanding the biomechanics and movement
patterns of athletes helps in designing personalized training programs that maximize ef ciency
and effectiveness.

Additionally, human pose estimation and action recognition play a crucial role in injury
prevention. By closely monitoring the movements and postures of athletes during training and
competition, it is possible to detect improper techniques and risky behaviors that may lead to
injuries. Early identi cation of such issues allows for timely corrective measures, reducing the
likelihood of injury and ensuring the long-term health and well-being of athletes. This tech-
nology also facilitates rehabilitation by tracking the progress of injured athletes and providing

data-driven insights to guide their recovery process.



Overall, the application of human pose estimation and action recognition in sports anal-
ysis is transformative, offering valuable insights that drive performance enhancement, injury

prevention, and effective rehabilitation strategies.

Human-Computer Interaction

The information obtained from human pose estimation and action recognition can be leveraged
to enhance Human-Computer Interaction (HCI) applications. By interpreting body movements,
these technologies can enable users to control computers or virtual reality systems in a more
natural and intuitive manner. For instance, gestures or facial expressions can be used to perform
various actions, such as navigating through a virtual environment, controlling a robotic system,
or interacting with software applications. This can signi cantly improve user experience by
providing more immersive and responsive interfaces. Additionally, these capabilities can be
applied in gaming, where players can use their bodies to interact with the game, or in assistive
technologies, where individuals with disabilities can use gestures or expressions to communi-
cate and control devices. The integration of human pose estimation and action recognition into
HCI opens up new possibilities for creating more engaging and accessible computing environ-

ments.

Robotics

The information derived from human pose estimation and action recognition can be pivotal

in enhancing the capabilities of robotics applications. By accurately interpreting human move-
ments and actions, robots and drones can be controlled more precisely, enabling them to interact
with humans in a more natural and intuitive way. This can signi cantly improve human-robot
interaction (HRI) in various settings such as assistive robotics for elderly care, collaborative
robots (cobots) in manufacturing, and autonomous drones for surveillance and delivery. In
these applications, robots can understand and respond to human gestures, navigate complex
environments, and perform tasks with a high degree of autonomy and safety, ultimately leading

to more seamless and effective integration of robots into everyday life.



Entertainment

The data obtained from human pose estimation and action recognition can be used to create
more realistic and engaging virtual characters and animations. In the entertainment industry,
these technologies are pivotal for enhancing the realism and interactivity of video games, where
character movements can be made to mimic real human actions closely. Similarly, in movies,
motion capture data can drive the animation of CGI characters, making their movements appear
more lifelike and expressive. Beyond traditional uses, these advancements enable new forms
of interactive media, such as virtual reality experiences where users can interact with digital
environments in a natural and intuitive manner, further blurring the line between virtual and

real worlds.

Medical Analysis

Human pose estimation and action recognition have signi cant applications in medical analysis,
offering valuable insights for the diagnosis, treatment, and rehabilitation of patients with vari-
ous movement disorders. For instance, these technologies can be used to analyze the movement
patterns of patients with disorders such as Parkinson's disease. By accurately capturing and in-
terpreting these patterns, healthcare professionals can monitor the progression of the disease,
assess the effectiveness of treatments, and tailor rehabilitation programs to individual needs.
Moreover, real-time feedback can be provided to both patients and therapists, facilitating im-
mediate adjustments in therapy and enhancing the overall effectiveness of the treatment. This
capability extends to a range of conditions, including stroke rehabilitation, cerebral palsy, and
post-operative recovery, where precise movement analysis is crucial for optimizing patient out-
comes. Additionally, the integration of pose estimation and action recognition in telemedicine
allows for remote monitoring and virtual therapy sessions, increasing accessibility to healthcare

services and enabling continuous patient support.



Autonomous vehicles

Human pose estimation and action recognition are critical for ensuring safe navigation by en-
abling the detection and interpretation of the movements of pedestrians and other vehicles. By
accurately identifying and predicting human actions and postures, autonomous systems can
make more informed decisions to avoid collisions and enhance overall safety. Furthermore,
these capabilities can improve the interaction between autonomous vehicles and their environ-
ment, such as recognizing hand signals from pedestrians or understanding the intent of cyclists,

thereby fostering safer and more ef cient transportation systems.

Augmented Reality

The information can be used to overlay virtual objects on the real world, enhancing the user's
interaction with their environment. This capability is crucial for developing augmented reality
(AR) applications, where real-time tracking of user movements allows for a seamless integra-
tion of digital content with physical surroundings. For instance, in sports training, AR can
provide athletes with real-time feedback by superimposing correct postures and techniques di-
rectly onto their view. In healthcare, AR can assist in physical therapy by guiding patients
through exercises with precise visual cues. Additionally, AR applications in gaming and enter-
tainment can create immersive experiences by enabling users to interact with virtual characters
and objects. This real-time integration of virtual and physical worlds opens up vast possibilities
for innovation in various elds, making human pose estimation and action recognition pivotal

technologies in the advancement of augmented reality.

1.4 Contributions

The main contributions of this dissertation are fourfold:
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1.4.1 Improving and Re-purposing Generative Models with a Cost-Ef cient Method

This contribution focuses on enhancing generative models to better handle diverse data and im-
prove their reusability. The methodology involves optimizing class embeddings in pre-trained

GANSs to enhance sample diversity and quality.

1.4.2 A Benchmark for Badminton Action Recognition Dataset

The VideoBadminton dataset is introduced as a comprehensive collection of badminton ac-
tions. It includes ne-grained annotations and a diverse set of actions, providing a challenging
benchmark for action recognition models. This dataset supports the development and eval-
uation of state-of-the-art video recognition architectures, offering valuable insights into their

performance and applicability.

1.4.3 Badminton-CLIP Model to Adapt Video Analysis for Action Recognition on Sports

Dataset

The CLIP model is adapted for video analysis to improve action recognition in sports. This in-
volves modi cations to process frame-level embeddings, implementing temporal pooling, and
use prompt engineering to better align video and text representations. The Badminton-CLIP
model is speci cally trained and evaluated on the VideoBadminton dataset, demonstrating sig-
ni cant improvements in action recognition accuracy. Additionally, a new method is proposed

to improve action recognition performance on the VideoBadminton dataset beyond the cur-
rent state-of-the-art. This method incorporates advanced techniques in deep learning and video
analysis, aiming to set a new benchmark for accuracy and ef ciency in sports action recogni-

tion.

1.4.4 Human Posture Estimation Applied to Sitting Posture Analysis in Lower Back Pain

Research

A novel camera-based method is proposed for detecting and analyzing sitting postures, aimed

at preventing lower back pain. This method leverages deep learning techniques to provide
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real-time feedback and integrate with broader healthcare systems. The approach is validated

through comprehensive experiments, showing high accuracy in posture detection and analysis.

1.5 Organization

This dissertation is organized as follows:

Chapter 1 provides an introduction to the research, including the motivations, research

problems, and an overview of human pose estimation and action recognition.
Chapter 2 reviews the related work in human pose estimation and action recognition.

Chapter 3 presents the methods used for re-purposing generative models to augment

datasets.

Chapter 4 introduces the VideoBadminton dataset and details the methods used for action

recognition in badminton.

Chapter 5 presents the Badminton-CLIP method, discussing its adaptations for video

analysis and its application in action recognition on the VideoBadminton dataset.

Chapter 6 discusses the application of human posture estimation to sitting posture analy-

sis in lower back pain research.

Chapter 7 concludes the dissertation and outlines future work.
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Chapter 2

Literature Review

2.1 Overview of previous work in human pose estimation and action recognition

There has been a signi cant amount of research in the eld of human pose estimation and action
recognition in recent years. In this literature review, | will provide an overview of some of the

previous work in these areas.

2.1.1 Human Pose Estimation

Early methods for human pose estimation were based on hand-crafted features, such as his-
tograms of oriented gradients (HOG), and used linear classi ers, such as support vector ma-
chines (SVMs), to classify the body parts.

With the advent of deep learning, CNN-based methods have become increasingly popular
for human pose estimation. These methods use CNNs to extract features from the images and
use the features to detect and track body parts.

Some of the notable works in this area include the Multi-Person Pose Estimation (MPPE)
network, the Simple Baselines for Human Pose Estimation and Tracking (SimpleBaselines) ,
and the OpenPose. Recently, Graph-based methods have been used to represent the human
body as a graph, where the nodes are the body parts and the edges are the connections between
the body parts. These methods can be used to model the spatial and temporal dependencies
between the body parts, which can improve the performance of the human pose estimation

task.
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2.1.2 Action Recognition

Early methods for action recognition were based on hand-crafted features, such as histograms
of oriented gradients (HOG), and used linear classi ers, such as support vector machines
(SVMs), to classify the actions.

With the advent of deep learning, CNN-based methods have become increasingly popular
for action recognition. These methods use CNNs to extract features from the images and use the
features to classify the actions. Some of the notable works in this area include the Two-Stream
CNNSs, the CNN-LSTM, and the 3D CNNSs.

Recently, Graph-based methods have been used to represent the actions as a graph, where
the nodes are the frames of the video and the edges are the connections between the frames.
These methods can be used to model the temporal dependencies between the frames, which

can improve the performance of the action recognition task.

2.2 Human Pose Estimation

2.2.1 Whatis Pose Estimation?

Human pose estimation and tracking is a computer vision task that includes detecting, associat-
ing, and tracking semantic key points. Examples of semantic key points are “right shoulders,”
“left knees,” or the “left brake lights of vehicles.” The performance of semantic keypoint track-
ing in live video footage requires high computational resources which has been limiting the
accuracy of pose estimation. With the latest advances, new applications with real-time require-
ments become possible, such as self-driving cars and last-mile delivery robots. Today, the
most powerful image processing models are based on convolutional neural networks (CNNSs).
Hence, state-of-the-art methods are typically based on designing the CNN architecture tailored
particularly for human pose inference.

In traditional object detection, people are only perceived as a bounding box (a square).
By performing pose detection and pose tracking, computers can develop an understanding of
human body language. However, conventional pose-tracking methods are neither fast enough

nor robust enough for occlusions to be viable. High-performing real-time pose detection and
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tracking will drive some of the biggest trends in computer vision. For example, tracking the
human pose in real time will enable computers to develop a ner-grained and more natural
understanding of human behavior. This will have a big impact on various elds, for example,
autonomous driving. Today, the majority of self-driving car accidents are caused by “robotic”
driving, where the self-driving vehicle conducts an allowed but unexpected stop and a human
driver crashes into the self-driving car. With real-time human pose detection and tracking, the
computers are able to understand and predict pedestrian behavior much better — allowing more

natural driving.

2.2.2 Human Body Modeling

Human body modeling is an important aspect of HPE to represent key points and features
extracted from input data. For example, most HPE methods usé-gmts rigid kinematic
model. The human body is a sophisticated entity with joints and limbs and contains body
kinematic structure and body shape information. In many methods, a model-based approach
is employed to infer and render 2D/3D human body poses. There are typically three types of
models for human body modeling, i.e., kinematic model (used for 2D/3D HPE), planar model

(used for 2D HPE), and volumetric model (used for 3D HPE), as shown in 2.1

Figure 2.1: Examples for human body modeling.
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2.2.3 2D Human Pose Estimation

2D human pose estimation involves identifying the coordinates of key body joints in a two-
dimensional space, typically within the con nes of an image or video frame. This method
leverages deep learning techniques and convolutional neural networks (CNNs) to detect and
localize key points such as the elbows, knees, shoulders, and hips. The primary advantage of
2D pose estimation is its simplicity and lower computational cost compared to 3D estimation.

It has been widely adopted in various applications, including sports analysis, human-computer
interaction, and augmented reality. However, 2D pose estimation faces signi cant challenges in
accurately interpreting body poses from different angles and in cases of occlusion, where parts
of the body are hidden from view. Moreover, the absence of depth information limits its ability

to provide a comprehensive understanding of the spatial relationships between body parts.

2.2.4 3D Human Pose Estimation

In contrast, 3D human pose estimation extends the concept by mapping the detected key points
into a three-dimensional space, providing a richer and more detailed representation of human
movements. This approach is crucial for applications requiring precise spatial information,
such as biomechanics, virtual reality, and advanced robotics. 3D pose estimation typically in-
volves more complex models and additional data, such as depth sensors or multiple camera
angles, to accurately infer the depth and position of joints in a 3D environment. While 3D
pose estimation offers superior accuracy and a more holistic view of human maotion, it comes
with increased computational demands and complexity in data acquisition and processing. The
integration of depth information signi cantly enhances the capability to handle occlusions and
varying perspectives, making 3D pose estimation a powerful tool for in-depth analysis of hu-
man activity. However, the trade-off between accuracy and computational ef ciency remains a

critical consideration in the deployment of 3D pose estimation systems.
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2.3 Human Action Recognition

2.3.1 What is Human Action Recognition?

Human action recognition is a eld of computer vision and arti cial intelligence that involves
analyzing video or image data to recognize and classify human actions automatically. The goal
of human action recognition is to create algorithms and models that can accurately identify and
categorize the various actions being performed by people in a given video or image sequence.

These actions can include simple movements, such as walking or standing, as well as more
complex activities, such as playing sports, cooking, or dancing. Human action recognition
systems typically use machine learning techniques, such as deep neural networks, to analyze
and classify the various movements and actions present in the data.

Applications of human action recognition include video surveillance and security, sports
analysis, robotics, human-computer interaction, and healthcare monitoring. For example, hu-
man action recognition algorithms can be used to detect falls in elderly patients or to monitor

the movements of athletes during training and competitions.

2.3.2 Action recognition models

The eld of action recognition has witnessed substantial advancements in recent years, driven
by the development of diverse models that leverage the increasing computational power and
sophistication of machine learning techniques. Pioneering efforts in this domain have primar-
ily focused on leveraging convolutional neural networks (CNNs), which have proven effec-
tive in extracting spatial features from individual frames. Seminal models like the two-stream
CNN [3], as proposed by Simonyan and Zisserman, combine spatial and temporal network
streams to capture both appearance and motion information, setting a foundation for subse-
guent innovations.

Building upon this, the integration of Recurrent Neural Networks (RNNs) and Long Short-
Term Memory (LSTM) networks has been explored to better understand temporal dynamics in
video sequences better. These models, such as the work by [4], aim to capture the temporal evo-

lution of actions, offering a more nuanced understanding compared to frame-based approaches.
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More recent developments have seen the emergence of 3D Convolutional Neural Networks
(3D CNNSs), which directly process spatio-temporal information in video data. [5]'s introduc-
tion of the 13D model, which extends the concept of 2D CNNs to 3D, has been particularly
in uential in capturing more complex motion patterns.

Furthermore, attention mechanisms and transformer-based models, like the Vision Trans-
former (VIT) for action recognition, have gained traction. By focusing on salient features in
both spatial and temporal dimensions, these models offer promising avenues for enhancing the
accuracy and ef ciency of action recognition systems.

The landscape of action recognition models is thus characterized by a continuous evolu-
tion from basic frame-level feature extraction to complex spatiotemporal and attention-based
models, each contributing to the progress of this eld towards more accurate and ef cient recog-

nition of human actions in videos.

2.3.3 Methods of Human Action Recognition Using Deep Learning

The advent of deep learning has revolutionized human action recognition, offering powerful
techniques to extract and learn from features in video data. Some of the most important methods

in this domain include:

Convolutional Neural Networks (CNNs)

Convolutional Neural Networks (CNNs) are widely used in human action recognition due to
their ability to automatically learn spatial hierarchies of features from images and video frames.
CNNs process video data by treating it as a sequence of frames and applying convolutional
layers to extract features at different levels of abstraction. When extended to three dimensions
(3D-CNNSs), these networks can capture spatiotemporal features, enabling the recognition of

dynamic actions over time.

Recurrent Neural Networks (RNNS)

Recurrent Neural Networks (RNNSs), particularly Long Short-Term Memory (LSTM) networks,

are designed to handle sequential data and are well-suited for capturing temporal dependencies
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in videos. By maintaining a memory of previous frames, RNNs can understand the context
and progression of actions, making them effective for action recognition tasks. LSTMs ad-
dress the vanishing gradient problem of traditional RNNs, allowing them to learn long-term

dependencies more effectively.

Two-Stream Networks

Two-stream networks leverage both spatial and temporal information to improve action recog-
nition accuracy. These networks consist of two separate CNNs: one processes RGB frames to
capture spatial features, while the other processes optical ow to capture motion information.
By combining the outputs of both streams, the network can make more informed predictions
about actions. This approach effectively addresses the challenge of distinguishing similar ac-

tions that differ mainly in their motion patterns.

Temporal Convolutional Networks (TCNs)

Temporal Convolutional Networks (TCNSs) apply convolutional operations along the temporal
dimension of video data. Unlike RNNs, TCNs do not rely on sequential processing and can
leverage parallelism for faster computation. TCNs use causal convolutions to ensure that the
prediction at any time step depends only on past and present information, making them suit-
able for real-time action recognition. Their ability to model long-range temporal dependencies

makes them effective in capturing the dynamics of complex actions.

Transformer Networks

Transformer networks, originally designed for natural language processing, have been adapted
for human action recognition due to their ability to model long-range dependencies and atten-
tion mechanisms. Transformers use self-attention to weigh the importance of different parts of
the input sequence, allowing them to focus on the most relevant features for action recognition.
This capability enables transformers to handle complex temporal relationships and varying ac-

tion durations effectively.
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2.4 Video Dataset

2.4.1 Video dataset for action recognition

In the domain of action recognition, there has been a substantial enhancement in the rich-
ness, quality, and variety of datasets for video classi cation tasks. Seminal datasets such as
HMDB51 [6] and UCF101 [7] were among the rst to augment the variety of action categories
and the volume of video content, laying the groundwork for training deep learning models.
More recently, the advent of expansive datasets like THUMOS14 [8], Sports-1M [9], Kinet-
ics [10], and Moments in Time [11] have signi cantly contributed to the advancement of action
recognition methodologies. Despite these developments, the primary focus of these datasets
remains on coarse-grained recognition. The classi cation boundaries de ned by these datasets
are ef cient in identifying clear-cut positive instances but de cient in distinguishing between
closely related negative actions, which are prevalent in practical settings. Additionally, the
entanglement of background context with the actions during the learning process remains a

persistent challenge.

2.4.2 Fine-grained video dataset for action recognition

Efforts have been undertaken to construct datasets geared toward ne-grained action recog-
nition. Notably, the Breakfast and MPII-Cooking 2 [12] datasets offer annotations for indi-
vidual stages of various cooking processes. In the context of the Breakfast dataset, coarse
actions (e.g., Juice) are dissected into granular action units (e.g., cut orange), while in MPII-
Cooking 2, the verbal segments are characterized as ne-grained categories (e.g., cut as an
element of the action cutting onion). The Something-Something [13] dataset incorporates 147
categories of everyday human-object interactions, encompassing actions such as lowering an
object and retrieving something from a location. The Diving48 [14] dataset is established on
48 intricate diving actions, wherein the labels are amalgamations of four attributes, such as

back+15som+15twis+free.
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While there have been prior efforts [15], [16], [17], [18], [19], [20],

[21], [22], [23] in badminton dataset creation, most have predominantly focused on image-
level data rather than video. Notably, two research projects have contributed to establishing
badminton video datasets, each with unique features and applications.

The Badminton Olympic dataset, as detailed in [24], comprises 10 videos sourced from
YouTube, each showcasing individual badminton matches with an average duration of one
hour. This dataset is enriched with diverse annotations, including: 1. Bounding boxes marking
player positions in 1,500 frames. 2. Notations of 751 instances where players score points.
3. Comprehensive annotations delineating time boundaries and stroke labels across 12 stroke
categories, such as serves and lobs. ShuttleNet [25] represents a more recent contribution,
encompassing 43,191 meticulously selected video clips. Each clip in this dataset focuses on a
particular stroke from 10 distinct categories, including smashes, pushes, and lobs. ShuttleNet
extends its utility beyond mere action recognition; it is tailored for stroke prediction, where the
model is trained to anticipate the next stroke based on the sequence of preceding strokes during

arally.

2.5 Contrastive Language-Image Pretraining (CLIP)

2.5.1 Introduction to CLIP

The Contrastive Language-lmage Pretraining (CLIP) model [1] represents a breakthrough in
the intersection of natural language processing and computer vision. CLIP is designed to learn
visual concepts from natural language descriptions, enabling it to perform a wide range of
tasks without requiring task-speci c training. The model leverages a novel training approach
that utilizes large-scale image-text pairs sourced from the internet, providing it with strong

generalization capabilities across various domains.

2.5.2 Architecture of CLIP

CLIP consists of two primary components: an image encoder and a text encoder. The image

encoder is typically a convolutional neural network (CNN), while the text encoder is based on
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the transformer architecture. These encoders map images and text descriptions into a shared
embedding space. The training process involves maximizing the cosine similarity between
corresponding image-text pairs while minimizing it for non-matching pairs. This contrastive
learning objective encourages the model to develop rich, generalized representations that are

useful for various downstream tasks.

2.5.3 Zero-Shot Learning with CLIP

One of the most notable features of CLIP is its ability to perform zero-shot learning. Unlike tra-
ditional models that require ne-tuning on a speci c dataset, CLIP can generalize to new tasks
and datasets without additional training. This is achieved through its large-scale pretraining
on diverse image-text pairs, which allows it to understand and interpret new inputs in a man-
ner similar to human perception. This zero-shot capability has been demonstrated in various

applications, from image classi cation to object detection and image generation.

2.5.4 Applications of CLIP

Image Classi cation

CLIP has shown competitive performance on standard image classi cation benchmarks. By
leveraging its learned representations, CLIP can classify images into categories without ex-
plicit training on those speci ¢ categories. This ability is particularly useful in scenarios where

labeled data is scarce or unavailable.

Object Detection

In object detection tasks, CLIP can identify and locate objects within an image based on natural
language descriptions. This application extends the model's utility to more complex visual
understanding tasks, making it suitable for real-world applications such as autonomous driving

and surveillance.
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Image Generation

CLIP's ability to understand and generate descriptions of images has also been applied inimage
generation tasks. By conditioning generative models on CLIP's embeddings, researchers can
create images that match speci c textual descriptions. This has applications in content creation,

where generating images based on textual prompts can be highly valuable.

Multimodal Retrieval

Another signi cant application of CLIP is in multimodal retrieval, where the goal is to nd
relevant images based on textual queries and vice versa. CLIP's shared embedding space for
images and text allows for ef cient retrieval across modalities, enhancing the user experience

in search engines and recommendation systems.

Content Moderation

CLIP's robust understanding of visual and textual content makes it an effective tool for content
moderation. It can be used to identify inappropriate or harmful content in images and text,

providing a safer online environment.

2.5.5 Challenges and Future Directions

Despite its strengths, CLIP is not without limitations. The model's performance can vary de-
pending on the quality and diversity of the image-text pairs used during training. Additionally,
biases present in the training data can be re ected in the model's outputs, posing ethical chal-
lenges. Addressing these biases and ensuring fair and ethical use of CLIP remains an ongoing
area of research.

Future work on CLIP involves improving its robustness and generalization capabilities,
particularly in low-data regimes. Enhancements in training methodologies and architecture
modi cations are being explored to make CLIP more adaptable to a wider range of applications.
Furthermore, integrating CLIP with other modalities, such as audio, could open new avenues

for multimodal Al systems.
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In summary, CLIP represents a powerful tool for bridging the gap between visual and
textual understanding. Its innovative training approach and versatile applications have set a
new standard in multimodal Al, paving the way for future advancements in both academic

research and practical implementations.
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Chapter 3

Improving and Re-purposing Generative Models with a cost-ef cient method

3.1 Background

From GPT-2 [26] to BigGAN [27], large, pre-trained generative models have gained substantial
popularity and utility within both research and broader communities. These models, trained on
extensive computational infrastructures, have demonstrated remarkable capabilities. However,
they exhibit near-zero re-trainability, making it impractical for most researchers and engineers
to train or ne-tune such models due to the required resources. For instance, GPT-2 and Big-
GANSs were developed using large-scale computational resources not readily accessible to the
majority of the community.

Pre-trained generative models in both text and image domains often capture undesired,
hidden biases that can be detrimental to society [28, 29]. Therefore, there is a pressing need for
techniques that allow ne-tuning and re-purposing of these pre-trained models, enabling their
utility across diverse applications while mitigating inherent biases.

The class-conditional BIgGAN [27] represents a signi cant advancement, achieving state-
of-the-art image quality and diversity on ImageNet through the use of large networks and batch
sizes. However, training or ne-tuning BigGANs from scratch remains impractical for most
due to two primary reasons. First, Generative Adversarial Networks (GANS) are notoriously
unstable and susceptible to mode-collapse [30, 27], wherein the generated distribution fails to
capture all modes of the true distribution [30]. Consistent with [31], we observed that Big-
GAN samples from approximately 50 classes exhibit signi cantly lower diversity compared

to samples from other classes. For example, BigGAN samples fromvititow screerclass
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(A) ImageNet (B) BigGAN [27] (C) AM (ours)

(a) Samples from thevindow screermlass (904).

(b) Samples from theematodeclass (111).

Figure 3.1: For some class&§6 256BigGAN samples (B) have poor realism and diversity
(i.,e. samples are biased towards one type of data) while the real ImageNet images (A) are
diverse. AM samples (C) are of higher diversity than the original BigGAN samples (B).
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often generate noisy patterns that are unrecognizable to humans (Fig. 3.1a). Sinmelaudy,
todesamples are biased towards green worms on black backgrounds, despite the training data
including worms of various colors and backgrounds (Fig. 3.1b).

Second, re-training BigGANS requires substantial computational resources. The original
256 256model required 48 hours of training on 256 Google Cloud TPUs. On more modest
hardware, such as 8 V100 GPUs, the training is estimated to take over two weeks [32], yet
it often fails to match the published results in [27]. Additionally, re-training or ne-tuning
BigGANSs frequently results in a collapse of certain classes, as observed in the BigGAN-deep
model [31].

In response to these challenges, we propose a cost-effective method to improve the sample
diversity of BigGANs and repurpose them for generating images of unseen classes. Our ap-
proach leverages the ability of the BigGAN generator to synthesize photo-realistic images for
many ImageNet classes [27], modifying only the class embeddings while keeping the generator

unchanged (Fig. 3.2). We demonstrate the ef cacy of this method through three use cases:

1. Changing only the embeddings is suf cient to recover diverse and plausible samples for

complete mode-collapse classes, suciaslow screerfFig. 3.1a).

2. We repurpose a BigGAN pre-trained on ImageNet to generate images that match unseen

Places365 classes (Sec. 3.3.2).

3. On ImageNet, our method improves the sample diversity by approximately 50% for the
pre-trained BigGANSs released by the author@st 256and128 128resolutions by
identifying multiple class embeddings for each class (Sec. 3.3.7). A human study con-
rmed that our method produced more diverse and similarly realistic images compared

to original BigGAN samples (Sec. 3.3.6).

This chapter provides a comprehensive evaluation of our approach, highlighting its po-
tential to signi cantly enhance the utility and applicability of pre-trained generative models in

various domains.
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(A) BigGAN [27] (B) Modifying class embeddings (C) AM (ours)

Figure 3.2: With BigGAN embeddings (A), the latentvectors are mapped to nearby points
(green ) i.e. similarly-looking images. Our embedding optimization moves the original em-
bedding to a new vector where the generated samples (rede more diverse. Here, the
updated class embeddicgchanges the background of a daisy from green gra$sd brown

soil ( ). Note that the pose of the ower (controlled &y remain the same. Effectively, with

only a change in the embedding, the latent vectors are re-mapped to more spread-out points or
more diverse set of samples (C).

3.2 Methods

3.2.1 Problem formulation

Let G be a class-conditional generator, here a BigGAN pre-trained by [27], that takes a class
embeddingc 2 R'?® and a latent vectaz 2 R'“° as inputs and outputs an imaggc;z) 2

R2%6 256 3 \We test improving BigGAN's sample diversity by only updating the embeddings
(pre-trained during GAN training).

Increasing Diversity Intuitively, we search for an input class embeddingf the generator

G such that the set of output image§(c;z')g is diverse with random latent vectors

N (0; 1). Speci cally, we encourage a small change in the latent variable to yield a large change

in the output image [33] by maximizing:

k (G(c;z")  (G(c;Zl))k

kzi  zik (3.1)

mCaX LD(C) = Ezi;zj N (0;1)
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Figure 3.3: To improve the samples for a target class represented by a one-hotyvegtor
iteratively take steps to nd an embeddirg(i.e. a row in the embedding matrb/) such

that all the generated imagé&(c;z')g, for different random noise vecto® N (0;1),
would be (1) classi ed as the target clags and (2) diverse i.e. yielding different softmax
probability distributions. We backpropagate through both the frozen, pre-trained gertgrator
and classi erP and perform gradient descent to maximize the target-class probability of the
generated samples over a batch of random latent veictogs

where (:) is a feature extractor. In [33],(:) is an identity function to encourage pixel-
wise diversity. We also tested witl{:) being outputs of theonv5layer and the outpigoftmax
layer of AlexNet.

Via hyperparameter tuning, we found that maximizing the above objectivéOugique
pairs of ¢'; z1) selected fronZ to be effective (full hyperparameter details are in Sec. 3.2.4).
Activation maximization When a class embedding changes, it is critical to keep the generated
samples to be still realistic and in the target class. To achieve that, we also move the class
embeddingc of the generatoG such that the output imag8(c;z) for any randomz
N (0; I') would cause some classi & to output a high probability for a target clasgFig. 3.3).
Here, we letP be a pre-trained ImageNet classi er [34] that maps an image R2%¢ 256 3
onto a softmax probability distribution over 1,000 output classes. Formally, we maximize the

following objective given a pre-de ned clags:

max Law(C) = E;n () logP(y = yc] G(c;2)) (3.2)

The above objective is basically a common term in the classi cation objectives for class-
conditional GAN discriminators [35, 27, 36] and also called the Activation Maximization (AM)
in image synthesis using pre-trained classi ers [37, 38, 39, 40, 41]. We try to solve the above

AM objective via mini-batch gradient descent. That is, we iteratively backpropagate through
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both the classi eP and the generatd® and change the embeddindo maximize the expec-
tation of the log probabilities over a sétof random latent vectors.
In sum, we encouraged the samples to be diverse but still remain in a target eiagbe

full objective function below (where is a hyperparameter):

max Lavp(c)= Lam+ L p (3.3)
C

3.2.2 Datasets and Networks

Datasets While the generators and classi ers were pre-trained on the full 1000-class ImageNet
2012 dataset, we evaluated our methods on a subset of 50 classes (hereafter, ImageNet-50)
where we qualitatively found BigGAN samples exhibit the lowest diversity. The selection of

50 classes were informed by two diversity metrics (see below) but decided by humans before
the study.

Generators We used two pre-trained ImageNet BigGAN generators [2Zh& 256and a

128 128model, released by the authors in PyTorch [32]. For the purpose of studying diversity,

all generated images in this paper were sampled from the full, non-truncated prior distribution

[27].

3.2.3 Evaluation metrics

Because there is currently no single metric that is able to capture the multi-dimensional char-
acteristics of an image set [42], we chose a broad range of common metrics to measure sample
diversity and sample realism separately.

Diversity We measured intra-class diversity by randomly sampling 200 image pairs from an
image set and computing the MS-SSIM [35] and LPIPS [43] scores for each pair. For each
method, we computed a mean score across the 50 clas@8 image pairs.

Realism To measure sample realism, we used three standard metrics: Inception Score (1S)
with 10 splits [44], Fechet Inception Distance (FID) [45], and Inception Accuracy (IA) [35].

These three metrics were computed for every set of 50,000 images = 50 clab3@8 images.
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To evaluate the set of mixed samples from both BigGAN and AM embeddings, we randomly

select 500 images from each and create a new set containing 1000 images per ImageNet class.

3.2.4 Implementation details

We found two effective strategies for implementing the AM method (described in Sec. 3.2.1) to
improve BigGAN samples: (1) searching within a small region around the original embeddings
(AM-S); (2) searching within a large region around the mean embedding (AM-L).
Hyperparameters For AM-S, we randomly initialized the embedding within a Gaussian ball

of radius0:1 around the original embedding. We used a learning rat@Gi For AM-L, we
randomly initialized the embedding around the mean of all 1000 embeddings and used a larger
learning rate oD:1. For both settings, we maximized Eq. 3.2 using the Adam optimizer and its
default hyperparameters fab0steps. We re-sampled a set= fz'g, every20steps. Every

step, we kept the embeddings within0:59; 0:61] by clipping. To evaluate each trial, we used

the embedding from the last step and sampled 1000 images per class. We ran 5 trials per class
with different random initializations. We used 2 to 4v/100 GPUs for each optimization trial.
Classi ers In the preliminary experiments, we tested four 1000-class-ImageNet classi ers:
AlexNet [34], Inception-v3 [46], ResNet-50 [47], and a ResNet-50 [48] that is robust to pixel-
wise noise. By default, we resized the BigGAN output images to the appropriate input resolu-
tion of each classi er.

With Inception-v3, we achieved an FID score that is (a) substantially better than those for
the other three classi ers (Table S2; 30.24 vs. 48.74), and (b) similar to that of the original
BigGAN (30.24 vs. 31.36). The same trends were observed with the Inception Accuracy
metrics (Table S2). However, we did not nd any substantial qualitative differences among the

samples of the four treatments. Therefore, we chose AlexNet because of its fastest run time.
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3.3 Experiments and Results

3.3.1 Repairing complete mode-collapse classes of BigGANs

Consistent with [31], we found that BIgGAN samples for some classeswatglow screen
contain similar, human-unrecognizable patterns (see Fig. 3.1a). However, re-training BigGANSs
is impractical to most researchers given its signi cant computation requirement.

Here, we apply AM-L (see Sec. 3.2.4) to “repair” the mode-collapselow screeem-
bedding to generate more realistic and diverse images. Intuitively, AM-L enables us to make a
larger jump out of the local optimum than AM-S.

Results Interestingly, by simply changing the embedding, AM-L was able to turn the original
rubbish images into a diverse set of recognizable images of window screens (see Fig. 3.1a).
Quantitatively, the AM embedding improved BigGANNndow screesamples in all metrics:
LPIPS (0.62 0.77),1S(2.76 2.91),and A (0.58 0.7).

While the embeddings found by our AM methods changed the generated samples entirely,
we observed that interpolating in the latent or embedding spaces still yields realistic intermedi-

ate samples (Fig. 3.4).

Figure 3.4: Interpolation betweenzapair in thewindow screeglass using the original Big-
GAN embedding (top) yields similar and unrealistic samples. The same interpolation with the
embedding found by AM (bottom) produced realistic intermediate samples between two win-
dow screen images.

Signi cantly faster computation According to a PyTorch BigGAN re-implementation by
authors [27], BIgGAN training can take at least 15 days on 8 V100 GPUs. This is signi cantly
more time-consuming and costly than our AM approach which takes at most 1 hour to generate

5 embeddings (from which users could choose to use one or more) on a single V100 GPU (see
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Table 3.1). The original DeepMind's training [27] requires even more expensive and unique
hardware of 256 Google Cloud TPU, which is not available to most of the community and so

is not compared here.

Method Time Number of GPUs AWS price
(hours) (Tesla V100) (USD)

1. BigGAN training [32] 24 15 days=360 8 8812.8
2. AM optimization 1 1 3.1

Table 3.1: BigGAN training is not only 360 more time-consuming but also almost 3,000
more costly. The AWS on-demand price-per-hour is $ 24.488fov100 and $ 3.06 for
1 V100 [2].

Note that our method is essentially nding a new sampler for the same BigGAN model.
After a new embedding is found via optimization, the samples are generated fast via standard

GAN sampling procedure [49].

3.3.2 Synthesizing Places365 images using pre-trained ImageNet BigGAN

While original BigGAN is not able to synthesize realistic images for all 1000 ImageNet classes
(see Fig. 3.1), it does so for a few hundred of classes.

Therefore, here, we test whether it is possible to re-use the same ImageNet BigGAN gen-
erator for synthesizing images for unseen categories in the target Places365 dataset [50], which
contains 365 classes of scene images. For evaluation, we randomly chose 50 out of 365 classes
in Places365 (hereafter, Places-50).

Mean initialization As we want to generate images for unseen classes, the Places365-optimal
embeddings are intuitively far from the original ImageNet embeddings. Therefore, we chose
AM-L (instead of AM-S) for making large jumps. We ran the AM-L algorithm for 5 trials

per class with the same hyperparameters as in Sec. 3.3.1 but with a ResNet-18 classi er [47]
pre-trained on Places365.

Top-5 initialization  Besides initializing from mean embeddings, we also tested initializing
from the top-5 embeddings whose 10 random generated samples were given the highest average

accuracy scores by the Places365 classi er. For example, to synthesizet&éheoomimages
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for Places365, the top-1 embedding in the ImageNet dataset is forquldsgFig. 3.6). We
reproduced 5 AM-L trials but each was initialized with a unique embedding among the top-5.
Baseline We used the original BigGAN samples for the top-1 ImageNet classes found from
the top-5 initialization procedure above as a baseline.

Qualitative Results AM-L found many class embeddings that produced plausible images
for Places365 scene classes using the same ImageNet BigGAN generator. For example, to
match thehotel roomclass, which does not exist in ImageNet, AM-L synthesized bedroom
scenes with lights and windows whereas the top-1 clqsit samples mostly show beds with
blankets (Fig. 3.5). See Fig. 3.6 for some qualitative differences between the generated images

with original vs. AM embeddings for the same set of random latent vectors.

Figure 3.5: The closest ImageNet class that the BigGAN was pre-trained to genejail, is
which contains mostly blankets and pillows. Surprisingly, with AM embeddings, the same
BigGAN can generate remarkable images for unseen categdmytelfroom The rightmost is

an example Places365 image for reference.

Quantitative Results Compared to the baseline, AM-L samples have substantially higher
realism in FID (41.25 vs. 53.15) and in ResNet-18 Accuracy scores (0.49 vs. 0.17). In terms
of diversity, AM-L and the baseline performed similarly and both were slightly worse than the
real images in MS-SSIM (0.42 vs. 0.43) and LPIPS (0.65 vs. 0.70). See Table S3 for detailed

guantitative results.

3.3.3 Improving sample diversity of 2556 BigGAN

To evaluate the effectiveness of our method in improving sample diversity for many classes,

here, we ran both AM-S and AM-L on 50 classes in ImageNet-50. The goal is to compare the
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